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Abstract:  Robust cooperative unmanned aerial  vehicle (UAV)  formation in complex 3D environ-
ments  is  hampered  by  reward  sparsity  and  inefficient  collaboration.  To  address  this,  we  propose

context-aware relational agent learning (CORAL), a novel multi-agent deep reinforcement learning

framework.  CORAL  synergistically  integrates  two  modules:  (1)  a  novelty-based  intrinsic  reward

module  to  drive  efficient  exploration  and  (2)  an  explicit  relational  learning  module  that  allows

agents  to  predict  peer  intentions  and  enhance  coordination.  Built  on  a  multi-agent  Actor-Critic

architecture, CORAL enables agents to balance self-interest with group objectives. Comprehensive

evaluations in a high-fidelity simulation show that our method significantly outperforms state-of-the-

art baselines like multi-agent deep deterministic policy gradient (MADDPG) and monotonic value

function  factorisation  for  deep  multi-agent  reinforcement  learning (QMIX)  in path  planning   effi-

ciency, collision avoidance, and scalability.
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 1    Introduction

 1.1    The Rise of Autonomous UAV Swarms
The transition from single unmanned aerial vehi-
cles  (UAVs)  to  multi-agent swarms  has   signifi-
cantly  expanded  the  capabilities  of  autonomous
systems  [1].  Through  distributed  collaboration,
UAV  swarms  offer  enhanced  mission  efficiency,
resilience, scalability, and cost-effectiveness. This
has  spurred  applications  in  wide-area  surveil-
lance, post-disaster search and rescue, large-scale
infrastructure  inspection,  and  aerial  logistics
within intelligent transportation systems [2].

 1.2    Fundamental Challenges in Cooperative For-
mation Control

Despite  their  promise,  achieving  efficient  and

robust  cooperative  formation  control  for  UAVs

presents several fundamental challenges:

Scalability As swarm size increases, the state-
action space grows exponentially, making central-

ized  control  impractical  [2]. Meanwhile,   decen-

tralized  methods  may  struggle  to  achieve  global

optimality [3, 4].

Robustness The formation must remain sta-
ble  when  facing  dynamic  obstacles,  unreliable

communication, or the failure and loss of individ-

ual agents.

Environmental  Adaptability  Traditional

methods  with  pre-programmed  rules  [5,  6]  often

fail in unknown or cluttered environments, mak-

ing adaptive, learning-based approaches essential.

 1.3    Main Focus and Contributions of This Paper
This paper posits that achieving robust and scal-

able cooperative UAV formation requires a multi-

agent  reinforcement  learning  (MARL)  frame-

work  capable  of  synergistically  solving  the  dual

challenges  of  environment  understanding  and
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inter-agent  coordination  [7–9].  To  this  end,  we

propose a novel architecture, context-aware rela-

tional  agent  learning  (CORAL),  that  integrates

context-aware exploration  with  explicit   rela-

tional learning [10].

The main contributions of  this  paper are as

follows:

A Context-Aware  Exploration  Module  This
module,  built  upon  a  long  short-term  memory

(LSTM) network, establishes an intrinsic reward

mechanism  [11].  By  assessing  the  “novelty”  of

the  environment from the agent’s  perspective,  it

generates  intrinsic  rewards  that  effectively  guide

agents  to  explore  complex  3D  spaces  efficiently,

thereby alleviating the reward sparsity problem.

An  Explicit  Relational  Learning  Module
This  module  enables  an  agent  to  predict  the

actions  of  its  peers  and  dynamically  balance  its

own  task  optimization  with  collaborative  task

optimization  based  on  the  predicted  utility  [12].

This  mechanism  encourages  agents  to  learn

avoidance  and coordination  in  conflict  scenarios,

leading to more stable and efficient cooperation.

A Comprehensive  Empirical  Evaluation We
conducted a  rigorous  comparison  of  our   pro-

posed  algorithm  against  several  established

MARL  baselines,  including  multi-agent  deep

deterministic policy gradient (MADDPG), mono-

tonic value function factorisation for deep multi-

agent  reinforcement  learning  (QMIX), and   fac-

tored  multi-agent  centralised  policy  gradients

(FACMAC),  within  a  custom-developed,  high-

fidelity  3D  UAV  simulation  environment.  The

experimental results fully substantiate the superi-

ority of our method [13].

 2    Methods

 2.1    Multi-Agent Actor-Critic Framework
The  multi-agent  actor-critic framework,   particu-

larly  methods  following  the  centralized  training

with  decentralized  execution  (CTDE)  paradigm

(such  as  MADDPG)  [14], is  a  common   algo-

rithm  for  solving  multi-agent coopeation   prob-

lems. Its core update process is illustrated in Fig.

1, which shows the decentralized partially observ-

able  markov  decision  process  (Dec-POMDP)

framework  structure  where  agents  operate  with

local observations while the training process uti-

lizes centralized information.
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Fig. 1    Dec-POMDP framework diagram [15]
 

 2.2    Update of the Centralized Critic
The  critic  network Qi (x, a1,  ···, an; θi)  for  each

agent  i  is  used  to  evaluate  the  value  of  a  joint

action.  Here, x  is  typically  the  set  of  all  agents’

observations  or  the  global  state, aj  is  the  action

of agent j, and θi are the parameters of the critic

network [16].

The critic is updated by minimizing the fol-

lowing loss function L(θi )

L(θi) = Ex,a,r,x′∼D

[
(Qi(x, a1, · · · , an; θi)− yi)

2
]
（1）

where D  is the experience replay buffer, and the

target value yi is calculated as

yi = ri+γQ′
i(x

′, a′
1, · · · , a′

n; θ
′
i)|a′

j=π′
j(o

′
j ;ϕ

′
j)
（2）
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θ′
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a′
i

o′
i π′

i

where ri is the reward received by agent i,   and

 are the target critic and target actor networks,

respectively.  Their  parameters,    and  ,  are

periodically copied or soft-updated from the main

networks  to  stabilize  training.    is  the  action

selected by agent j based on its next local obser-

vation   and its target policy  .

 2.3    Update of the Decentralized Actor
πiThe  actor  network  (policy)    (oi;  ϕi)  for  each

agent i outputs an action based solely on its local

observation  oi,  enabling  decentralized  execution.

Its  parameters  ϕi  are  updated  using  the  policy

gradient method.
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The  actor’s  objective  is  to  maximize  the

expected  return  J  (ϕi),  and  its  policy  gradient

can be approximated as

∇ϕi
J(ϕi) ≈ Ex,a∼D[∇ϕi

πi(oi;ϕi)×
∇ai

Qi(x, a1, · · · , an; θi)|ai=πi(oi;ϕi)
]
（3）

This gradient guides the update of the actor

network’s  parameters ϕi  in a  direction  that   pro-

duces  an  action  ai  that  the  centralized  critic Qi

evaluates as having a higher value.

̸=

Note  that  when  computing  the  gradient,

only agent i’s own action ai comes from the out-

put of its policy network πi,  while the actions of

other  agents  aj  (for  j    i)  are  treated  as  fixed

parameters.

 2.4    Soft Update of Target Networks
To  ensure  the  stability  of  the  learning  process,

the parameters  of  the  target  networks  are   typi-

cally updated using a soft update rule

θ′
i ← τθi + (1− τ)θ′

i （4）

ϕ′
i ← τϕi + (1− τ)ϕ′

i （5）

<<where  τ    1 is  a  small  update  coefficient (e.g.,

0.01).

 2.5    High-Fidelity  Simulation  Environment  and
Reward Function

 2.5.1    UAVGym Simulation Platform
To  validate  the  reinforcement  learning  al-

gorithm  proposed  in  this  paper,  we  utilize

UAVGym as the simulation platform. UAVGym

is  a  lightweight,  Python-based  UAV  simulation

environment specifically  designed  for   reinforce-

ment learning research [17].  Its core features are

tailored  to  meet  the  demands  of  complex

autonomous UAV control tasks.

Environment Customizability It allows users
to define the size of the 3D space and the num-

ber  and  distribution  of  obstacles,  enabling  the

generation  of  navigation  scenarios  with  varying

complexities,  from  sparse  to  dense  [18].  This  is

crucial for  testing the generalization and robust-

ness of algorithms.

Multi-Agent  Support It  can  simulate  and

control  multiple  UAVs,  providing  a  unified

testbed  for  research  on  single-agent path   plan-

ning  as  well  as  multi-agent  collision  avoidance

and swarm strategies.

Standardized Interface It is fully compatible
with  the  OpenAI  Gym  interface,  allowing  for

seamless  integration  with  main-stream  reinforce-

ment  learning  libraries  [19].  This  enables

researchers to focus on the design and validation

of the algorithm itself.

3D  Trajectory  Visualization It  includes  a
built-in trajectory plotting feature based on Mat-

plotlib, which can visualize the 3D flight paths of

UAVs  in  real-time  or  offline.  This  provides  an

intuitive tool for algorithm debugging and results

presentation.

The simulation  environment  relies  on   stan-

dard  libraries  such  as  Python  3.6+,  OpenAI

Gym,  and  NumPy  [20].  With  its  flexibility  and

ease of  use,  UAVGym offers  an  efficient   simula-

tion and validation tool for developing and evalu-

ating autonomous UAV control algorithms [21].

 3    Context-Aware  Explroation  Fra-

mework
To construct  a  more  robust  exploration  mecha-

nism,  the  proposed  novelty  reward  module

(NRM) assesses novelty by predicting a sequence

of observations over time, rather than relying on

single-timestep  predictions.  This  approach  uses

an LSTM network to leverage temporal context,

making it less sensitive to noise.

The superiority of NRM lies in its use of this

temporal information. Standard methods like the

intrinsic curiosity module (ICM) predict the next

state  st+1  from  the  current  state-action  pair  (st,

at), which is unreliable in noisy 3D UAV environ-

ments where the state can change drastically. In

contrast,  NRM’s LSTM  builds  a  temporal   con-

text.  The  novelty  criterion  is  therefore  not,  “Is

what I see now new?” but rather, “Given what I

have  seen  over  time,  is  my  current  observation
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surprising?” This contextaware approach is more

robust  to  noise  and  better  suited  for  dynamic

environments.  The  architectural  details  of  the

NRM  are  visualized  in  Fig. 2,  which  illustrates

how  the  observation  reconstruction  network,

LSTM  module,  and  state  prediction  network

work synergistically to assess environmental nov-

elty from a temporal perspective.
  

Ox

Execution

Training

Ax

p1···pn
Q1···Qn

Ox and Ax

<O1, A1>···<On, An>

Fig. 2    Novelty reward module framework diagram
 

The NRM is  primarily  composed of  the  fol-

lowing components:

1) Component  1:  Observation  Reconstruc-
tion Network (for, i) This is a recurrent autoen-
coder  configured  individually  for  each  agent  i,

containing:

o′
i

m′
i

Encoder (foe,i) Encodes  the  agent’s  observa-
tion at the next timestep,  , into a latent repre-

sentation vector  .

LSTM Module (flstm,i) Receives  the  sequence
of  representation  vectors  and  captures  temporal

dependencies in the observation sequence through

its internal cell  state ci and hidden state hi.  The

LSTM’s internal state can be seen as the agent’s

memory of past observations.

õ

Decoder (fod,  i)  Attempts  to  decode  from
the  LSTM’s  hidden  state  hi′  to  reconstruct  the
original observation  i′.

h′
i

s̃′

2) Component  2:  State  Prediction  Network
(fsr)  This  is  a  network  shared  by  all  agents.  It

concatenates  the  hidden  states    output  by  all

agents’ LSTMs and predicts the next global state

of  the  entire  system,  .  Calculating  the  novelty

reward  (rnrm,i):  The  novelty  reward  is  derived

from a weighted sum of two error terms:

o′
i

õ′
i

Reconstruction Error The squared Euclidean
distance  between  the  true  next  observation 

and  the  reconstructed  observation  .  A  high

error  implies  that  the  observation  is  novel  and

unexpected.

s̃′

Prediction Error The squared Euclidean dis-
tance  between  the  true  next  global  state  s′  and
the predicted state  . A high error signifies that

the system has entered a novel global state.

Finally,  the  agent’s  total  reward  is  a

weighted  combination  of  the  environmental

reward and the novelty reward

rtotal,i = renv,i + βnrm − rnrm,i

 4    Explicit  Relational  Learning  and

Cooperation Mechanism

Standard centralized training methods like MAD-

DPG often  lead  to  sub-optimal  policies,  such  as

path jittering or inefficient avoidance maneuvers.

This  is  because they rely  on a critic  for  implicit

coordination,  which  is  insufficient  when  agents

have conflicting local  objectives.  A more explicit

mechanism  is  needed  for  agents  to  proactively

reason  about  each  other’s intentions.  To   over-

come this limitation, we propose an explicit rela-

tional learning mechanism, as depicted in Fig. 3.

This  module  enables  agents  to  predict  peer

actions  and  dynamically  adjust  their  policies

based on these predictions.
 
 

O1

Ox

Encoder

Encoder

LSTM

LSTM

Decoder Concatenation module

Encoder

Decoder
Observation reconstruction

network

State prediction network

Loss function
Decoder Lnrm, rnrm, i

Fig. 3    Explicit relational learning module framework diagram
 

To  address  this,  we  introduce  a  policy

dynamics  evaluation  module.  Here,  each  agent

learns a dynamics model of other agents’ policies.

By using this model to predict the future actions

of  its  neighbors,  an  agent  can  optimize  its  own

decisions,  resulting in  more  efficient  and explicit

coordination.

This module consists of two key components:
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1） Action  Prediction  Network ( )  Each

agent    trains  a  separate  network    to  predict

the action of another agent  , denoted as  ,

where    is  the  global  observation.  The  training

objective for this network is to predict an action

for  agent    that,  from  agent  ’s  perspective,  is

the most beneficial  to agent    itself—that is,  an

action that  maximizes  agent  ’s own critic   func-

tion  . Its optimization objective is as follows:

L(ϕi) = Eo,a∼D[−Qnew,i(o,

a1, · · · , ui(o, j), · · · , aN)]
（6）

i π(new,i)

2）Decomposed Policy Loss The update  for
agent  ’s  policy,    is guided  by  a   combina-

tion  of  two  loss  functions  to  balance  individual

interests with team collaboration:

Lself,iSelf-Task Loss ( ) This is a standard pol-

icy loss that aims to maximize the agent’s own Q-

value,  reflecting  the  “self-interested”  nature  of

the policy.

Lself,i = Eo∼D[−Qnew,i(o, a1, · · · ,
πnew,i(oi), · · · , aN)])

（7）

Lcoop,i

i

uj (o, i) j

Cooperative  Task  Loss ( )  This  loss

encourages  agent    to adopt the beneficial  coop-

erative  action    that  other  agents    have

predicted for it.  The loss  is  activated only when

the Q-value of the predicted action is higher than

the Q-value of the action from the current policy.

This facilitates a conditional,  profit-seeking form

of limitation.

Lcoop,i = Eo∼D[
∑
j ̸=i

II(Qnew,i(· · · )pred > Qnew,i(· · · )curr)×

∥πnew,i(oi)− uj(o, i)∥2])
（8）

II (.)where   is the indicator function.

By minimizing a weighted sum of these two

losses,  agents  can  pursue  their  individual  goals

while  proactively  adopting cooperative  behaviors

that  improve  the  team’s  overall  benefit,  thereby

effectively  overcoming  the  limitations  of  implicit

coordination.

 5    The  Overall  CORAL  Algorithm

Framework
The  proposed  CORAL  algorithm  integrates  a

novelty  reward  module  (NRM)  and  an  action

prediction  module  (APM)  into  the  MADDPG

baseline  [22].  This  enhances  exploration  and

cooperation  for  multi-agent  systems  in  complex

environments.  The  complete  architecture  of

CORAL is presented in Fig. 4, which shows how

the  NRM  and  APM  components  interact  with

the  core  actor-critic  networks  to  form  a  unified

learning framework. Fig. 4 demonstrates the flow

of  information  and  the  synergistic  relationship

between exploration-driven intrinsic rewards and

cooperation-guided policy updates.
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Fig. 4    Complete CORAL program framework
 

 5.1    Module Synergy Mechanism
CORAL’s  core  advantage  is  the  virtuous  cycle

created by its components.

The NRM drives  agents  to  explore,   provid-

ing  the  experience  replay  buffer  with  diverse,

high-quality  training  samples.  The  APM  lever-
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ages this data to learn more accurate inter-agent

policy  models,  leading  to  more  effective  coor-

dination.  In  turn,  this  improved  cooperation

allows the swarm to tackle more complex scenar-

ios  and  enter  unknown  regions,  which  provides

new learning signals for the NRM, creating a pos-

itive feedback loop that propels exploration.

 5.2    Algorithm Flow
The CORAL training process follows an “initial-

ize-collect-optimize” loop.

 5.3    Initialization Phase
•  Initialize  all  networks  for  each  agent  i:  policy

πnew,i, critic Qnew,i, and action prediction µi.

•  Initialize  the  NRM’s  state  prediction  and

LSTM networks.

•  Synchronize  all  target  networks  and clear

the experience replay buffer D.

 5.4    Data Collection Phase
The agent  swarm  interacts  with  the   environ-

ment  using  the  current  policy  πnew, storing   col-
lected experience tuples (o, s, renv, a, o′, s′) in the
replay buffer D.

 5.5    Network Training and Optimization Phase
Randomly  sample  a  minibatch  from  the  replay

buffer D.

For each agent i in the batch:

Novelty  Reward Calculate  the  intrinsic
reward rnrm,i using the NRM and update the NRM’

s parameters.

Total  Reward Combine  the  environmental
and novelty rewards:

rtotal,i = renv,i + βnrmrnrm,i （9）

Critic  Update Update  the  critic  network
Qnew,i using the total reward rtotal,i.

Policy  and  APM Update Update  the  policy
network πnew,i  and the  associated  APMs by  mini-
mizing a total loss Ltotal,i, which is a weighted sum

of a self-task loss Lself,i and a cooperative task loss

Lcoop,i.

Soft  Update Perform  a  soft  update  on  all
target networks.

Repeat  the data collection and optimization

phases until the training termination condition is

met.

 6    Experiments and Results Analysis
To  validate  the  effectiveness  and  superiority  of

the proposed CORAL algorithm, we conducted a

series  of  simulation  experiments.  We  evaluated

its  performance  against  several  state-of-the-art

multi-agent  reinforcement  learning  algorithms  in

a challenging 3D collaborative navigation task.

 6.1    Experimental Setup
Baseline  Algorithms We  selected  three  widely
recognized MARL algorithms for comparison:

MADDPG A  classic  actor-critic  algorithm
for multi-agent settings.

QMIX A  popular  value-decomposition

method that ensures monotonic improvement.

FACMAVC Another  value-function  factor-
ization algorithm.

Evaluation  Metric The  primary  metric  for
evaluation is the average reward obtained by the

agent swarm over the training process.  A higher

and  more  stable  reward  curve  indicates  better

learning efficiency  and  a  more  optimal  final   col-

laborative policy.

 6.2    Comparative Performance Analysis
We  first  compared  the  overall  performance  of

CORAL with the baseline algorithms. The results

are shown in Fig. 5.
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Fig. 5    Comparative results diagram for multiple programs
 

As  illustrated  in  Fig. 5, the  CORAL   algo-

rithm  (black  curve)  demonstrates  significantly
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superior  performance  compared  to  all  baselines.

The key observations are as follows:

Convergence  Speed  and  Quality  CORAL

exhibits  the  fastest  convergence  rate,  quickly

recovering  from  the  initial  exploration  phase  to

achieve a high reward level.  It  also converges to

the highest average reward value (stabilizing just

above  zero),  indicating  that  it  found  a  more

effective and optimal collaborative policy.

Baseline  Performance  MADDPG  (green

curve) achieves the second-best performance but

converges  to  a  slightly  lower  reward  than

CORAL.  Both  QMIX  (blue  curve)  and  FAC-

MAVC (orange  curve)  show  substantially  lower

performance, with slower convergence and stabi-

lization  at  significantly  inferior  reward  levels.

This  highlights  their  difficulty  in  solving  the

complex  coordination  problem  presented  in  the

simulation.

Learning  Efficiency The  steep  slope  of

CORAL’s learning  curve  suggests  a  highly   effi-

cient exploration and policy optimization process,

driven by the synergy between the NRM and the

APM.

 6.3    CORAL Algorithm Stability Analysis
To further analyze the learning characteristics of

our proposed algorithm, we isolated the learning

curve of CORAL, as shown in Fig. 6.
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Fig. 6 clearly shows that after an initial drop

in reward, which is typical during the early ran-

dom  exploration  phase,  the  CORAL  algorithm’s

average  reward  rises  rapidly  and  steadily.  The

curve  becomes  stable  after  approximate  1 500

training  steps,  indicating  that  the  algorithm has

converged  to  a  robust  and  high-performing  pol-

icy without significant oscillations. This stability

confirms  the  effectiveness  of  CORAL’s  internal

mechanisms in  guiding  the  learning  process   effi-

ciently.

Beyond  the  learning  curves,  the  practical

effectiveness  of  CORAL  is  further  validated

through 3D simulation trajectory visualization, as

shown in Fig. 7. This figure provides a visual rep-

resentation of the actual flight paths executed by

the cooperative  UAV swarm in  the  3D   environ-

ment, demonstrating how the agents successfully
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navigate  through  obstacles,  maintain  formation

coherence,  and  achieve  collision-free  cooperative

behavior.  The  trajectory  patterns  clearly  show

the benefits of the context-aware exploration and

explicit  relational  learning  mechanisms  in

enabling  efficient  and  coordinated  multi-agent

navigation.

 7    Conclusion
This paper introduced a context-aware relational

learning  framework  named  CORAL,  designed  to

address  two  core  challenges  in  multi-UAV  sys-

tems: reward sparsity and collaborative learning.

CORAL achieves this by integrating an NRM to

provide  intrinsic  motivation  for  exploration  and

by leveraging a policy evaluation module (APM)

to  enable  explicit  policy  negotiation  among

agents.

Comprehensive  experimental  evaluations

conducted in  multiple  challenging 3D simulation

environments  demonstrate  that,  compared  to

existing  state-of-the-art  multi-agent  reinforce-

ment learning algorithms, CORAL exhibits supe-

rior  performance  in  terms  of  task  completion

rate, path efficiency, and adaptability to changes

in both the environment and swarm size.

This  research  confirms  that  combining  a

context-aware  exploration  mechanism  with

explicit  relational  learning  is  an  effective

paradigm for solving complex multi-agent cooper-

ation  problems.  CORAL  not  only  provides  an

efficient  solution  for  multi-UAV  path  planning

but also  shows  significant  potential  for   advanc-

ing the application of  autonomous robot swarms

in more complex real-world tasks.
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