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Abstract As an extension of the neoclassical urban systems theory (Henderson,
1974), we develop a general theory of regional (inter-city) price dispersion which
also explains the “subnational Penn effect,” i.e., cross-city correlations among
population size, prices, real income and human capital stock. The model is also a
theory of international price dispersion that is observationally equivalent to and
more appealing than the Balassa-Samuelson theory, implying that the
(international) Penn effect may simply be an aggregate result of the “subnational
Penn effect.” Furthermore, it shows that, contrary to the popular view, economic
integration can increase as well as decrease spatial price variation.
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1 Introduction

This paper aims to develop a very general theoretical framework that explains the
causes as well as some broad trends of inter-regional price level dispersion
within a country. By “general” we mean a fundamental theory that incorporates
all the basic influencing factors and that is readily and widely applicable in all
kinds of circumstances.

Both casual observation and empirical research suggest that, within each
country, there is substantial price level dispersion across cities, which largely
derives from spatial price variation in services and housing; furthermore, strong
correlations exist among the following variables across cities in the same country:
population size, the price level, per capita nominal and real income, and per
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capita stock of human capital. Put simply, large cities are associated with higher
prices, higher levels of human capital, and higher wages and per capita
income—even after account is taken of their higher living costs, i.e., prices."

Similarly, in international economics, it is well-known that there exists huge
price level dispersion across countries; and countries’ price levels, measured at
market exchange rates, are positively related to their real per capita income. This
correlation between the price level and income across countries is usually
referred to as the “Penn effect.” By analogy, we may regard the aforementioned
correlations among the indicators of cities within a country as an entirety and
refer to them as the “subnational Penn effect.”

There are numerous studies that have a bearing upon subnational regional
price dispersion. However, these studies tend to focus on a narrow set of features
or a rather special framework so that they lack broader significance or
application. Hence, we still do not have a general or “standard” theory of
regional price dispersion. In addition, none of the existing studies attempts to
explain the subnational Penn effect as defined above. For example, Krugman
(1991) discusses how scale economies and transport costs interact to determine
the division of labor between regions and the associated price dispersion in
tradable goods, but his model does no involve services and housing. Helpman
(1998) introduces a housing sector into the above Krugman’s model, but he fails
to discuss service prices. Moreover, both studies consider only the special case of
two regions and are hard to generalize to a multi-regional one. Roback (1982)
explores how regional differences in wages, rents and non-tradable goods prices
are explained by local amenities, but presumably in most cases amenities play
only a minor role in determining regional price structure. None of these three
studies is concerned with the subnational Penn effect.

This situation forms a sharp contrast with the study on international price level
dispersion. Here, however, not only do we have a standard explanation of price
level differences across countries, but one that explicitly addresses the Penn
effect, which, needless to say, is the canonical Balassa-Samuelson (BS)
hypothesis. The BS theory focuses on the international price variation in services
and does not have a housing sector. It predicts higher nontradable goods prices in

! For correlation between city size and the price level, see Rogers’s (2002) description cited in
footnote 6. Gluschenko and Karchevskaya’s study (2010) of the Russian economy also finds
that “the larger the city, the higher the prices.” For correlation between (nominal) wages and
city size across U.S. cities, see Glaeser and Maré (2001). For correlation between the price
level and nominal income across Chinese cities, see Fig. 1 in Jiang and Li (2006). According
to Moretti (2004), it is well known that the share of college graduates is positively correlated
with city size and per capita income across U.S. cities. For correlation between city size and
real per capita income/wages, we rely on Alonso’s (1976) statement that, “in the United States,
as in other countries, high wages are strongly associated with large urban places, even after
account is taken of corrections for differences in living costs,...”
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rich countries by assuming: 1) segregated national labor markets, 2) a
homogeneous labor force within each country, and 3) that cross-national labor
productivities differentials are larger in tradables than in nontradables
(Samuelson, 1964; Balassa, 1964). Recently, however, a competing “rich
neighborhood theory” has been proposed by Tang (2008), which retains the first
assumption above but allows for heterogeneity of the domestic labor force. The
intuition is that nontradables prices of a country are determined by the earnings
of its tradable sector relative to the supply of nontradables. In addition, the two
theories are shown to be observationally equivalent, meaning that existing
empirical “tests” cannot distinguish them. A natural thought is that either the BS
theory or the rich neighborhood theory may be readily applied to explain
(subnational) regional price dispersion, but in fact this is not the case. The reason
is that, since both theories revolve on the assumption of geographically
segregated labor markets, which is not a valid assumption on the subnational
level, they are irrelevant in this regard.”

A general theory of regional price dispersion is not only interesting in its own
right, but also indispensable as the basis of a truly satisfactory theory of national
price levels. Given that there is substantial price dispersion across subnational
regions, the “national price level” can only be conceived as some aggregation of
regional price levels. Thus, a theory of national price levels is seriously
inadequate if it does not include a theory of regional price dispersion and justify
its method of aggregation accordingly. In light of this argument, both the BS
theory and the rich neighborhood theory are inadequate in that they are oblivious
to the fact of regional price dispersion.

The lack of a general theory of regional price dispersion has led to a lot of
confusion in research and policy discussion. One example concerns the
introduction of the euro in 1999, which culminated the European economic
integration process. A key argument for having a common currency is that, by
making price comparisons more transparent, the euro will foster greater goods
market integration and reduce price divergences among EU countries. In the
widely quoted and influential report “One Market, One Money,” the European
Commission (1990) argued that “without a completely transparent and sure rule

2 Many researchers are under the mistaken belief that the BS theory can somehow explain
(subnational) regional price dispersion or subnational correlation between the price level and
income. For example, in a study of price level divergences across U.S. cities, Cecchetti et al.
(1999) suggest that the BS theory predicts that “regions with high relative incomes will
have...a relatively high aggregate price level.” Rogers (2002) invokes the BS theory to argue
that both tradable and nontradable goods prices ought to become less dispersed across
European cities “in light of progress towards a single market and adoption of a common
currency,” not realizing that unification of factor markets represents a change of setting (i.e.,
from international to subnational) that makes the BS theory no longer applicable. Allington et
al. (2005) make a similar mistake.
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of the law of one price for tradable goods and services, which only a single
currency can provide, the single market cannot be expected to yield its full
benefits —static and dynamic.” When the euro was finally launched, the
European Commission (1999) anticipated that it would “squeeze price dispersion
in EU markets.” However, two years later, the disillusioned Commission (2001)
reluctantly acknowledged that “In practice, price dispersion has proven to be
large, persistent, and rather stable over time. In the context of the European
Union, zero-dispersion seems therefore to be an elusive goal and taking the U.S.
economy as a benchmark seems more appropriate.” The muddle-headedness (or
simply propaganda) of policymakers is understandable enough. But even when
one turns to the copious academic literature that has built up on the topic, one
finds surprisingly little theoretical content. No one seems to question the
Commission’s stated ambition on theoretical grounds or doubt if it is just bad
economics. In fact, for all the fuss about statistical issues, the entire discussion is
conducted without a coherent theoretical foundation. This situation is due, of
course, to the fact that we still do not have a standard or widely applicable theory
of regional price dispersion.

To repeat, the purpose of this paper is to propose a general theory of regional
(inter-city) price level dispersion which is consistent with the subnational Penn
effect. To this end, we construct a general equilibrium model which is an
extension of the neoclassical urban systems theory as developed by Henderson
(1974, 1977, 1988) and others. The base model amounts to a system of
differentiated cities, each specializing in a tradable industry that exhibits
industry-specific agglomeration economies (localization effects). We introduce
the so-called “crowding effect” that tends to limit the growth of a city: as the land
supply at each location is inelastic, urban growth will drive up land and service
prices, thus reducing the real wages in that locality and making it less attractive.
As a theoretical innovation, we explain the inherent circular mechanism that
translates a high land price to high local service prices. Under free migration of
labor, the trade-off between agglomeration economies in production and the
“crowding effect” brings forth cities of different sizes and with different price
levels. Moreover, the larger the city, the higher the prices.

This base model is then extended into a full-fledged model (Model III) which
predicts that population size, prices, real income and human capital stock are all
positively correlated across cities, with rich implications for both theory and
policy. In particular, the model is also a theory of international price dispersion
that is observationally equivalent to and more appealing than the BS theory and
the rich neighborhood theory, with the implication that the (international) Penn
effect may simply be an aggregate result of the subnational Penn effect. It also
shows that, contrary to the popular view, economic integration can increase as
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well as decrease spatial price variation.

This paper is organized as follows. Section 2 discusses the intuitive ideas
motivating our base model of inter-city price dispersion (Model I). Section 3 sets
up the base model and analyzes its short-run and long-run equilibrium solutions.
Sections 4 and 5 extend the base model (via Model II) into a full-fledged model
(Model I1I) that explains price, per capita real income and skill level dispersions
across cities. Section 6 describes the numerical simulation of Model III. Section
7 discusses the implications of Model III for theory and policy practice. Section 8
concludes the paper.

2 Motivation of the Base Model: Why Big Cities Have Higher
Prices?

Our base model addresses the following question: Why do big cities have higher
prices? This question can be broken into two related questions: 1) Why do cities
vary in size; and 2) Why do large cities have higher housing and services prices.
We answer these two questions in turn below.

Neoclassical urban system theory, as developed by Henderson (1974, 1977,
1988) and his followers, offers a framework that explains not only the existence
of cities but also why cities vary in size. According to this theory, cities form
because there are “clustering” or “agglomeration” effects mainly at work in
tradable industries—external scale economies in production which lead workers
and firms to cluster in close spatial proximity in large agglomerations. In other
words, agglomeration effects are identified as the “centripetal forces” in the
formation of cities. On the other hand, there are congestion costs connected with
people clustering in urban areas, such as increased commuting cost and other
disamenities, which tend to break such agglomerations up. These “centrifugal
forces” eventually offset the production scale benefits at the margin as city size
increases, limiting cities to various equilibrium sizes.

Moreover, according to Henderson, agglomeration economies are
predominantly ones of localization and not of urbanization. That is, they are
largely industry-specific and depend on the size of an individual industry within
a city, rather than on the overall level of economic activity internal to a city.
Consequently, each city is expected to specialize in one particular tradable
industry. This is because, for a given city size and the associated level of
congestion costs, and with no mutual spillovers between industries,
agglomeration effects and hence output are maximized by concentrating local
tradable-sector employment in one industry, rather than dissipating the scale
effects by spreading employment over several industries. Thus, cities can be
divided into different “types” in accordance with the industries that they
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specialize in. Since different industries involve different degrees of scale
economies, cities of different types will differ in size because they can support
different levels of congestion costs. Henderson-type models therefore predict a
system of cities with differing sizes.

Now, why do large cities have higher prices? According to the above reasoning,
large cities are “large” because they have a large tradable sector that exhibits
strong scale economies. Therefore, large cities are associated with large
tradable-sector incomes and high purchasing power. The resulting high demand
for local housing, coupled with an inelastic local supply of land, will drive up the
local land price. Moreover, a high land price will translate into high service
prices through a circular mechanism akin to the Keynesian multiplier effect in
macroeconomics. Under free migration of labor, service sector wages must be
equal everywhere in real terms. Since high housing rents push up the cost of
living, service sector (nominal) wages have to be higher in large cities, which
implies high service prices. In addition, high service prices will push up the cost
of living still further, requiring yet higher service sector wages and service prices,
and so on and so forth, until service sector real wages are equalized across cities
of different sizes. Since high housing and service prices together reflect the
relative scarcity of land in large cities and tend to limit their expansion by
making them less attractive to individuals, the above mechanism will be called
the “crowding effect.” We assume it is the only centrifugal force working against
agglomeration in our base model.

To sum up, the base model we discuss below is an urban system with tradable
sector localization effects as the centripetal force on one hand, and the “crowding
effect” in the form of high housing and service prices as the centrifugal force on
the other. Cities differentiate into different types and sizes because they
specialize in different tradable industries. As labor freely migrate to eliminate
any differences in real wages, the equilibrium population sizes of all the cities in
the system are determined simultaneously. In equilibrium, bigger cities will also
have higher nominal wages and higher land and service prices.

3 Model I: A Base Model of Inter-City Price Dispersion

In this section, we present a base model of inter-city price level dispersion that
captures the ideas described in Section 2.

3.1 The Model Setup

Think of a small open economy where the prices of tradable goods are
exogenously determined in the world market. The territory of this country
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consists of H ex ante identical locations, each having 1 unit of land® , which are
the potential sites for cities.

There are three consumption goods in the economy: 1) a composite tradable
good X called “computers,” 2) a location-specific nontradable service Y called
“haircuts,” and 3) a location-specific nontradable housing service Z. Following
the standard practice in international finance, we assume the Law of One Price
(LOP) holds for X and use it as the numeraire (thus P* =1), while leaving the
local prices of Y and Z, denoted respectively by P’ and P*, to potentially vary
across locations.

There are two classes of agents in this economy. First, there is a footloose
working class called “laborers” whose total population is assumed to be M. These
are identical in every aspect. Each laborer inelastically supplies 1 unit of labor
service per period either to the X or the Y sector and lives on his wage income.
For obvious reasons, laborers who work in the X and Y sectors shall be called
“workers” and ‘“barbers,” respectively. Laborers can freely migrate between
different locations at zero costs. However, commuting costs between the
locations are assumed to infinite; i.e., laborers cannot work in one place and live
in another.

The second class consists of a sedentary landed class called “landlords.”
Without loss of generality, we assume each location has only one landlord and he
owns all the land at that location, so that there are altogether H landlords in this
economy. Landlords serve no productive functions themselves, but simply rent
out their properties as housing service and live off the rent incomes. We further
assume that landlords cannot migrate: each of them must live at the location
where he holds his properties.

Agents are assumed to share the following Cobb-Douglas utility function:

U=x%27°, (1)
where 4, B and C are constant expenditure shares with 4 + B + C = 1. It is easy
to verify that under this utility specification the appropriate measure for the price
level is P=(P)*(P")2(P*)“=(P")?(P*)" . To facilitate the analysis in
subsequent sections, we assume laborers make their location/occupation

decisions in order to maximize their real wage income, denoted as w. In other
words, they work with the following cardinal utility function:

w w
a)_F_(PY)B(PZ)C’ )

® This simplistic assumption of inelastic land supply at each location is not essential to our
model. In fact, it can be shown that all the basic results of this paper carry through if we
instead assume a land supply function of the form Z = (P%)® for each location, where P*
denotes the land price and a > 0 is sufficiently small.
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where W represents the nominal wage income. Again, it is easy to check that the
above two utility functions are fully compatible. In fact, expression (2) is
proportional to the indirect utility function derived from (1).

Both X and Y are produced under perfectly competitive markets, using labor as
the only input. In addition, the X sector is subject to localization effects as
defined in Section 2. We characterize their production technologies as follows.

The X sector comprises K industries corresponding to different types of
“computers” or to different components of a “computer,” e.g., screws, cables,
chips, etc. Each of these industries is perfectly competitive with constant returns
to scale (CRS) on the firm level, but is subject to localization effects on the
industry level; that is, there are location-specific external economies of scale.
Specifically, given the prices determined in the world market, we assume the
value product per worker (or the equilibrium wage rate, equivalently) of the kth
tradable industry at the Ath location increases with the employment of that
location-industry mix:

Vth:gk(mhk)a Vh,k,
g (-)>0, g,(0=0, g, eC'

where the subscripts 4 and k& denote the /th location and the kth tradable industry,
respectively, and my; the number of workers employed in that location-industry
mix. Note that the functions gi(-), which capture the form and strength of
localization effects, are different across industries. This will lead to variation in
the size and other features of cities in equilibrium. We need g, () > 0 to

©)

generate increasing returns to scale on the industry level at each location. To see
this, note that the total value product of the kth industry at the Ath location is
simply:

G (my) =my * g (my,),  Vh,k. 4)

For analytical convenience, we assume the functions gx(-) are continuously
differentiable.

The Y sector produces haircuts using a Ricardian technology, with no scale
effects on either the firm or the industry level. We assume each barber can
produce 1 unit of haircuts per period, so that the supply of haircuts at the ith
location is equal to the number of barbers in that place, denoted by n,. Moreover,
in equilibrium, the nominal wage rate of a barber at the 4th location is simply the
haircut price P’ in that place. It is also obvious that in equilibrium the workers
and barbers in the same location must earn the same wage rate.

Finally, we assume agents do not save or borrow: They simply spend all their
current incomes on current consumption, so that trade (in X) is balanced for each
location. This implies that our model is a static one.
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3.2 Solving the Base Model: The Long-Run Equilibrium

We will solve the base model in two steps. First, we will solve for short-run
equilibrium conditions assuming that the allocation of the labor force among all
the locations as given. Then, we will characterize the long-run equilibrium,
defined as the situation in which there are no more incentives to migration. This
is done by requiring real wage rates to equalize across all the location-occupation
mixes with positive employments.

As we have explained in Section 2, since the agglomeration economies in our
model are ones of localization, in equilibrium each city that emerges from the H
locations should specialize in one particular tradable industry. So, without loss of
generality, we can focus our attention on a representative city, say, city 1. Further
denote the tradable industry that city 1 engages in as industry 1. To economize on
notation, we shall write the tradable-sector employment of city 1 as m; instead of
myy, and similarly for other notations. But the reader should keep in mind that
this does not imply a one-to-one correspondence between cities and tradable
industries except by chance, since two or more cities can specialize in the same
industry. Assume now that the working population of city 1 is given.

By assumption, the wage income of a worker in city 1 is W= g (m,) and the
X-sector output of city 1 is mygi(m;). Let the total nominal income of city 1

(measured in units of X) be denoted as yl* . By the homothetic preference we

assume, it follows that the Icoal expenditure on X is Ayl* . Therefore, balance of
trade for the city as a whole requires that

Ay; =myg,(m)), (5)
or
« 1
i =—mg (m). (6)
A
In other words, with balanced trade, the total nominal income of a city is
determined by its tradable sector output.

Now it is straightforward to calculate the equilibrium haircut price P and
housing rental price P” in city 1. Because the local expenditure on Y is Byl* and
the local supply of Y is n; (i.e., the barber population of city 1), the equilibrium
haircut price in city 1 is:

B = By, :Emlgl(ml) ’ 7)
n A4 n
which is also the Y-sector wage rate. Since cross-sector labor mobility ensures
that in equilibrium this be equal to the X-sector wage rate in city 1, i.e., g1(m,),
we have
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B mg (m m A
D& _ g (== d, ®)
4 n n B
which says that the X/Y-sector employment ratio is equal to the expenditure ratio
between the two sectors. For convenience, we denote the ratio (B/4) by £, so that
the total working population of city 1 (denoted by /) can be written as

L=m+n =1+ p)m. )

P]Y

Similarly, because the local expenditure on Z is Cyl* and the supply of land in
each city is fixed at 1, the equilibrium housing rental price in city 1 is:

Cy, C
B == == mg (m). (10)
1 4
With the equilibrium wages and prices as solved above, the real wage rate for
workers/barbers in city 1 is given by,

@ (m = & (m) =(£m jcg (my)” (11)
| R TC C Ve uny) .
[gl(ml)] Zmlgl(ml)

In other words, in the short-run equilibrium, the real wage rate of city 1 is solely
a function of the X-sector employment (or total population) of that city.

Now we proceed to characterize the long-run equilibrium by the condition that
real wage rates must be equalized across cities. Consider another representative
city (say, city 2) which specializes in a different tradable industry than city 1 (say,
industry 2). This condition is simply that

@, (my) = @,(m,), (12)
or,
-C -C
C C
(Zmlj gl(ml)A :(Zmzj gz(mz)A- (13)
So the following condition characterizes the long-run equilibrium:
4 c
[gl(ml)j :(ﬂj _ (14)
g,(m,) m
Moreover, the per capita real income of city i, denoted by ¢;, is calculated as
1
. ~mg;(m))
yi iS5 i 1
g == 4 - o(m). (1)

Pl ¢ Al
s [gi(mi)]B[jmigi(mi)} I+ B)ym; 9

Hence, in the long run equilibrium, per capita real income is also equalized across
cities.
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To conclude this section, the equilibrium levels of population, income and
prices for the two cities are listed in Table 1 below. It is obvious that, if we pick
different functional forms for the functions g ), in general, we will get different
population sizes, nominal incomes and prices for the two cities; moreover, by
virtue of condition (14), all of these variables are positively correlated. In the
long-run equilibrium, this is so for any pair of cities specialized in different
industries. However, the real wage rate and per capita real income are the same
across cities. Thus, we have conceptually established a mechanism by which
regional price level (and per capita nominal income) differences may arise and
persist within a country in the presence of perfect labor mobility.*

Table 1 Long-Run Equilibrium Solution of Model I

I; W; y;‘ PiY EZ
. 1 C
City 1 (1+ gymy gi(m) Zmlgl(ml) gi(m) Zmlgl(ml)
. 1 C
City 2 (1+ Bym ga(m2) Zngz (m,) g2(m2) Zngz (m;,)

4 Model lI: A Model of Inter-City Price and Real Income
Dispersion

The base model presented above explains only part of the subnational Penn effect
in that it fails to predict divergences in real income across regions: to the extent
that migration costs are negligible, any differences in real income/wages would
be arbitraged away by the footloose laborers. It also fails to predict an uneven
distribution of human capital since it assumes a homogeneous labor force. In this
section, we will adapt the base model to allow for regional disparities in real per
capita income.

A simple way to do this is to introduce the “urban disamenities premium
theory” as defined by Alonso (1976). This theory states that, since large cities are
associated with greater urban disamenities (such as high pollution, long
commutes, etc.), they must offer their residents a “disamenity premium” to
compensate for their utility losses. Thus, the difference in real wages simply
offsets the difference in the quality of life so that workers in all places are equally

* Interesting discussions could be made of the stability properties of the model’s equilibrium
solutions. In order to have limited city sizes (rather than one giant city in the economy), we
must have inverted U-shape real wage curves against city sizes, so that at some point real wage
peaks and then declines as city size increases. This, in our model, involves restrictions on the
forms of the g(-) functions, which are implicit in the numerical simulations to be discussed in
Section 6.
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well-off. According to this idea, we make the following modifications to the base
model.

Suppose cities are subject to urban disamenities, whose aggregate level is a
strictly increasing function of the city’s population /:

d=d(l). (16)
Furthermore, suppose agents aim to maximize the following utility function,
V=w-d. (17)

In other words, they care not only about their real income, but also about the
lower quality of life in bigger, more crowded cities. We maintain all the other
assumptions of the base model and solve for the long-run equilibrium as in
Section 3.

Given any city, say, city 1, the short-run equilibrium is still characterized by
the conditions (5)—(11).

Next, let us define the long-run equilibrium as the situation in which all the
cities offer a same level of utility to their residents, such that for any two cities i
and j we have,

a)l.—dl.za)j—dj. (18)
Note that this no longer yields the crisp condition (14) as in the base model.
However, the positive relationship among the variables {/;, m;, n;, yf, w;, P, EZ s

P;} still holds true; moreover, it now also applies to d;, w; and ¢;. This can be
shown by the following steps. First, w; and d; are strictly positively correlated
across cities by condition (18). Second, according to definition (16), d; is strictly
increasing in /;. Third, /; is a linear function of m; by condition (9). Hence, w; and
m; are strictly positively correlated. This result, combined with the observation
from equation (11) that

logw; = Alog g;(m;) —Clogm,; — Clog(C/ A) (19)

implies that g;(m;) are strictly positively correlated with w; and m;. Further note
that per capita real income ¢; is linear in ;. Thus all of the above mentioned
variables are strictly positively correlated across cities.

Thus far, we have constructed a theoretical model that explains why big cities
have higher real per capita incomes as well as higher prices and nominal incomes.
This is done by adapting the base model to allow for nonmarket urban
disamenities. The intuition is that bigger cities must offer their residents higher
real wages to compensate for their less pleasant living conditions.

5 Model lll: A Model of Inter-City Price, Real Income and
Human Capital Dispersion

In this section, we will extend Model II still further to allow for uneven
distributions of human capital among cities. According to Moretti (2004),
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high-skilled workers are inclined to live in large cities, so that a city’s size and
income level are strong correlated with its human capital stock.

How can we accommodate this fact? First, we realize that agents are
heterogeneous: they have different skill levels and thus face different tradeoffs in
deciding where to live, such that big cities are more attractive to high-skilled
agents. Second, it is evident that agglomeration economies depend not only on
the population size of a location, but also on the skill profile of the local
population. A concentration of high-skilled workers will produce stronger scale
economies than that of low-skilled workers, especially in high-tech and other
knowledge intensive industries. In other words, it is not the concentration of
people per se, but the concentration of human capital that matters. Based on these
observations, we make the following two modifications to Model II.

First, we drop the homogeneity assumption about laborers and instead assume
that they differ in their skill level, denoted by 7, which we take to mean their
effective labor supply in tradables. Specifically, a worker with a skill level of ¢
can supply 7 unit of labor service to the X sector per period. We assume that 7 is
distributed in the range of [0,7 ] according to some density function (-), which
captures the skill profile of the economy-wide population and satisfies some
general conditions. However, we assume all laborers are equally productive as
barbers: they all can produce 1 unit of Y per period. The intuition behind this is
the familiar Balassa-Samuelson assumption — that productivity differences are
significantly larger in tradables than in nontradables — applied to the within-
country, interpersonal case. Thus, a college graduate is much better than a
high-school dropout as a programmer, but not much better as a hamburger
flipper.

Second, we denote the total effective labor input of the kth tradable industry at
the Ath location as

Mk
Ty =27 Vhik, (20)
i=1
where myy is the employment of that location-industry mix, and assume the value
product per unit of effective labor input (or, equivalently, the equilibrium wage
rate) is an increasing function of 7j:

Wi =8 (L), Vhk,

2,()>0, g (0)=0, g, eC".

Hence, the wage income of the ith worker in this location-industry mix is simply
T[th.

Now, we may characterize the short-run equilibrium by again focusing on a

representative city with a given local population. Suppose city 1 is specialized in

21

industry 1 and denote its X and Y-sector equilibrium wage rates as W and WlY
(the latter is also the equilibrium value of B"), respectively, and the correspond-

ing real wage rates as @; and @, , respectively. Note that now these two wage



Accounting for the “Subnational Penn Effect” 107

rates will generally differ. Sectoral employments are again written as m; and #;.
By assumption, a barber earns an income of WIY regardless of his skill level,
while a worker with a skill level of 7 makes t/#,. Obviously, anyone whose skill
level is higher than (WIY / W1) will choose to be a worker and those with skill

levels lower than (WIY/ W) will work as barbers, which we may call the “job
self-selection condition.” The total value product of the X sector is just 77g,(77)
and that of the ¥ sector is 7, B . The local nominal GDP is

.1
n=—~ha@) (22)

The short-run equilibrium of city 1 is fully defined by the following goods and
factor market clearing conditions plus the “job self-selection condition™:

nIPlY = Byl*, PlZ = Cyl*a my+n =1 (23)

To characterize the long-run equilibrium, imagine an economy composed of

three cities specialized in three different industries, denoted by 1, 2 and 3,

respectively. Given the utility function (17), there are two sets of equilibrium

conditions, which apply to workers and barbers, respectively. Suppose /; > [, > 3,
so that d, > d, > d;. For the workers in city 1, it must be the case that

o —d, Z 1w, —d,, 24
or,
rzh2h o (25)
W, — @,

otherwise it will profit them to relocate to city 2. Similarly, for the workers in
city 3, the following must hold:

=7, (26)
W, — W,

whereas for the workers in city 2, it must be true that
T, ST (27)
On the other hand, to rule out incentives for barbers to relocate, the following

condition should hold:

o —d =) —d, =) —d,. (28)
Further define the skill level of the least skilled worker in city 3 as 7;. The
job self-selection condition requires that the barbers in city 3 must have skill
levels that are no higher than 7;. Can it be the case that some barbers in cities 1
or 2 have skill levels strictly higher than 7, ? The answer is No. This is because
such barbers could migrate to city 3 and become workers and achieve a higher
utility level, since the workers in city 3 with skill levels strictly higher than 7
are better off than the barbers in that city and all the barbers share the same
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utility level regardless of their residence (by condition (28)). Hence, 7
represents an upper limit on the skill level for all the barbers in the economy.

The long-run equilibrium conditions (24)—(28) are summarized in Fig. 1 below,
which depicts the skill profile of different location-occupation mixes in this
three-city, three-industry economy. The above discussion is easily extended to
other scenarios.

T
workers
7
workers
?2 _____
workers
s ———  _
barbers barbers barbers
city 1 city 2 city 3

Fig.1 Long-Run Equilibrium Distribution of Agents by Skill Level

In the long-run equilibrium, the variables {d.. [; yf s Vir Qi Wi, @, wY, o,

EY , EZ , Pi, Ti, (T;/m;)} are all strictly positively correlated across cities.
Consider cities 1 and 2 above. By conditions (24) and (28), and using the result
that d, > d,, we have w; > w, and a)ly > a)zy . In addition, since all the workers
in city 1 are more skilled than those in city 2, the average skill level of the former
must be higher than that of the latter, i.e., (7} /m) > (15 /m;). Using these results,
it can be strictly proved that all the other variables in the above list are positively
correlated. Interested readers are referred to the Appendix for detailed proof.

In summary, Model III fully explains the subnational Penn effect by predicting
that, under free migration of labor, larger cities are associated with higher wages,
higher prices, higher nominal and real total income, higher per capita real income,
and higher per capita stocks of human capital.

According to this model, larger cities have higher per capita real income
because of three factors: first, real wage rates have to be higher so as to
compensate for the greater urban disamenities of larger cities; second,
high-skilled (thus more productive) workers tend to self-select into big cities;
third, concentration of high-skilled workers will exhibit magnified agglomeration
economies.

However, it is worth pointing out that these factors, though distinct, are
inseparable. First of all, it is clear that the second factor hinges on the first. Given
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that real wage rates are higher in larger cities (due to the first factor), high-skilled
workers (i.e., those with a large 7) will obtain a larger increase in their real
income, compared with low-skilled workers, by moving from a small city into a
larger one. On the other hand, the increase in disamenity level involved with
moving up the city size ladder is the same for everybody. Hence, high-skilled
workers will find large cities more attractive. Looking at this problem from the
social planner’s point of view, we may interpret the higher disamenity level of
big cities as the relative scarcity of space thereof. Thus, it is intuitively efficient
to put relatively high-skilled workers in big cities because they can “save space”
in the sense that, compared with low-skilled workers, in per capita terms they
provide a greater boost to agglomeration economies (which is a function of 7)
while causing the same additional level of disamenity cost (which is a function of
[), or equivalently, they could enhance output at a smaller cost of increased urban
disamenities. In addition, the third factor also relies on the second.

Since these three factors work together to raise per capita income in large
cities, and since higher income tends to drive up local service and housing prices,
they all play a role in explaining regional price level dispersion.

6 Simulation

In this section, we briefly describe the numerical simulations we conduct with
Model III. The purpose is to validate the theoretical model and to facilitate
further discussion. To substantiate the idea that regional price differences are
induced and supported by location/occupation choices of self-interested
individuals who merely respond to perceived price incentives, we adopt a
multi-agent based modeling approach to mimic the real life situations.’

The basic parameters of the model are set as follows: 1) we assign a skill
profile to a population of M agents; 2) each tradable industry is assigned a
distinct unit labor value product function g;(-) which captures its particular form
of scale economies; 3) a city’s disamenity level is assumed to be a linear function
of its population.

To start the simulation, we randomly assign each of the M agents to one of the
Hx(K+1) location/occupation mixes with equal probabilities (the K+1
occupations correspond to the K tradable industries plus the service sector). With
a large enough M, the population is thus approximately evenly distributed on the
map and each location has a full array of tradable industries with roughly equal

> Due to the limit of space, we only describe the rough ideas behind this simulation
experiment. The Matlab program files we use can be made available to interesting readers
upon request.
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employments. This constitutes the (random) starting point of a simulation run.

Then we let the economy evolve according to the following iteration process.
With given employments, we compute the set of short-run equilibrium wages and
prices at each location and the implied real wage rate (i.c., wy or w';) for each
location/occupation mix. Moreover, the disamenity level of each location (i.e., dj)
is calculated from its population. We then randomly pick m agents (m is small
relative to M) from the population and let each of them receive a piece of
information concerning the real wage rate and the disamenity level for a
prospective location/occupation mix, randomly chosen for each of them. The m
agents are made to decide whether to stay put or switch to their prospective
location/occupation mixes, based on a utility comparison between their current
and prospective location/occupation mixes. After all the m agents have made
their migration/job-change decisions, the population distribution is reshuffled
accordingly. Then starts the next round of iteration. This operation is repeated
until the economy settles into a steady state, with only minor fluctuations.

Due to the randomness of the initial distribution of population and the
path-dependence effect inherent in a system with scale economies, the outcome
of each run can be expected to be distinct. Thus the model economy exhibits
multiple equilibria. It is not unusual that some tradable industries gradually die
out and/or some locations become deserted. Moreover, even two cities that are
specialized in the same industry but emerge from two separate runs will
generally differ in population size.

Fig. 2 displays the results of one run that happens to have all K(=4) industries
in the steady state. Correspondingly, among the 12 cities that emerge, four types
can be clearly identified. It is also obvious that population size, prices, real per
capita income, and the average skill level of workers are all positively correlated,
which confirms the predictions of Model III. Furthermore, the simulated price
level dispersion is quite large.
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Fig.2 Results of Single-Country Experiment

7 Implications

Model III as presented above is a theory of both inter-regional and international
price dispersion, with far-reaching significance for theory and policy. We discuss
some of its implications below.

7.1 As a General Theory of Regional Price Levels

Model III fills an important theoretical gap in providing a general theory of
regional price level dispersion that is consistent with the subnational Penn effect.
It also reveals many diverse underlying factors affecting regional price dispersion
and integrates them into a unified theoretical framework. These include a
country’s total population and its skill profile, consumption pattern, industry
composition, urban disamenities, etc.. For example, it is unlikely for a country
with a small population to have expensive places for the simple reason that it
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cannot support large metropolises.®

A central message of Model I1I is that the industrial composition of cities plays
a key role in determining regional price levels through the crucial links of city
size and land price. It naturally follows that regional price structure will shift in
accordance with the ebb and flow of industries and technological progress which
affects the strength of their agglomeration economies. Moreover, there is no
reason to expect regional relative price levels to “mean-revert” (i.e., to rule out a
random-walk hypothesis) except that there might be some mechanisms
preventing the long-run unbalanced growth of cities (e.g. cities undergoing
decline may become attractive to incipient industries by offering lower costs).
These inferences resonates well with some recent findings from the empirical
literature on regional prices.’

7.2 As an Alternative Theory of National Price Levels

By explaining regional price levels on the subnational level, Model III also
serves as a theory of national price levels. The national price level (denoted by P)
is best defined as the average of regional price levels weighted by regional real
aggregate income (or GDP). This is because P thus defined is a natural GDP
deflator for translating nominal national income into real national income for
international comparisons:

R e

where y and y" are real and nominal national income, respectively. However,
since we have shown that regional real aggregate income is strictly positively
correlated with regional population, the population weighted average may also be

® An obvious exception to this remark is that some small tourism economies may have high
prices owing to a particular type of the rich neighborhood effect; that is, services prices are
driven high because the global demand for local services is high relative to the local supply
(i.e., the local population). Interestingly, in this case, a small population is the very reason why
such economies have a high price level. See Tang (2008).

7 For example, Rogers (2002) finds that “New York is always the most expensive of the U.S.
cities, with an overall (CPI-weighted) price level typically 30 to 50 percent above the U.S.
average. San Francisco is second, over-taking Chicago in 1997 presumably as a by-product of
the boom in Silicon Valley, with housing prices rising notably fast. Pittsburgh and Atlanta are
the lowest-price cities in the U.S. sample. For housing items such as apartment rents, prices in
New York and San Francisco are as much as 10 times higher than in Pittsburgh; their
non-tradeables indexes overall are nearly 2.5 times higher than Pittsburgh’s.” Furthermore,
Cecchetti et al. (1999) find relative price levels among major U.S. cities mean revert only “at a
surprisingly slow rate” (the half-life of convergence is estimated at 9 years). Annual inflation
rates measured over 10 year intervals can differ by as much as 1.6 percent.
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accepted as a rough proxy.®

Thus, we have an alternative theory to the traditional BS theory and the newly
proposed rich neighborhood theory. There are at least three reasons that make
Model III more appealing than the latter two. Firstly, as we have argued, a theory
of international price dispersion is seriously inadequate if it does not offer an
explanation of within-country price dispersion, and both the BS theory and the
rich neighborhood theory are subject to this criticism.

Secondly, Model III reveals that regional price dispersion within each country
is the basis of international price level dispersion; hence both phenomena share
some common explanatory factors, including some factors neglected by the other
two theories. This adds a lot more realism and explanatory power to our model.
For example, land price plays a crucial role in our model in translating an
industrial boom or rapid urbanization into real exchange rate’ appreciation, but it
is completely missing from the extant theories.

Model III points to cross-country differences in industrial composition (and by
implication international division of labor) as a most important cause of
international price dispersion. It’s easy to imagine that some countries are
relatively expensive simply because they happen to engage in industries with
strong agglomeration economies so that their population is concentrated in large
metropolises. Simulation exercise verifies this conjecture: for model economies
that start out with precisely the same set of basic parameters but end up with
different industrial compositions, national price levels (real income weighted
averages of city price levels) can vary by as much as 35% and real per capita
income by as much as 15%. In this scenario, tradable sector productivity/income
are themselves endogenously determined by industrial composition (because they
also depend on the strength of agglomeration economies), rather than
exogenously given parameters as in the extant theories. In addition, real
exchange rates will vary over time, following changes in countries’ industrial
structures and global trends in the rise and fall of industries. Such deviations
from PPP can be expected to be fairly persistent,’” which may explain the

8 For example, Rogers (2002) constructs the national price level using the population
weighted average of city price levels for countries with more than one city in his sample.

° The real exchange rate is simply another term for a country’s relative price level. For
example, China’s real exchange rate vis-a-vis the US dollar is calculated as EPys/Pcy, where
E denotes the market (nominal) exchange rate of the Chinese yuan against the dollar, while
Pys and Py are the two countries’ price levels, each measured in the corresponding domestic
currency.

19" As in the case of regional relative price levels, it may be that mean-reversion does occur
because some long-run compensating mechanisms will come into force, perhaps induced by
changed relative factor costs, once the deviations become large enough.
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empirical finding of numerous studies that “the speed of convergence to PPP is
extremely slow” (Rogoff, 1996).

Thirdly, Model III is perfectly consistent with the existing empirical evidences
behind the BS theory. This is because such evidences essentially revolve on a
positive correlation of the price level with income and tradable-sector productivity
in either cross-section or time-series data, which is a prediction shared by all the
three theories (as for the rich neighborhood theory on this point, see Tang, 2008).
In other words, as far as such evidences are concerned, Model III is
observationally equivalent to the two extant theories. In a typical experiment, we
simulate a cross-section of 60 independent economies with randomly generated
combinations of total population and skill profile. The results are reported in
Fig. 3. Subplots (a)—(c) show an unmistakable correlation between three different
measures of national price levels and per capita real income, in accordance with
the Penn effect. Subplot (d) shows an even stronger correlation between the
national price level and the average labor productivity in tradables, which is the
central prediction of the BS theory. Similar results can also be established for
time-series experiments.
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Fig. 3 Results of Multi-Country Experiment

As Tang (2008) points out, the BS theory is unrealistic in that it assumes a
homogeneous domestic labor force. What we have shown is that the causal
mechanism underlying the (international) Penn effect, as well as the
cross-country correlation between the price level and tradable-sector productivity,
may not be the BS model at all; rather, they may actually be an aggregate result
of the subnational Penn effect.

7.3 Price Dispersion and Market Integration

There is a widespread belief that economic integration will somehow lead to
spatial price convergence, and it is now standard practice to use spatial price
dispersion as a measure of the extent of market integration.'' This view has had
a great impact on policy practices. For example, as mentioned in the beginning of
this paper, a key argument behind the adoption of the euro is that, a single
currency will help accelerate the European integration process and “squeeze
price dispersion in EU markets.”

However, a straightforward corollary of Model III is that there is no inherent
connection between economic integration and spatial price dispersion. Model III
represents an ideal setting where all monetary and real frictions are assumed
away (except for those creating nontradables) and thus regional goods and factor
markets are perfectly integrated; yet it predicts large and persistent price
dispersion. Furthermore, the multi-country experiment discussed above shows
that price dispersion can vary widely across such ideal economies, none of which
is less integrated than another, as illustrated in Subplots (e)—(f) in Fig. 3 (the
measures of price dispersion are described in footnote 13). Obviously, according

" According to Rogers (2002), “Treating (reduced) price dispersion as a proxy for (increased)
economic integration follows a large strand of the academic literature.”
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to our model, economies with a complex industrial structure will have higher
price dispersion than those with only a few industries. It is quite popular among
researchers to take price dispersion in the US as a benchmark for measuring
market integration of (or computing a feasible lower bound on price dispersion in)
other economies such as the EU or Russia, based on the belief that the US market
is reasonably well-integrated.'> It follows from our discussion that this approach
may be misguided.

Our model also indicates that economic integration measures, such as the EU
“1992” initiative and the launching of the euro, do not necessarily lead to price
convergence in EU markets, as is commonly believed. To show this, we carry out
the following experiment to determine how labor market unification will affect
spatial price variation.

We first compute the steady state for two separate economies (with random
initial distribution of population as described in Section 6), conveniently dubbed
Germany and France, each having H locations and with segregated national labor
markets. Then we merge them into a single labor market with 2H locations and
let it evolve into steady state, starting from the steady state of the separate
economies. Afterwards, following the procedure of Rogers (2002), we calculate
spatial price variation before and after merger for the 2H locations as a whole
using three different measures, including standard deviations, max-min
differences, and inter-quartile ranges."

We repeat this exercise many times and find that, in general, price dispersion
can either rise or fall after merger for all the measures used. Table 2 documents
the statistics of 200 runs for the same two economies with similar population
sizes and skill profiles. It could be seen that both the standard deviation and
inter-quartile range of city price levels go up more than half of the time and
increases are typically larger than decreases. Even the max-min difference rises
in 38% of the runs. Intuitively, greater scope for labor migration has a potential
leveling effect on spatial price variation. At the same time, integration holds the
possibility of creating even larger metropolises, since the top cities will draw
high-skilled workers from all over the unified market, causing “brain drains.”

12 See, for example, European Commission (2001), Begg et al. (2001), Rogers (2002),
Gluschenko and Karchevskaya (2010).

3 Following Rogers (2002), we normalize the simulated city price levels to make the
cross-city mean equal to 1 so that the computed measures of price dispersion are invariant to
the choice of accounting units, and are thus directly comparable to his results from actual data.
The three different measures are also used by Rogers (2002). It can be seen in Table 2 and
Fig. 3 (Subplots (e)—(f)) that the simulated price dispersion is typically much larger than the
corresponding measures calculated by Rogers (2002) for European and U.S. cities. This may
be explained by the fact that Rogers’ sample consists of only “first-class” cities (i.e., 25
European cities, most of them capital cities of European States, and 13 U.S. major cities) while
our simulated sample contains a wide spectrum of city sizes (see Fig. 2).



Accounting for the “Subnational Penn Effect” 117

This may lead to a more uneven distribution of population and prices. The latter
possibility is evidenced by the fact that in Table 2 the standard deviation and
inter-quartile range of city population go up almost half of the time and the
average increases are larger than the average decreases.

Table 2 Simulated Price and Population Dispersion before and after Labor Market Integration

Price Population
Standard Max-min Inter-quartile Standard Max-min Inter-quartile
deviation difference range deviation difference range
Average dispersion before 577 959 1340 0339 1131 0.847
merger
Average dispersionafter g 595 g7 1439 0346 1053 0856
merger
Average change in 0.018  —0.080 0099 0007 -0.078  0.009
dispersion
Percentage of runs withan o, 350, 65%  485%  27% 48%
increase in dispersion
Average size of increases 0.039 0.218 0.222 0.022 0.108 0.104
Average size of decreases —0.019  —0.263 —0.128 -0.007  -0.147 —0.081
Largest increase 0.282 0.757 0.697 0.162 0.362 0.387
Largest decrease —0.063 -1.247 —0.481 —0.020  -0.455 -0.270

Hence, in principle and without detailed knowledge, there is no reason to
expect price dispersion in the EU area to fall as a result of the push towards a
common market. In all probability, it may go up. And if the euro is seen as
essentially an instrument to facilitate or quicken this process by removing
monetary/exchange frictions, it may well have had a magnifying effect on price
dispersion in EU markets instead of “squeezing” it, as the European Commission
had touted it would. At any rate, the goal of achieving “zero-dispersion” is
absolutely quixotic.

8 Conclusion

We develop a general theory of regional (inter-city) price dispersion which also
explains the “subnational Penn effect,” i.e., cross-city correlations among
population size, prices, real income and human capital stock.

As an extension of the neoclassical urban systems theory (Henderson, 1974),
our base model amounts to a system of differentiated cities, each specializing in a
tradable industry that exhibits industry-specific agglomeration economies
(localization effects). We introduce the so-called “crowding effect” that tends to
limit the growth of a city — as the land supply at each location is inelastic, urban
growth will drive up land and service prices, thus reducing the real wages in that
locality and making it less attractive. As a theoretical innovation, we explain the
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inherent circular mechanism that translates a high land price to high local service
prices. Under free migration of labor, the trade-off between agglomeration
economies in production and the “crowding effect” brings forth cities of different
sizes and with different price levels. Moreover, the larger the city, the higher the
prices.

This base model is then extended into a full-fledged model (Model III) which
fully explains the subnational Penn effect, with rich implications for both theory
and policy. In particular, the model is also a theory of international price
dispersion that is observationally equivalent to and more appealing than the BS
theory and the rich neighborhood theory, with the implication that the
(international) Penn effect may simply be an aggregate result of the subnational
Penn effect. It also shows that, contrary to the popular view, economic
integration can increase as well as decrease spatial price variation.
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Appendix
It follows from [, > [, that d; > d,. Condition (24) can be written as
(o - 0,) > dy ~d, (A)

from which we have @, > w,. Similarly, condition (28) implies that @ > w; .

Let us consider city i. Without causing ambiguity, we may drop the subscript .
Recall that the local nominal income of this city is,
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Define ¢, =n” [T;gi(Z)]A such that
a)Yzconst.x2 and wzconst.x%. (A6)

n

First, we show by contradiction that ¢, > ¢ ,. Suppose ¢; < ¢ ,. Then we have

a)1Y>a)2Y:>¢ P
nom

=n <n,. (A7)
Since [} > b, it follows that m; > m,. This result, combined with the observation
that

w1>w2:>ﬁ>&:>Tl<T2, (A8)

1 2
implies that (7, /m,) < (T, /m;), which contradicts with the condition that (7} /m,) >
(T, /my). Thus ¢ is strictly positively correlated with /.

Second, write that

L ey

= 4 = const.x Q. (A9)

B To(T C
{ ( )} { S )}
A n A
Hence we have y; > y,.

Third, we show by contradiction that yl* > y;. Suppose yl* < y;, so that
Tlgl(Tl) < ngz(Tz). Note that

A A
T o (T, T. T
ol > ol :>[ l‘ilA(Jré)] >[ zng(Jrcz)] = n, <n,. (A10)

1 n,

R
P

Thus, n/[T,g,(T; )]A <ny [T,g,(T, )]A = ¢, <, . Hence the contradiction. That

y, >y, implies that B*> P/, which in turn implies that B' >P} (or B> wW;"
Y \A+C
> Ww,"), given that " = ((P;)C and o >w) . Since B'>P) and B*>P/,
we must have P;> P,.
Fourth, given that w; > w,, we have (W, /P,) > (W, /P,), so that P\> P, implies
Wy> W, or g1(Ty) > go(T>).

Lastly, we show by contradiction that g, > ¢,. Suppose ¢ < ¢». Since g = y/l =
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? < 2 :>m1+n12m2+n2

y/(m+n), it follows that . Note that
mtn mytn, O 2
o >0y SN , so we have ™ 5™ Further note that >0, =
() [ )
% > % . Thus we have (T} /m;) < (T, /m,), a contradiction.
1 2

To sum up, we have shown that the variables {d.. [, yj , Vis 4is Wi, @, wl, o,

EY , BZ , Pi, (T; /m;)} are all strictly positively correlated across cities.
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