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Artificial intelligence (AI) plays a crucial role in autonomous driving (AD), advancing its development 
toward greater intelligence and efficiency. In response to persistent challenges in current AD algorithms, 
many researchers believe that large language models (LLMs), with their powerful reasoning capabilities 
and extensive knowledge, may offer promising solutions, enabling AD systems to achieve deeper under-
standing and more informed decision-making. Both industry and academia have actively explored the 
application of LLMs in AD tasks, showing early signs of progress in addressing issues such as the long-
tail problem. To examine whether and how LLMs can enhance AD, this paper provides a comprehensive 
analysis of their potential applications, including their optimization strategies in both modular and end-
to-end approaches, with a particular focus on how LLMs can address existing problems and challenges in
current solutions. Furthermore, we explore an important question: Can LLM-based artificial general intel-
ligence (AGI) serve as a key for achieving high-level AD? We also analyze the potential limitations and
challenges LLMs may face in advancing AD technology and extend the discussion to societal considera-
tions, including critical safety and security concerns. This survey aims to provide a foundational reference
for cross-disciplinary researchers and help guide future research directions.

© 2025 THE AUTHORS. Published by Elsevier LTD on behalf of Chinese Academy of Engineering and 
Higher Education Press Limited Company. This is an open access article under the CC BY license

(http://creativecommons.org/licenses/by/4.0/). 
1. Introductio n

Autonomous driving (AD) has emerged as a pivotal research
area within the realm of modern transportation, whose recent 
development recently relies heavily on that of artificial intelligence 
(AI). The evolution of AI has consistently acted as a catalyst for the
advancement of AD, and even the simplest advanced driver-
assistance systems (ADAS) require AI in their implementation.
Thus, the development of AD solutions can be comprehensively
understood through the lens of AI design.

Two distinct ways of designing AI—namely, modularized, and 
end-to-end solutions—have shaped the two common approaches
to AD, as shown in Fig. 1. The first approach, that is, modularized, 
is a legacy of pre-AI system design. Such solutions break down AD
into several independent tasks which typically include perception, 
prediction, planning, and control. While this modularization sim-
plifies the implementation of individual tasks, it often struggles 
with system integration. Different models, each aimed at indepen-
dent objectives, can lead to unavoidable gaps and conflicts within
the system, resulting in sub-optimal performance. Enhancing
coherence through implementation can, therefore, be a formidable
challenge.

To address the integration limitations of the modularized 
approach, researchers have explored an alternative: the end-to-
end paradigm.

The second solution, that is, end-to-end, attempts to address 
these issues through a process that mimics human behavior. This 
approach utilizes large-scale neural networks and controls the 
vehicle directly based on sensor inputs. Different implementations, 
including imitation of human driving or direct training based on 
the control results, have been proposed. Latest implementations 
include Tesla full-self driving (FSD) v12, which is a fully end-to-
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Fig. 1. Comparison of autonomous driving systems architectures. The modularized approach (top) separates the driving task into distinct stages—perception, prediction, 
planning (including route, behavior, and motion planning), and control—each handled by specialized components. In contrast, the end-to-end approach (bottom) uses a single
large neural network to directly map raw sensor inputs (e.g., camera, light detection and ranging (LiDAR)) to control signals, bypassing explicit intermediate modules.
end-based system that aims to improve real-world adaptability. 
Nevertheless, all these methods share common drawbacks, such 
as overextended information channels and complex network struc-
tures, resulting in training difficulties and the challenge of intro-
ducing expert knowledge. Also, the data involved in training end-
to-end algorithms is predominantly driving-related, while human
drivers utilize common sense and other contextual information.
These challenges limit the further improvement of end-to-end
algorithms.

In addition to these specific issues, both approaches face several 
challenges in real-world applications, including ensuring robust-
ness, validation, interpretability, and efficient human–vehicle 
interactions. Consequently, addressing these challenges has
become a primary focus of AD research, highlighting the need for
effective solutions.

Since the emergence of ChatGPT in late 2022, AI has entered a 
transformative phase. Leveraging massive datasets, unprecedented 
scale, and innovative training techniques—such as reinforcement 
learning from human feedback—large language models (LLMs) 
have developed advanced reasoning capabilities, excelled in data 
generation, and demonstrated a nuanced understanding of human 
intentions. These breakthroughs have enabled LLMs to outperform 
earlier models acr oss a broad spectrum of natural language pro-
cessing tasks. Over the past two years, rapid evolution in this field
has been evident, with cutting-edge models such as Deepseek-R1
and GPT-4o not only surpassing their predecessors but also, in
some cases, outperforming human experts in complex tasks such
as coding and real-world problem solving.

Applications of LLMs in various fields such as intelligent trans-
portation systems are on the rise [1]. Specifically, the capabilities of 
LLMs offer innovative solutions to the aforementioned challenges 
within AD research. For instance, reasoning abilities could aid in 
understanding and appropriately responding to unseen corner 
cases, thus improving robustness. Generative capabilities could
be utilized for test case generation. Enhanced comprehension of
human intentions could help address interpretability issues and
improve human–machine interactions.

Recently, LLMs have pioneered a new realm within AD research. 
There is a growing conviction among researchers that LLMs could 
illuminate fresh perspectives on traditional AD solutions. Several
successful attempts (e.g., Wayve LINGO-1) have provided LLM-
integrated solutions that outperform existing approaches. More-
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over, there is a viewpoint that LLMs have further paved the path 
towards artificial general intelligence (AGI), bringing us back to 
the debate on achieving fully AD. Some experts argue that large-
scale, generalized, powerful intelligence is necessary, while others 
believe that a more specific intelligent agent with a smaller scale
would suffice for AD tasks. Standing at this crossroads, this paper
provides a systematic overview of the latest AD advances employ-
ing LLMs from the perspective of AD system implementation,
focusing on the following key research questions:
• What are the current challenges within AD research? Specifi-
cally, this includes a set of challenges (i.e., Challenges I to X in
the main text) corresponding to different tasks within AD
implementation.

• Can LLMs provide superior solutions to these challenges and
how?

• What might be the ultimate solution for AD? What should be
the goal in optimizing AD algorithms?
To this end, Sections 2 first revisits the fundamental problems 

across different roadmaps for implementing AD and provides a
brief review of LLM development. Section 3 then categorizes stud-
ies that utilize LLMs in various aspects of AD implementation and 
analyze how LLMs enhance AD research and address existing
issues. Finally, Sections 4 and 5 present comprehensive discussions 
on the applications and challenges of LLMs in AD. We hope this
work will further advance the application of LLMs in AD research.
2. Background: Autonomous driving and large language models

2.1. Autonomous driving: Existing solutions and challenges

In this part, we briefly review the development of existing AD 
algorithms and approaches, with a focus on the primary challenges 
associated with different tasks in AD. The modularized approach
decomposes the AD system into distinct modules. Typically, these
modules include perception, prediction, planning, and control, as
discussed in Sections 2.1.1–2.1.4, respectively. The end-to-end 
approach is covered in Section 2.1.5. 
2.1.1. P erception
Perception involves the collection of environmental informa-

tion, extraction of useful knowledge, and formation of judgments
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to understand the environment. The accuracy and comprehensive-
ness of perception are vital for autonomous vehicles (AVs) to nav-
igate complex traffic scenarios effectively.

Perception tasks were initially limited to the question of ‘‘How 
to see?”—that is, recognizing and tracking surrounding objects, 
both static (e.g., lanes, traffic lights, and other traffic infrastruc-
tures) and dynamic (e.g., vehicles and road users). With the pro-
gress of sensing technologies and the development of machine
learning (ML) over the last two decades [2,3], these fundamental 
tasks are no longer significant challenges. Basic applications like 
lane detection or traffic signal recognition can now be executed
accurately under most circumstances, paving the way for the
deployment of low-level ADAS.

More advanced sensors and neural network structures have also 
shed new light on perception algorithms, which has evolved from 
object-level to scenario-level understanding. The emergence of 
bird’s eye view (BEV) and transformer-based methodologies has 
made the recognition of comprehensive scenarios possible. BEV 
projects multimodal three-dimensional (3D) data around the vehi-
cle onto a two-dimensional (2D) map, ensuring consistent data
representation. Transformers, originally devised for natural lan-
guage processing (NLP), have demonstrated their efficacy in mod-
eling multi-source, heterogeneous data owing to their robust
attention mechanisms. This has empowered BEV representations
to adeptly capture comprehensive spatial information. Approaches
following this paradigm, such as BEVFormer [4], have showcased 
superior performance across various perception tasks, emerging 
as the predominant perception solution. However, BEV’s limited 
capacity to represent height information restricts its efficacy in 
capturing full 3D volumes. Occupancy networks have addressed 
this limitation by directly learning 3D information in voxels, por-
traying 3D surfaces as neural network decision boundaries and
removing the need for light detection and ranging (LiDAR) point
clouds. These models amalgamate geometry and semantics to
more accurately depict scenes, enhancing perception efficiency
and accuracy.

With scenario-level information becoming more reliable, 
current research has shifted toward the ultimate goal: developing 
a comprehensive understanding of the environment 
through reliable, detailed representations—framed by the 
question, ‘‘What to see?” This requires the perception system to
not just detect objects, but to recognize their attributes
and interactions and to understand the overall scenario
thoroughly.

Historically, AD perception algorithms have often amalgamated 
temporal and 3D spatial data into 2D object detection frameworks
(e.g., YOLO [5], CenterNet [6]), integrating inputs from LiDAR and 
cameras while leveraging diverse deep learning models such as
PointNet [7] for information processing. Nevertheless, the integra-
tion of features across different scales (e.g., temporal, spatial, task-
related) remains challenging.

Despite considerable advancements, existing perception solu-
tions still face several challenges:
• CHALLENGE I: How to improve the performance of 
perception systems in the real world or uncontrolled
environments?
Current learning-based methods are heavily dependent on 

training data, and their performance significantly deteriorates 
when encountering corner cases that lie within the long-tail distri-
bution of real-world data.
• CHALLENGE II: How to form a comprehensive understand ing
of complex scenarios as humans do?
Rather than truly understanding the scenario, current 

approaches often resemble mere integration of data and modalities
without deeper contextual reasoning.
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• CHALLENGE III: How to enhance the efficiency of processing 
vast sensor data and establish a unified data annotation
method?
The growing volume and complexity of multimodal sensor data 

call for more efficient processing and annotation strategies.
These challenges underscore the complexity of AD perception 

and the need for continued research and innovation in the field.

2.1.2. Prediction 
Prediction is a key component in the AD process, whose goal is 

to predict the upcoming motion trajectories of objects—mainly
pedestrians [8] and vehicles—based on their past motion trajecto-
ries. This module was not initially included in the AD workflow. 
However, with the evolution of AD solutions over the last two dec-
ades, prediction has gradually gained attention as an independent 
component, bridging the gap between perception and planning. 
Functionally, it directly utilizes perception as an input, while its
output serves as a crucial reference for subsequent planning and
control tasks. From a temporal perspective, prediction represents
a transition from the past to the present and future—a shift that
is essential in an end-to-end workflow.

Traditional prediction methods are predominately model-
based. These include physical, intention, and interaction models. 
However, such methods face limitations in handling trajectory
uncertainty, especially over longer time horizons.

In the last decade, learning-based methods have progressive ly
dominated prediction tasks [9,10]. For instance, recurrent neural 
networks (RNNs) [11] and their derivative network architectures, 
such as long short-term memory [12] networks, are prevalently 
used in deep learning-based prediction paradigms. Other network
architectures include convolutional neural networks [13] and 
graph attention transformer [14]. These learning-based approaches 
have significantly improved the reliability and accuracy of predic-
tions over longer time spans. Additionally, advancement in percep-
tion, such as BEV representations [15], have enabled multi-agent 
collaborative prediction. This marks an evolution in predictive 
modeling, emphasizing the value of collaboration between targets 
in achieving superior predictive outcomes. Depending on the tar-
get, the latest prediction methods are capable of providing accu-
rate trajectory forecasts that extend for several seconds—in some
cases, exceeding ten seconds—which is generally sufficient for
backend AD tasks.

Current research on prediction focuses on improving accuracy 
in dynamic environments to enhance the safety and efficiency of 
AD. This requires attention not only to individual object trajecto-
ries but also the overall driving situation. Vehicles must under-
stand and respond appropriately to social dynamics or changing
environmental conditions, which leads to a key challenge:
• CHALLENGE IV: How to realize comprehensive situation-
aware predictions in complex scenarios?
Tackling this challenge would be a crucial step toward develop-

ing more accurate and advanced prediction methods.

2.1.3. P lanning
Planning refers to the process by which an AV sets a future driv-

ing route or trajectory based on the given traffic environment and 
the vehicle’s current state [16,17]. Depending on the specific func-
tion and planning scope (spatial and temporal), planning can be 
generally divided into route, behavioral, and trajectory planning 
(also known as motion planning). Specifically, route planning out-
lines a path at the road network level, commonly referred to as 
‘‘navigation.” Behavioral planning makes decisions at important 
waypoints along the planned route. Trajectory planning generates 
a precise spatio-temporal path connecting waypoints for the vehi-
cle to follow.



Y. Zhu, S. Wang, W. Zhong et al. Engineering 63 (2026) 190–203
Despite differing in goals and constraints, these planning tasks 
can often be formulated similarly, and therefore share underlying 
methods. For instance, early planning methods were derived from
traditional search algorithms such as A* [18] and rapidly-exploring 
random tree [19]. These are collectively known as search-based 
planning methods. In contrast, optimization-bas ed methods use
optimization theory to search for optimal trajectories [16], and 
tend to be more time-efficient in complex scenarios compared to
search-based approaches.

Learning-based methods are also emerging in planning. For 
instance, reinforcement learning has been widely applied to plan-
ning tasks [20], where the planning problem is typically formu-
lated as a Markov decision process. Imitation learning provides 
an alternative paradigm, learning driving policies directly from
expert demonstrations. Other methods combine neural networks
with classical planning methods [21], or use neural models to gen-
erate trajectories directly [22], offering real-time, online solutions
to planning.

Current research on planning faces two key challenges:
• CHALLENGE V: How to improve the performance of planning 
methods when facing complex kinematic or environmental
constraints?
This requires the system to better integrate information from 

the upstream modules while handling inherited uncertainties
inherited from perception and prediction.
• CHALLENGE VI: How to integrate planning tasks into a uni-
fied, hybrid planning framework?
A more tightly coupled planning structure could improve both 

robustness and overall performance across varied driving
scenarios.

2.1.4. Control 
Control is the final step in the traditional modularized AD pipe-

line. It involves the vehicle executing the planned trajectory—a 
process often referred to as trajectory following. A fundamental 
objective of control is to minimize the error between the planned
and the actual vehicle trajectory. Additional goals may include
enhancing vehicle stability and ride comfort [23]. 

Various controllers and methodologies have been developed to 
address this task. Basic control methods, such as pure pursuit [24], 
primarily account for the vehicle’s kinematic constraints. In con-
trast, more advanced techniques consider dynamic characteristics 
to achieve higher control precision. For example, model predictive
control (MPC) is widely used in handling more complex scenarios,
where it can optimize control inputs over a predictive horizon.

Given the relative predictability and stability of vehicle dynam-
ics compared to perception or planning, learning-based methods 
are less commonly used in control tasks. However, the rise of
hybrid controllers, such as learning-enhanced MPCs [25], is nota-
ble. These systems combine the reliability of traditional methods 
with the adaptability of learning-based techniques, potentially
improving performance in edge cases or highly nonlinear settings.

The major challenge within vehicle control is summarized in a
single, overreaching question:
• CHALLENGE VII: How can controllers adapt to wide range of
real-world driving scenarios?
This includes extreme operating conditions [26], where the 

vehicle may approach its stability limits, as well as personalized 
control preferences. Addressing this challenge requires both robust 
generalization and fine-grained tunabilit y. In addition, the control
module must remain tightly coordinated with upstream modules
in the AD pipeline to ensure overall system performance.

2.1.5. End-to-end 
Compared to the modularized solution, end-to-end AD follows a 

fundamenta lly different roadmap. In a narrow sense, end-to-end
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AD aims to mimic how humans drive by directly mapping raw sen-
sor inputs to trajectory points or control commands through a sin-
gle large-scale neural network [27]. The first notable attempt at 
end-to-end AD, autonom ous land vehicle in a neural network
[28], dates back to the 1980s. It aimed to map input from cameras
and laser detectors directly to vehicle steering commands.

With the advancement of ML methods, end-to-end AD has seen 
significant growth over the past decade. The most widely used
learning approach in this domain is imitation learning [29–31], a 
supervised method that includes behavior cloning and inverse
optimal control. Reinforcement learning [32] has also been 
explored, with techniques such as policy distillation [33] used to 
enhance training stability and performance. Furthermore, the con-
tinuous growth of available datasets, the refinement of testing 
environments, and improvements in evaluation metrics have 
accelerated the practical deployment of end-to-end AD systems.
Real-world implementations, such as the Tesla FSD system, are
now operating in open environments, demonstrating the
approach’s viability.

As research deepens, the focus has gradually shifted from sys-
tem form to underlying design principles. One key advantage of 
end-to-end architectures is their unified information flow, which 
minimizes the loss and compression of information typically intro-
duced at module interfaces. This has inspired many generalized
‘‘end-to-end” approaches within specific subtasks, especially in
perception and planning, which are often structure hierarchically.
For example, an ‘‘end-to-end” perception module [34] may take 
raw sensor data as input and provide a complete and integrated 
scene representation as output. These approaches streamline train-
ing and execution, improving overall efficiency.

At the same time, the structure of end-to-end AD systems is also 
evolving. For instance, the latest unified end-to-end AD solution
[35], described as ‘‘modular end-to-end” AD, integrates three major 
and six minor AD tasks. While each module is independently struc-
tured at the network level, they are trained in two stages: pretrain-
ing each module, followed by joint training of the full system to
align objectives. This hybrid approach has shown excellent perfor-
mance in closed-loop simulation tests, demonstrating that true
end-to-end does not necessarily require a single network to per-
form all tasks.

Despite these advances, end-to-end AD still faces important 
challenges. Compared to modular systems, it relies more heavily 
on large neural networks and massive training datasets, making
the training process more data-dependent and complex.
Specifically:
• CHALLENGE VIII: How to build higher-quality datasets, 
including selecting relevant data and generating diverse
new cases, to support end-to-end algorithm training?

• CHALLENGE IX: How to improve the training efficiency of 
end-to-end systems (e.g., through better reward functions)?

• CHALLENGE X: How to improve the interpretability of end-
to-end models to better understand and trust their
decisions?
These challenges are deeply connected to the reliability, effi-

ciency, and real-world applicability of end-to-end AD systems.

2.2. Development of large language models

Modern language processing models originated from two para-
digms: rule-based and statistical. Rule-based models rely on man-
ually defined rules for grammar, semantics, and pragmatics, 
generating natural language using handcrafted logic. The main lim-
itation of this approach is the need for extensive manual rule 
design, making it difficult to generalize scenarios across the full 
range of real-world language use. Statistical language models, in
contrast, are based on word distribution patterns in large corpora.
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Classic examples include n-gram models, which predict word 
based on the previous n−1 words. These marked the beginning of
data-driven (rationalist) approaches in NLP.

With the rise of deep learning, researchers began using neural 
networks to learn the complex syntactic and semantic structures. 
RNNs became foundational in handling sequential data, introduc-
ing shared weights across time steps to process sequences of vary-
ing lengths. However, traditional RNNs suffered from issues like
vanishing or exploding gradients, limiting long-term dependen-
cies. To overcome this, long short-term memory networks
[36,37] were developed, incorporating memory cells to retain or 
forget information selectively. Gated recurrent units (GRU) [38] 
further simplified this architecture. In 2017, the transformer [39] 
model revolutionized NLP by introducing a structure based entirely 
on self-attention mechanisms. Compared to previous models, they 
offered significantly better contextual representations and parallel
computation, leading to breakthroughs in tasks such as translation,
summarization, and question answering.

Alongside structural advances, a new training method—pre-
training followed by fine-tuning—accelerated language model 
development. In 2018, Google introduced bidirectional encoder
representations from Transformers (BERT) [40], which used a 
two-stage strategy: unsupervised pretraining on a large corpora, 
followed by fine-tuning on specific downstream tasks. That same
year, OpenAI introduced the first generative pretrained model,
GPT-1 [41], a decoder-only generative model based on Transformer 
architecture. GPT-1 achieved superior performance on specific 
tasks through generative pretraining and discriminative fine-
tuning. GPT-2, an advanced version released in 2019, also 
adopted a structure with only stacked encoders. Unlike GPT-1, it 
used an unsupervised learning mode, predicting output based
solely on input and task probability models. These models, collec-
tive referred to as ‘‘pretrained language models,” laid the ground-
work for zero-shot and transfer learning, paving the way toward
LLMs.

LLMs—typically defined as models with billions to hundreds of 
billions of parameters—have emerged as a transformative AI tech-
nology over the past three years. They inherit architectural and 
training principles from their pretrained predecessors, while gain-
ing additional power through scale and emergent capabilities.
LLMs not only achieve state-of-the-art performance in language
tasks, but also demonstrate in-context learning, reasoning, and
transferability to other domains. In 2020, OpenAI released GPT-3
[42], which followed the same one-directional training strategy 
of GPT-2 but at a larger scale. Experimental results showed that 
GPT-3 excelled in few-shot learning and achieved impressive per-
formance without explicit fine-tuning. In 2023, OpenAI introduced
GPT-4 [43], accompanied by a technical report. GPT-4 made signif-
icant improvements in few-shot learning, logical reasoning, multi-
modal understanding, safety, and extended content support
compared to its predecessors.

Several prominent LLMs have emerged: Gemini, leveraging 
Google’ PaLM 2, excels in NLP and information retrieval [44]; 
Claude, developed by Anthropic, emphasizes safety and inter-
pretability, particularly in aligned AI applications [45]; LLaMA, an 
open-source LLM developed by Meta, has had a significant
impact by enabling broad research access to LLMs [46]; and 
Command R, developed by Cohere, specializes in retrieval-
augmented generation for applications in content creation and
enterprise use [47]. 
3. Applications of large language models in autonomous driving

In this section, we introduce existing works of applying LLMs in 
AD research by following the perspective of AD solutions, from the
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modularized algorithm to end-to-end implementations. Then, we 
would focus on how LLMs solve existing challenges in AD algo-
rithms and provide our insights on it.

3.1. Modularizat ion

3.1.1. Perception 
In AD perception tasks, LLMs have contributed to improving tra-

ditional perception methods and have opened up new research
directions. Current applications of LLMs in perception mainly focus
on the following areas:

First, LLMs can be applied directly to traditional perception 
tasks. Although language is not inherently suited for direct sensing 
or describing physical environments, it can act as a bridge between 
modalities, combining with vision, LiDAR, or other sensor data to
support inference and interpretation. This can enhance the effi-
ciency of perception and improve performance across different
scenarios. For example, Ref. [48] used LLMs to analyze pedestrian 
language cues, improving detection accuracy; Ref. [49] incorpo-
rated LLMs to interpret LiDAR point cloud inputs, generating object
descriptions; Ref. [50] employed LLMs to generate prompts for 
object labelling, using a reverse tracking workflow that encoded 
images from multiple angles along with textual input to enable
reasoned tracking predictions; and Ref. [51] exploited vision-
language models (VLMs) for segmenting traffic scenarios under 
complex weather conditions, providing detailed scene descriptions
and improved segmentation accuracy.

Moreover, owing to their understanding of complex scenarios, 
LLMs have been applied to integrated perception, combining mul-
tiple data types to interpret complex traffic and driving conditions. 
These models can classify, recognize, and infer the relationships
among dynamic and static elements in a scene, enabling temporal
and spatial reasoning. This directly supports Challenge II (compre-
hensive scene understanding). For instance: Ref. [52] used a tradi-
tional 3D-perception pipeline to enhance the reasoning ability of
VLMs; ‘‘on the road with GPT-4V(ision)” [53] demonstrated the 
capacity of VLMs to handle out-of-distribution scenarios and rec-
ognize driver intent; Ref. [54] used camera-only data to generate 
semi-disentangled scene representat ion for downstream tasks;
and Ref. [55] evaluated how LLMs make decisions based on traffic 
rules and real-time environment in both simulated and real
vehicles.

LLMs have also shown potential for addressing corner cases—an 
ongoing concern in perception (Challenge I): Ref. [56] analyzed the 
capabilities of LLMs in understanding AD scenarios and identified 
the key reasoning abilities essential for achieving human-like per-
formance, suggesting that LLMs can address the crucial challenge
of corner cases in AD by comprehending complex situations; Ref.
[57] explored the application of LLMs in identifying edge cases 
and proposed a monitoring framework for detecting semantic 
anomalies in vision-based descriptions, demonstrating effective-
ness across various perception scenarios and outperforming tradi-
tional methods in terms of accuracy; and Ref. [58] utilized LLMs to 
retrieve BEV features from complex driving scenarios and demon-
strated their effectiveness in handling corner cases.

Lastly, LLMs also enhance existing perception data in various 
forms through the language modality. These applications not only 
promote transparent interpretability between humans and machi-
nes, but also enable LLMs to support downstream planning and 
control, offering a potential solution for Challenge III. For example,
regarding object reference, Ref. [59] proposed a unified VLM that 
can interpret human instructions, identify referenced objects, and 
generate bounding boxes in image frames. Ref. [60] introduced a 
context-aware visual grounding framework based on GPT-4 that 
responds to natural language commands, identifies key objects, 
and even analyzes human emotional states. Regarding language
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modal annotation, Ref. [61] integrated natural language as an addi-
tional modality in BEV. Each object was annotated with a brief 
label and descriptive content, improving scene understanding 
and informing subsequent planning decisions. In addition, visual 
question answering (VQA) and explanation-based techniques are
increasingly used to extract information from visual inputs. Several
studies utilize LLMs in VQA for perception-related tasks. Based on
the OpenFlamingo VLM framework [62], Ref. [63] trained a VLM as 
a conversational driving assistant, using grounded chain of thought 
instructions to align its reasoning with AD tasks. The trained model
is capable of interpreting and reasoning about driving scenarios.
Ref. [64] used LLMs to generate descriptive and inferential sum-
maries of the surrounding environment. Beyond these
perception-specific applications, Refs. [65] and [66] used VQA to 
guide LLM reasoning during AD tasks.

3.1.2. Prediction 
Thanks to the advanced reasoning capabilities of LLMs, predic-

tion tasks in AD have evolved along two main directions. First, 
LLMs are increasingly integrated with perception and planning
components to enhance the accuracy and efficiency of trajectory
prediction. Ref. [67] embedded natural language descriptions and 
rasterized representations of traffic scenes to enable trajectory pre-
diction. Ref. [68] used LLMs to infer motion cues from past trajec-
tories and combined them with traditional methods to improve
future trajectory prediction. Ref. [69] applied LLMs to predict tra-
jectories based on a holistic understanding of traffic scenarios. 
Multi-modal inputs provided contextual information, while
prompts guided the LLMs’ reasoning process. Ref. [70] proposed 
an LLM-inspired architecture called State Transformers, which is 
a scalable model that unifies motion prediction and planning as 
sequence modeling tasks. The model demonstrated strong general-
ization and performance in complex, real-world scenarios by lever-
aging large-scale datasets and transformer-based structures.

Second, LLMs are being applied for scenario-based reasoning 
and behavioral forecasting, offering a partial solution for Challenge
IV. Ref. [71] introduced a method for incorporating high-resolution 
information into multimodal LLMs. In this framework, the lan-
guage modality was used reason over low-resolution video, gener-
ating priors and identifying salient frames for high-resolution
analysis. The system also suggested likely future behaviors based
on risk-aware scenario forecasting. Ref. [72] applied LLMs in real-
time accident prediction by integrating them with real-time 
image-based road analysis from a large multimodal model,
enabling proactive safety assessments.

3.1.3. Planning 
The reasoning capabilities and commonsense understanding of 

LLMs’ make them promising tools for vehicle planning tasks across
various levels. These include route, behavior, trajectory, and hybrid
planning.

Regarding route planning, LLMs can incorporate map data, traf-
fic rules, and user intent to generate optimal driving routes. Factors 
such as congestion, road construction, and weather conditions can
be considered to determine the most convenient and safest route.
Ref. [73] applied LLMs to process verbal descriptions of surround-
ing environments, navigation instructions, and other related infor-
mation, generating meta-action-level navigation sequences in
urban settings. Ref. [74] used LLMs to infer user intent and deliver 
route plans via descriptive text and annotated map. Ref. [75] 
demonstrated how LLMs can optimize real-world routes by learn-
ing human driving behavior and integrating domain-specific
knowledge.

Regarding planning behavior, LLMs can support high-level 
behavioral decisions such as accelerating, decelerating , lane
changes, and obstacle avoidance. These meta-actions can be rea-
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soned about and communicated using natural languages, requiring 
a holistic understanding of vehicle dynamics, environmental con-
text, and interactions with other road users. Ref. [76] introduced 
a continual learning framework to enhance the decision-making
capabilities of multimodal LLMs. Ref. [77] utilized LLMs to generate 
meta-action behaviors based on specific driving situations. LLMs 
can generate behavior plans informed by patterns learned from
expert driver data. Ref. [78] proposed a knowledge-driven frame-
work enabling LLMs to reason about scenarios and select optimal
action, including reflection on past behaviors for improvement.
Ref. [79] presented a decision-making architecture that enhances 
commonsense reasoning and proactive decision-making capabili-
ties, featuring a cyber-physical feedback loop for continual learn-
ing and safe human–machine interaction.

Regarding trajectory planning, beyond discrete meta-actions, 
LLMs can generate precise motion trajectories for maneuvers such
as turning, overtaking, or parking. Ref. [80] proposed a closed-loop 
LLM framework for qualitative motion planning in complex envi-
ronments. Ref. [81] introduced the Co-Pilot framework, which out-
puts detailed trajectories in the form of coordinate sequences. Ref.
[82] developed a planning framework based on Retrieval-
Augmented Generation (RAG), significantly improving efficiency
in LLM-based trajectory generation.

Regarding hybrid planning, LLMs also support hybrid planning 
(addressing Challenge V), where different planning layers—and 
in some cases perception—are integrated to form an ‘‘end-to-
end” planning solution. Ref. [52] proposed a Chain-of-Thought 
(CoT) framework incorporating scene description, analysis, and
hierarchical planning to produce final trajectories. Ref. [83] intro-
duced a ‘‘GPT driver” that uses GPT for motion planning through
a ‘‘prompting-reasoning–fine-tuning” process. Ref. [84] applied 
LLMs to real-world driving tasks, including code generation for 
vehicle motion and coordination with downstream controllers.
Ref. [85] integrated LLMs into AD systems to act as trajectory or
behavioral planners, focusing on safety verification. Ref. [86] pro-
posed a multimodal LLM-based AD planning system combining 
scene representation, CoT reasoning, and simulation-based reflec-
tion. The system showed strong performance in both common
and long-tailed scenarios, with improved token efficiency in scene
encoding.

Another prominent research direction is integrating LLMs with 
traditional planning algorithms to enhance performance through 
reasoning or semantic augmentati on, offering a potential solution
to Challenge VI. This can be referred to as model-based planning.
Ref. [87] proposed a framework that utilizes LLMs to enhance the 
capabiliti es of perception, prediction, and planning components.
Ref. [88] aligned decisions from multimodal LLMs with behavioral 
planning modules to enhance consistency and effectiveness of
planning outputs.

3.1.4. C ontrol
Because of the stringent real-time response requirements of 

vehicle control tasks, LLMs are currently not well suited to directly 
replace traditional controllers. However, their reasoning and inter-
pretive capabilities allow them to contribute at a higher level, such 
as by augmenting planning modules or supporting adaptivity con-
trol logic, thus improving efficiency and flexibility across v arying
driving scenarios (addressing Challenge VII). Ref. [89] integrated 
LLMs with MPC to enhance precision in autonomous vehicle con-
trol. In this framework, the LLM provides high-level decisions, 
which are used to adjust the MPC controller via a transformation 
matrix. The system was also shown to be effective in multi-
vehicle coordination scenarios. Ref. [90] proposed a hybrid reason-
ing approach that improved the accuracy of control signal genera-
tion for AD vehicles. Ref. [91] incorporated LLMs into an adaptive 
proportional–integral–derivative (PID) controller designed for
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truck platooning systems. Ref. [92] introduced a hybrid structure 
combining a VLM with a planning model both for decision-
making and low-level control signal generation.

In addition to these hybrid approaches, several studies explored 
direct applications of LLMs in vehicle control—typically by inte-
grating planning and control to deliver more fine-grained outputs
derived from high-level meta-actions. Ref. [81] presented the Co-
Pilot framework using ChatGPT as a controller selector. The system 
adjusts control strategies dynamically based on task requirements
and user intent.

3.2. End-to-end 

As a more holistic and integrated approach, LLMs have been 
applied at multiple stages within the development of end-to-end
AD systems, as detailed in the next subsections.

3.2.1. Data fundamentals
Learning-based AD algorithms, particularly end-to-end solu-

tions, are highly dependent on large volumes of diverse, high-
quality data. To support this, many new datasets have been intro-
duced specifically for training LLM-based end-to-end algorithms. 
These datasets often include natural language annotations, which
not only enable the use of language in both training and inference
but also serve as distilled knowledge, therefore improving learning
efficiency and model interpretability. Ref. [93] proposed a Graph 
VQA-based framework for end-to-end AD, providing an integrated 
solution that includes a dataset, task definitions, baselines, and
evaluation metrics. Ref. [65] utilized both video frames and text 
as inputs, with model outputs including responses and predicted 
control signals. The training process involved pretraining and
mixed fine-tuning, the latter using ChatGPT-generated annota-
tions. Ref. [94] introduced a closed-loop end-to-end AD framework 
that integrates LLMs with multimodal sensor data, enabling vehi-
cles to understand and follow natural language instructions in
complex driving environments. This work also contributed a novel
benchmark for evaluating language-guided, closed-loop AD
systems.

A list of representative LLM-related datasets is summarized in
Table 1 [50,65,66,93–104]. It is worth noting that the contributions 
of these datasets are not limited to end-to-end solutions, as they 
also serve as essential references for the development and valida-
tion of various AD tasks. The increased use of natural language in
these datasets—shifting from simple labels to full descriptions or
question-and-answer formats—further contributes to perception-
Table 1 
LLM-related AD datasets.

Type Dataset name Data origin Language

LLM assisted
annotation

Question 
reasoning

Reason2Drive [96] Multiple

NuScenes (images only) 
[104] 

NuPrompt [50] Object de

DriveGPT4 [65] BDD-X [97] QA on pe
LingoQA [66] Real world QA on pe

MLLM generated WEDGE [95] DALL E generated Data gene
DriveLM-nuScenes 
[93] 

LLM training related NuScenes [104] QA & des

DriveLM-Carla [93] Carla QA & des

NuScenes-QA [98] NuScenes QA on pe
Rank2Tell [99] Real world QA on im
LaMPilot [100] HighwayEnv [101] Driving in
MAPLM [102] THMA [103] Object de
LMDrive [94] Carla Driving in

MLLM: multimodal LLM.
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related Challenges II and III. For instance, Ref. [50] proposed a 
dataset with natural language annotations of objects in 3D driving
scenarios, built on the NuScene dataset [104]. 

Apart from real-world scenario-based datasets, scene genera-
tion is also becoming an important aspect of AD dataset develop-
ment, supported by the generative capabilities of LLMs. These
abilities helps address the long-tail problem of data distribution
and improves training efficiency. Ref. [105] proposed LCTGen to 
generate dynamic traffic scenes for simulation based on descriptive
and map data. Ref. [106] employed GPT-4 to generate executable 
code for Carla simulations based on dialogues. Ref. [107] intro-
duced SimCopilot, which utilizes LLMs to translate natural lan-
guage descriptions of object interactions into programming code 
for virtual road scenes, significantly streamlining the creation of
interaction data for AD systems. Ref. [76] utilized SUMO and Carla 
to generate scenarios and multimodal prompts for LLM interpreta-
tion. Ref. [108] proposed an LLM-dominated workflow for con-
structing targeted test scenarios. Ref. [109] leveraged LLMs and 
collaborative agents to enable editable, photo-realistic 3D driving 
scene simulations, addressing key challenges in user interaction,
rendering quality, and asset integration for AD applications. Ref.
[110] introduced an LLM-enhanced framework capable of generat-
ing diverse, high-quality driving videos from user descriptions,
which can be used for training perception algorithms. The WEDGE
dataset [95] employs the DALL E model to generate scene images, 
simulating 2D road and traffic environments under various
weather conditions, a novel attempt at building an AD dataset.
3.2.2. LLMS as end-to-end agents
LLMs themselves can serve as agents, accomplishing all driving 

tasks simultaneously. Ref. [111] proposed Agent-Driver, which uti-
lizes an LLM as an intelligent agent for the vehicle. The agent is 
designed to access driving-relevant information via function calls 
and act in a human-like manner. Ref. [112] proposed an architec-
ture that encodes scenario information as numeric vectors and 
applies a pretrained LLM to understand the scenario and provide 
motion-level control. It can also explain the reasoning behind its 
actions, thereby improving interpretability. Ref. [113] presented a 
pioneering general world model for AD that integrates multimodal 
LLMs with diffusion techniques, enabling the system to directly 
predict control signals and generate future frames based on 
historical vision-action pairs, thus simulati ng an infinite driving
experience. Ref. [114] implemented a VLM-based end-to-end AD 
pipeline through Graph VQA, where visual questions guide the
 function Scale 

answering (QA) on perception and 600 K scenes

scription 35.4 K prompts

rception and reasoning 56 K scenes
rception 419.9 K QA pairs
ration 3360 scenes 

0.44 M QA pairs (captions) on 4.8 K
Scenes

cription of AD tasks

3.75 M QA pairs (captions) on 0.18 M
Scenes

cription of AD tasks

rception 4.59 M QA pairs on 34.1 K scenes
portance classification 116 scenes, 20 s each
structions 4.9 K scenes
scription and maps 2 M scenes with annotation
structions 64 K scenes

move_t0005


Y. Zhu, S. Wang, W. Zhong et al. Engineering 63 (2026) 190–203
reasoning process across different stages, achieving strong perfor-
mance in complex scenarios.

3.2.3. Training, reflection, and evaluation benchmarks
As described in Challenge IX, training end-to-end AD solutions 

remains a crucial research topic. LLMs have enhanced the effi-
ciency of this process, primarily through better reasoning and
reflective capabilities. Ref. [115] proposed a novel dataset and 
benchmark for end-to-end AD that includes sensor data, control 
decisions, and CoT labels to capture the reasoning process. It also 
introduced a baseline model, DriveCoTAgent, trained on this data-
set to generate CoT predictions and final decisions, demonstrating 
strong performance in both open-loop and closed-loop evaluations
while enhancing the interpretability and controllability of end-to-
end driving systems. DriveGPT4 has shown the ability to perform
zero-shot generalization in simulated environments, indicating
potential for improving training efficiency [65]. VLADBench, pro-
posed in Ref. [116], is a fine-grained, task-level benchmarking 
datasets for VLMs. It evaluates VLM performance on AD tasks 
across five dimensions, providing a comprehensive analysis of both
the strengths and limitations of current models.

3.3. Other aspects

In addition to the direct implementation of AD tasks, LLMs are 
also widely applied in supporting applications, including human– 
machine interaction and issues related to safety, ethics, and fair-
ness. For human–machine interaction, Ref. [117] proposed a 
framework that uses LLMs to iteratively optimize code for conduct-
ing AD tasks through evaluation and refinement. Ref. [118] intro-
duced a human-centric framework that integrates LLMs into the 
planning process, assisting with complex driving tasks and
responding to user queries through reasoning. AccidentGPT [119] 
can respond to a driver’s query or automatically provide specific 
safety-related suggestions (e.g., slow down) during driving. Ref.
[120] evaluated the ability of different LLMs to interpret human 
commands from a human-centered perspective. Ref. [100] used 
LLMs to translate human instructions into executable driving poli-
cies across diverse scenarios. Regarding safety, ethics, and fairness,
Ref. [121] discussed potential ethical concerns in LLM-based 
decision-making for AD scenarios. Ref. [122] proposed a mecha-
nism using LLMs to help human drivers or AD vehicles adapt tra-
jectory planning in accordance with local traffic rules.
4. Discussions on large language model and autonomous
driving

In Section 3, we have systematically demonstrated the growing 
adoption of LLMs in AD. These applications span the full spectrum 
of AD tasks and demonstrate the potential of LLMs to surpass exist-
ing algorithms while addressing the key challenges previously out-
lined. However, the broader deployment of LLMs in AD also
encounters several limitations and unresolved issues. In this sec-
tion, we examine both the progress and constraints of LLM-based
AD solutions, aiming to provide a balanced and comprehensive
perspective on the role of LLMs in AD.

4.1. Progressions 

Based on our survey and analysis, we conclude that LLMs have 
successfully advanced AD algorithms. These advancements stem 
not only from the improved performance of LLMs as AI models
but also from their ability to better integrate and support AD tasks.

In Section 2, we categorized the major challenges of AD algo-
rithms according to their functional components. While each chal-
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lenge appears task-specific, many originate from fundamental 
limitations of existing ML or AI models. The evolution of LLMs 
has addressed some of these core limitations, leading to measur-
able progress. Accordingly, we now classify the underlying draw-
backs of traditional AI algorithms that contribute to these
challenges and provide insight into how they have addressed, or
may address, them. The insights include the following three levels:
• Solution insight A: LLMs have demonstrated significant capa-
bility in solving the challenge comprehensively; full LLM-
based solutions are viable.

• Solution insight B: LLMs can address aspects of the challenge, 
but limitations remain that prevent a complete solution.

• Solution insight C: LLMs may improve related performance but 
are unlikely to resolve the fundamental issue.
In addition to these solution insights, we also provide a severity 

classification for each challenge based on its impact on overall AD
system implementation. A detailed overview is presented in Table 2 
[52,53,56,61,63,65,71,88,89,93,94]. In summary, LLMs show 
strong potential in offering effective solutions to key challenges 
in current AD algorithms. These capabilities primarily arise from
the following aspects.

Common sense. Common sense is a fundamental form of prac-
tical judgment or basic factual knowledge that every adult is 
expected to have. It is a distilled human understanding, built 
from accumulated experience and knowledge, and plays a piv-
otal role in daily life. The ability of humans to rapidly acquire 
specific skills through imitations is closely related to it. For 
instance, an adult requires approximately 20 h of training to 
pass a driving test. This is because the training primarily focuses 
on the operational aspects of driving. Many other driving-
related skills, such as recognizing traffic signals or signs, are 
intuitively understood and do not necessitate extensive learn-
ing. However, for traditional AD algorithms, their dependency 
on training data and limited generalization ability owing to
model structure has led to insufficient common sense for real-
world driving tasks. This means that all driving related skills
must be individually designed and trained. LLMs, on the other
hand, accumulate a form of ‘‘common sense” from extensive
corpora. This can be viewed as the representation of specific
semantic indicators in a high-dimensional space. For example,
the representation vectors for the concepts of ‘‘red traffic light”
and ‘‘stop” may have close projections along a dimension repre-
senting AD behavior. This enables LLMs to execute complex AD
tasks with minimal prior instruction and makes few-shot learn-
ing feasible.

• 

• Reasoning capability. Compared to earlier language models, 
LLMs are able to comprehend causal and logical relationships 
within textual inputs. Therefore, some researchers argue that 
LLMs are capable of reasoning in a manner similar to humans. 
Such reasoning capability enhances LLMs’ understanding of 
traffic scenarios, which is vital for AD tasks that necessitate
forecasting future situations and making decisions accordingly.
Furthermore, the reasoning capability of LLMs offers a potential
solution to the ‘‘long-tail” problem encountered in AD. Even in
corner-case scenarios, these models can make accurate deci-
sions based on their reasoning.

• Communication ability. Another important capability of LLMs 
is their ability to communicate fluently with humans. The com-
munication skill benefits LLMs in both the training and tuning 
processes. The mutual understanding and interaction between 
humans and LLMs have partially addressed the issue of neural 
networks being treated as black boxes, thereby improving the 
model’s trustworthiness as well as training efficiency. To sum-
marize, these advantages of LLMs have helped overcome several 
long-lasting drawbacks inherited from data-driven learning
algorithms and offer viable solutions for AD tasks.

move_t0010
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Table 2 
Mapping of LLM capabilities to existing AD challenges.

Solution 
insight 

Challenge AI limitation Content Representative paper(s) Severity 

Improve the performance of perception systems in real-world
environments

I Model inference ability GPT-4V [53], drive like a 
human [56], etc. 

High A 

Data dependency—
generalization

II Form a human-like understanding of complex scenarios Drive-VLM-Dual [52], etc. High B 

Data dependency—
training

Talk2Bev [61], Dolphins [63], 
etc. 

III Enhance the efficiency of data processing and establish a more
unified data annotation method

Medium A 

Realize comprehensive situation-aware predictions in complex
scenarios

IV Model inference ability HiLM-D [71], etc. High A 

Data dependency—
generalization

V Improve the performance of planning methods when facing
complex constraints

Drive-VLM [52], etc. High B 

VI Model inference ability Integrate different planning tasks DriveMLM [88], etc. Medium A 
Model response time,
robustness

VII Adapt to different control requirements LanguageMPC [89], etc. Low C 

Data dependency—
training

VIII Improve training data quality of end-to-end solutions LMDrive [94], etc. High A 

Data dependency—
generalization

IX Improve training efficiency of end-to-end solutions DriveLM [93], etc. Low B 

X Trustworthiness Improve the interpretability of end-to-end solutions DriveGPT4 [65], etc. High B 
Apart from model-level performance advancements, LLM also 
promote better integration of algorithms and AD tasks. Specifically, 
when revisiting human driving behavior, we notice that language 
is predominantly used for navigation and route descriptions. LLMs 
can understand human intentions and provide appropriate outputs
through reasoning, and therefore can directly participate in the
driving process. Such integration also promotes more efficient
human-vehicle interactions, enhancing the safety of human–vehi-
cle co-driving.

Furthermore, we can conclude that LLMs signify a shift from 
data-centric models to a hybrid model that leverages both data 
and knowledge. This dual-driven approach combines the advan-
tages of both paradigms. From the perspective of executing driving 
tasks, this shift also makes the implementation process more akin 
to human-like decision-making, a potential ultimate goal for AD. 
We anticipate a future where data and knowledge will coexist
for a significant period, potentially embodied in the form of LLMs,
with the role of knowledge gradually gaining greater prominence
in AD solutions. Future research should focus on how to better
integrate data-driven and knowledge-based methods to enhance
the training efficiency and implementation of AD systems.

4.2. Limitations 

Despite various advancements, we must point out that the fur-
ther application of LLMs in AD still faces several limitations and 
challenges. As a safety-critical domain, these issues warrant 
increased attention in future research. Similar to the progression
of LLMs, some of these limitations stem from drawbacks in current
LLM performance, which are inherited from their underlying
model structures, training methods, or implementation strategies.
• The ‘‘hallucination” problem of LLMs. ‘‘Hallucination” refers to 
instances where LLMs produce outputs that do not align with
facts or user intent, and do so without sufficient grounding or
justification [123]. This phenomenon is common among LLMs. 
However, in AD, a domain with stringent safety requirements, 
the tolerance for such errors is extremely limited, especially 
when using multimodal LLMs (MLLM) as end-to-end agents. 
Therefore, robust safeguards must be established to mitigate
hallucination risks. To address these challenges, methods
including RAG, improved pretraining and fine-tuning processes,
the use of better designed datasets, and refinement to model
structures have proved effective in mitigating this issue
[124,125]. Thus, to prevent erroneous outputs from affecting
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the actual operation of the vehicle, specific safeguard mecha-
nisms should be designed for AD scenarios, including those that
evaluate the plausibility and consistency of LLM-generated
outputs.

• Model response time and computational feasibility. LLMs 
inherently require significant computational resources owing 
to their scale, which negatively impacts their real-time perfor-
mance. Whether deployed online or offline, the sheer size of 
these models introduces latency that is difficult to ignore. This 
delay is especially problematic in AD, where tasks like vehicle 
control demand immediate, accurate responses. Moreover, the
same resource demands that cause latency also raise concerns
about the overall feasibility of deploying LLMs in hardware-
constrained AD systems. Enhancing processing capacity—
through hardware upgrades or the development of more
energy-efficient model architectures [126] may help address 
these issues in the long term. However, until real-time respon-
siveness can be reliably insured, it may be more appropriate to 
apply LLMs only to AD tasks that can tolerate higher latencies.
Balancing these constraints is critical to ensuring both the
safety and practicality of LLM integration in AD deployments.

• Lack of understanding of the physical world. While powerful 
in processing and generating text, LLMs have a significant limi-
tation when it comes to understanding the physical world. They 
lack the ability to interact with or learn from the environment, 
meaning they do not possess a direct understanding of physical 
concepts such as gravity, momentum, or texture. They cannot 
experience the world in the way humans—or even some 
robots—can. Their knowledge is based entirely on the text they 
were trained on, and they struggle to update that knowledge
based on real-world experiences or sensory input. This limits
their ability to accurately model or predict physical phenomena
and can result in outputs that are nonsensical or incorrect when
applied to real-world contexts. This is a substantial drawback
for applications like AD, which require a deep and practical
understanding of the physical world. Further efforts are needed
to enhance the ability of LLMs to effectively capture and reason
about real-world information [127,128]. 
Other challenges arise from the integration of LLMs and AD
tasks.

• Privacy, security, and robustness considerations. AD systems 
rely on extremely sensitive data—including precise location 
information, individual driving habits, and other personal 
details—which are critical for fine-tuning LLMs for advanced
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driving tasks. This necessity, however, introduces significant 
privacy risks. For example, if LLMs are inadvertently exposed 
to publicly available data containing personal information, the 
models may memorize and later reproduce such data, leading 
to potential privacy breaches. Beyond data leakage concerns, 
integrating LLMs into AD systems also exposes them to a range 
of security threats, particularly critical in high-stakes environ-
ments. These include adversarial attacks designed to manipu-
late inputs, data poisoning schemes that corrupt the training
process, and real-time manipulation attacks targeting safety–
critical operations. LLMs also face inherent vulnerabilities—such
as backdoor and inference attacks—that can be exploited during
both deployment and real-time operation. It is also important to
note that while LLMs have shown positive impacts in enhancing
code security [129,130] (e.g., through secure coding practices, 
test case generation, and vulnerability detection) and improving 
data security operations (such as ransomware mitigation and
anomaly detection), these benefits come with trade-offs [131]. 
For example, potential abuses, particularly in user-level attacks 
involving misinformation and social engineering, underscore 
the need for a comprehensive, multi-layer defense strategy. 
Such strategies should ensure secure handling of sensitive data
while integrating robust safeguards at the architectural, train-
ing, and inference stages, addressing both privacy preservation
and the dynamic threat landscape inherent in AD applications.

• Ethical implications and operational challenges. Despite 
technological breakthroughs and rapid advancements of LLMs 
in accomplishing a wide range of tasks, the ethical implications 
of applying LLMs to real-world scenarios have become an
increasing concern. Systematical studies have identified bias
and potential flaws in how LLMs handle ethically sensitive
topics [132,133]. Many of these issues originate from model’s 
underlying architecture, training datasets, and training mecha-
nisms—for example, reinforcement learning with human feed-
back (RLHF) can introduce human biases into the models,
sometimes resulting in amplified or distorted forms of those
biases [134]. As a result, integrating LLMs into existing AD sys-
tems tends to inherited these problems, introducing new and
complex ethical challenges into AD implications.

• Evaluation validity and inherent limitations. Despite numer-
ous studies claiming state-of-the-art performance on various 
tasks, doubts remains regarding the robustness of these evalua-
tion methods. Sole reliance on performance metrics can be mis-
leading, as testing procedures vary widely in their design, scope,
and alignment. Variations in how metrics are calculated, biases
from narrowly defined or low-diversity test scenarios [135], and 
inconsistencies in data representation (e.g., resolution differ-
ences) all contribute to distorted or inflated conclusions. More-
over, open-loop evaluation schemes often suffer from causal 
confusion, further undermining the validity of reported results.
The persistent gap between simulation environments and real-
world conditions also exacerbates these issues [136,137]. These 
concerns are amplified in the context of LLM-driven autono-
mous driving systems; where standardized evaluation bench-
marks are still lacking. With no universally accepted test set
or framework for large-scale driving models, claims of superior
performance remain difficult to verify objectively.
Addressing these challenges is essential before deploying LLMs 

in real-world AD systems. However, we anticipate that ongoing 
advancements in LLMs and AD methodologies will continue to
shed light on these issues.

4.3. Will large language models be a Panacea to autonomous driving?

On one hand, LLMs mark the beginning of a new era in AI, hav-
ing efficiently addressed numerous challenges in ML and AI, lead-
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ing to significant advancements in their ability to perform specific 
tasks. We have also observed that new LLM models with larger 
scales and better-designed structures are emerging rapidly. These 
models have greatly surpassed the performance of frequently 
adopted LLMs in AD (e.g., GPT-3.5, GPT-4), suggesting they are
likely to become superior vehicle drivers. Therefore, we believe
that until another significant advancement in AI implementation
paradigms occurs, LLMs and related models will be the optimal
choice for full AD implementation.

On the other side, as a safety-critical application, one of the 
expectations for high-level AD is to outperform human drivers 
and avoid accidents in all scenarios. This presents significant chal-
lenges in terms of safety, robustness, validation, and verification of 
AD solutions. Despite the high performance and great potential of
LLMs in advancing AD solutions, their nature as black-box, proba-
bilistic models remains a concern. As a relatively new AI paradigm,
the reliability of LLMs in practical tasks requires further testing and
validation [138]. Whether LLM-based agents can be applied in real-
world AD scenarios remains a topic for further discussion.
5. Perspectives—Future of AD

Since the concept of AD was proposed, researchers have been 
exploring different paths to achieve this goal. There have been 
many discussions regarding different technical approaches. There-
fore, we would like to review some of these discussions and pro-
vide our perspectives on the ultimate solution for AD.

5.1. Future form of AD systems: End-to-end or modularized?

The modular and end-to-end approaches have long been at the 
forefront of discussions on AD technology. Early research weighed 
the benefits and drawbacks of each method, noting that while 
modular pipelines naturally segment complex tasks into manage-
able components, end-to-end systems can potentially reduce infor-
mation loss across modules. Recent advances in LLMs, however, 
have begun to blur these long-held distinctions. These models
are now capable of handling multiple tasks—from raw sensor per-
ception to high-level planning—within a single, integrated frame-
work, suggesting that as their generalization capabilities
continue to improve, the traditional boundaries between modular-
ized and end-to-end designs may steadily erode.

In parallel, the rapid evolution observed in LLMs offers an 
intriguing roadmap for other fields. While LLMs are commonly cat-
egorized as encoder-only (e.g., BERT), decoder-only (e.g., GPT ser-
ies), or encoder–decoder (e.g., T5 or MT5), the trend has 
overwhelmingly shifted toward decoder-only architectures, which
use next-token prediction as a unifying training objective. Simi-
larly, VLMs have undergone a comparable transformation, often
building upon decoder-only LLM foundations with tailored visual
adapters or connectors.

Such progress naturally raises a thought-provoking question for 
AD systems: Could todays diverse model architectures—whether 
built on data-driven or knowledge-driven paradigms, and even dif-
fering in input/output formats—eventually converge into a unified
framework? Might the future of AD, like that of NLP and VLM,
dependmore on data quality and training methodology rather than
on architectural differences?

At present, we believe that a complete unification has not yet 
emerged. Even in the LLM domain, there is ongoing exploration 
of foundational concepts, such as the definition of a token, suggest-
ing that full standardization may still lie ahead. Yet, despite these 
ongoing debates, the advantages of end-to-end systems—particu-
larly in their ability to preserve information flow across 
components—remain evident. In real-world applications, however,
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the stringent safety and robustness requirements of autonomous 
driving are likely to ensure that mature modular components 
(such as those used in ADAS) persist in the near term, maintaining
a balance between the push toward integrated architectures and
the stability of well-tested modules.

5.2. Artificial general intelligence and driving intelligence

Finally, we arrive at a long-standing debate in the field of AD: Is 
highly advanced AGI truly indispensable for achieving optimal AD? 
On one hand, as mentioned earlier, the common sense and domain 
knowledge embedded in LLMs have played a significant role in 
supporting AD tasks. Although we cannot yet determine whether 
LLMs are an essential waypoint to AGI, they particularly fulfill pub-
lic expectations of AGI capabilities. Their ability to process natural 
language enables them to learn efficiently from the vast corpus of
human communication and interact with humans in an intuitive
and interpretable way. On the other hand, driving skills for humans
are relatively independent. For instance, an experienced truck dri-
ver may not have received higher education, while a researcher in
AD might not possess a driver’s license. This implies that general-
purpose AI may not necessarily be the sole or most efficient path to
achieving optimal AD.

From an idealistic standpoint, it may be more feasible to 
develop a dedicated driving intelligence. While AGI remains a dis-
tant goal, driving intelligence appears more attainable with the 
maturation of large models, world models, and so forth. If the algo-
rithms can be specifically designed for driving intelligence, they 
might also address some of the challenges currently associated 
with large-scale models. However, pursuing this goal presents sev-
eral difficulties. First, the definition of optimal AD remains some-
what ambiguous. What constitutes an optimal driving strategy is
still an open question worthy of further exploration. Additionally,
designing an idealized driving model is non-trivial. Because of
the limitations of human cognition, it is difficult to define exactly
what knowledge is necessary for optimal driving. Fig. 2 illustrates 
this from a knowledge perspective. Some of the knowledge essen-
tial to optimal driving may be intuitive or experimental—for exam-
ple, the instinctive judgments made by experienced drivers in
high-risk scenarios—and therefore hard to formalize or codify.

On the other hand, we believe that LLMs will remain one of the 
optimal forms of AGI-like agents in the near future. Therefore, 
LLM-powered AD will continue to be a notable research frontier.
To further optimize the application of LLMs in AD tasks, we believe
Fig. 2. Illustration of the scope of
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research can be conducted in the following areas. First, optimizing 
LLM architectures and designing more efficient training methods. 
These improvements can enhance the model’s capabilities in rea-
soning, common sense, and related skills compared to existing 
models. Additionally, well-designed architectures can help reduce 
computational power consumption during fine-tuning and local 
deployment. This facilitates the deployment of LLMs in intelligent 
vehicles, mitigating long response times and lowering the cost of
application. Furthermore, various optimizations can be made in
the integration of AD and LLMs, for example, by introducing more
AD-related data during the pretraining stage. The software and
hardware structures of existing intelligent vehicles can also be
optimized to support system-level, integrated applications of LLMs
[139]. 

In general, this issue may largely depend on the subsequent 
development of AI: Whether general AI achieves rapid break-
throughs or driving intelligence models become viable sooner. 
We believe that for the foreseeable future, both approaches have
their strengths and will coexist, potentially serving as alternatives
or complements to each other, just like modular and end-to-end
solutions.
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