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1. Introductio n

Accelerating catalyst discovery is essential to meet global needs 
in energy, sustainability, and health, as it underpins the manufac-
ture of molecules and materials ranging from fuels, polymers, and
fine chemicals to pharmaceuticals [1]. However, the process of cat-
alyst design and discovery is still somewhat slow because catalytic 
performance depends on a multitude of factors, including material
composition, structure, adsorption behavior, reaction pathways,
and operating conditions [2]. In principle, a practical catalyst must 
satisfy multiple constraints, such as stability, while possessing the 
ability to bind to reactants appropriately, steer reaction pathways 
selectively, and remain functional under working conditions.
Exploring such a complex chemical space using traditional experi-
ments or even high-throughput screening (e.g., atomistic simula-
tions or parallel experiments) remains challenging [3]. In recent 
years, generative artificial intelligence (AI) has emerged as a 
promising approach to address this problem. Rather than testing 
a limited number of human-designed candidates, generative mod-
els can propose new materials and structures, thereby opening a
much larger design space for catalyst discovery.

This progress builds on the rapid advances that have been made
in generative AI modeling in materials science [4], specifically dri-
ven by four broad model families. The first family comprises latent-
variable models, including variational autoencoders (VAEs) and 
generative adversarial networks (GANs), which can learn continu-
ous representations of crystal structures for generation and opti-
mization. The second comprises denoising diffusion models,
including DiffCSP [5] and MatterGen [6], which construct materials 
by reversing a noise process. The third comprises flow-matching
models, including FlowMM [7] and CrystalFlow [8], which replace 
stochastic diffusion with deterministic ordinary differential equa-
tion (ODE) trajectories and reduce the number of inference steps 
by about an order of magnitude. The fourth comprises trans-
former-based autoregressive models, which generate structures
token by token and connect naturally with language. Together, 
these approaches have expanded the accessible space of chemical
composition and structure, enabling the large-scale generation of
thermodynamically stable crystal candidates.

In catalysis, these models are important because they support 
the efficient sampling and constraint-aware generation of candi-
date structures and adsorption states. Both capabilities are neces-
sary to link structure to catalytic function. For instance, material
generation with efficient global chemical space search (MAGECS)
[9] combines a crystal diffusion VAE with swarm optimization to 
explore adsorption-energy descriptors for electrocatalysts used in
carbon dioxide (CO2) reduction. Catalyst generative pretrained
transformer (CatGPT) [10], an autoregressive language model 
fine-tuned on catalytic datasets, predicts active structures for the 
two-electron oxygen reduction reaction by encoding synthesis 
constraints and operating conditions in natural language. While 
these examples suggest that generative AI could become an invalu-
able component in the catalysis design toolbox, they also reveal
that the field is still at an early stage. Table 1 provides a detailed 
summary of the strengths and limitations of general materials gen-
erative models and catalysis-specific generative models for cataly-
sis generation.

At present, the predominant generative AI workflows in catal-
ysis follow the generate-then-screen strategy. In this paradigm, 
models are trained on equilibrium-based structures and then 
propose large candidate pools that are filtered using adsorption 
energy, formation enthalpy, or related descriptors. However, 
catalysis is an inherently dynamic phenomenon, and perfor-
mance is not determined by equilibrium structures alone but
by elementary steps, reaction intermediates, transition states,
kinetic barriers, and catalyst evolution under reaction conditions.
As a result, structure generation alone is insufficient to fully cap-
ture catalytic function. Recent efforts centered on transition-
state-based models such as transition states screening for cata-
lysts (CaTS) [11] illustrate this point by showing that transi-
tion-state energetics offer a more mechanistically meaningful 
basis for catalyst evaluation. These developments motivate a
shift from equilibrium-structure generation toward process-
aware catalysis generation.
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Table 1 
Strengths and limitations of generative models for catalysis generation.

Model family Examples Target Strengths Limitations 

Descriptor-optimized 
catalysts 

Hybrid generator– 
optimizer models

MAGECS Explicit goal-directed optimization loop High dependency on surrogate quality and
descriptor completeness

DiffCSP, MatterGen,
AdsorbDiff

Strong structural generation; flexible
conditioning

Crystals and adsorption
states

Diffusion models Limited kinetic and process grounding

Fast inference; deterministic transport
maps

FlowMM, CrystalFlow, 
AdsorbFlow

Crystals and adsorption
states

Flow-based models Underdeveloped surface dynamics and 
coverage effects remain

Autoregressive/LLM 
models 

CatGPT Text-conditioned 
catalyst candidates

Flexible encoding of reaction, synthesis,
and compositional context

Weak physical enforceability and 
quantitative grounding

LLM: large language model.
The central perspective of this article is that, in order to fully 
realize the potential of generative AI in catalyst discovery, genera-
tive AI for catalysis should move beyond generate-then-screen 
exploration toward precise, multiscale, and process-aware genera-
tion. Here, ‘‘precise” refers to accurate conditional guidance over 
generated catalyst motifs, compositions, active sites, and synthesis 
constraints. ‘‘Multiscale” refers to the incorporation of conditions 
and constraints across microscopic, mesoscopic, and macroscopic
levels in order to generate industrially applicable catalysts. ‘‘Pro-
cess-aware” refers to the need for catalysis generation to move
beyond static structures or fixed topologies and instead account
for dynamic catalytic processes, including reaction dynamics, sur-
face coverage evolution, transport phenomena, and changes in
operating conditions, so that generated candidates can better
reflect catalyst behavior under realistic working environments.
Fig. 1 summarizes this shift and outlines the roadmap of this 
manuscript. The left panel illustrates the conventional generate-
then-screen workflow, in which large candidate pools are first gen-
erated and then filtered using simplified descriptors. The middle 
panel highlights the proposed transition toward precise condi-
tional guidance and multiscale process-aware generation, where
synthesis, active-site, reaction, transport, and process constraints
are incorporated during generation. The right panel emphasizes
closed-loop evaluation and feedback, in which kinetic, stability,
transport, and process metrics are used to refine subsequent
Fig. 1. From a ‘‘generate-then-screen” approach to precise, multiscale, and process-aw
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generations. In this opinion article, we discuss the current status, 
development pathways, and future vision of generative AI for
catalysis generation within a unified framework for catalysis
innovation.

2. Precise conditional guidance f or catalysis generation

As discussed in Section 1, current generative AI workflows in 
catalysis follow a generate-then-screen approach, treating genera-
tion and evaluation as two disconnected tasks. Precise conditional 
guidance inverts the generate-then-screen logic by using target 
properties and constraints as inputs to guide catalysis generation. 
This capability is a prerequisite for more advanced and higher-per-
forming catalysis generation, because multiscale process-aware 
generation can only be meaningful when the generated structures,
active sites, and reaction states can be steered toward catalytically
relevant targets. In catalysis, precise conditional guidance involves
controlling not only crystal structures or scalar descriptors but also
active-site geometry, local coordination, adsorption behavior, syn-
thesis feasibility, and compatibility with operating conditions.
Fig. 2 summarizes two modes of conditional guidance for catalysis 
generation: soft guidance and hard guidance. Both routes condition 
the generative model during training or inference, guiding catalysis
generation toward candidates that satisfy the specified soft or hard
constraints.
are catalysis generation. GenAI: generative AI; OER: oxygen evolution reaction.

move_f0005
move_f0010


W. Li, L. Zhao, J. Qiu et al. Engineering 64 (2026) 70–75

Fig. 2. Precise conditional guidance for catalysis generation.
Soft guidance refers to language-conditioned generation, in 
which design objectives and constraints are expressed as text
prompts. In the oxygen evolution reaction (OER) example shown
in Fig. 2, the design objective is expressed as a text prompt, such 
as ‘‘Generate a catalyst with an overpotential of no more than 
280 mV; a composition containing Ni, Fe, and O; and a local struc-
ture with C3v symmetry.” In this setting, constraints are expressed 
as unstructured or semi-structured text for large language models 
(LLMs), and the generator learns to use the prompt as a condition-
ing signal that biases sampling toward candidates consistent with
the stated context. A typical workflow encodes constraints as a
prompt, generates candidate structures conditioned on that
prompt, and then optionally applies lightweight post-filters to
remove obvious violations. CatGPT [10] illustrates this strategy 
by encoding reaction type, elemental restrictions, and synthesis 
requirements in natural language to generate catalyst candidates 
consistent with the given prompt. However , this form of guidance
remains imprecise because natural-language constraints are often
qualitative and are not enforced as strict boundaries during
generation.

Hard guidance, by contrast, defines constraints as numerical tar-
gets, categorical labels, or inequalities that can be evaluated by 
external predictors and used to steer generation through an opti-
mization loop. In the same OER design task, the target overpoten-
tial is encoded as a scalar property, the elemental composition is 
represented as a one-hot vector, and the local structural require-
ment is encoded as a one-hot vector rather than a text prompt.
In a typical workflow, candidates are generated, scored against
quantitative descriptors such as adsorption energies or formation
enthalpies, and then used to update the search policy so that later
sampling focuses on high-scoring regions. MAGECS [9] exemplifies 
this strategy by coupling structure generation with external prop-
erty prediction and iterative optimization. Compared with lan-
guage-based soft guidance, this approach enables more
quantitative targeting, but its reliability is ultimately limited by
the fidelity of the surrogate model, particularly when subtle struc-
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ture–property differences or multi-objective trade-offs are
important.

Improving conditional precision requires progress at three cou-
pled levels. First, generative models need richer and more struc-
tured conditioning representations and stronger guidance 
mechanisms to ensure that multiple catalytic constraints exert 
explicit and verifiable control over generated structures. Second, 
predictive models should move beyond lightweight surrogates 
toward machine-learning interatomic potentials, which provide 
energy- and force-level feedback with near-density-functional-
theory fidelity but at substantially lower cost. Third, optimization 
models can close the loop through reinforcement learning or
related feedback strategies, allowing generated candidates to be
evaluated and used to steer subsequent generations. Together,
these advances would make conditional generation more physi-
cally grounded and quantitatively precise. Solving this precision
problem defines what to generate; the complementary challenge
is to determine how generated catalysts behave under realistic cat-
alytic processes.

3. Multiscale process-aware catalysis generation

Building on precise conditional guidance, the next direction is 
to extend catalysis generation beyond static structural candidates 
toward multiscale and process-aware representations of catalytic 
function. Here, multiscale representations involve catalytic phe-
nomena across microscopic reaction events, mesoscopic transport 
processes, and macroscopic operating conditions. Process-aware 
representation further means that the output of generation should 
not be limited to isolated structures but should include simulated
catalytic trajectories, such as reactant migration on surfaces, adsor-
bate evolution along reaction pathways, and molecular transport
through porous architectures. In this sense, generative AI can act
as a virtual engine for catalysis, linking structure generation with
dynamic simulation and process-level evaluation within an inte-
grated catalytic workflow.
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Catalysis begins with elementary events such as adsorption, 
bond activation, and surface reaction steps (microscopic level). 
Because adsorption is often the first step in a catalytic cycle, pre-
dicting how a molecule binds to a surface is a fundamental task
in catalysis modeling. AdsorbDiff [12] and AdsorbFlow [13] both 
target adsorption-state generation by sampling plausible adsor-
bate configurations on catalyst surfaces, thereby reducing the 
manual effort required to identify low-energy adsorption geome-
tries. While AdsorbDiff uses diffusion-based denoising, AdsorbFlow 
adopts flow matching to accelerate this dynamic sampling process.
Together, these models show how generative AI can make adsorp-
tion-state exploration more scalable for high-throughput catalyst
screening, even before fully dynamic surface evolution is
considered.

At the level of catalyst particles, pore networks, and local trans-
port pathways, catalyst performance is governed by how morphol-
ogy and mass transport interact (mesoscopic level). Generative and 
transfer-learning frameworks now enable the inference of three-
dimensional (3D) local reaction rates from two-dimensional (2D)
images of anisotropic porous catalysts, the identification of mesos-
cale features such as pore throats and curved channels, and gener-
alization across diverse structures and flow conditions [14]. This 
progress is significant because mesoscale behavior emerges from 
dynamic interactions rather than static descriptors, such as pore 
architecture, flow direction, and reactive transport. By bridging 
atomistic events and reactor-relevant transport within a multiscale
workflow, these models enable rapid screening of how mesoscale
morphology shapes catalytic performance under realistic operating
conditions.

Finally, at the level of reactors, process flowsheets, and plant 
operation (macroscopic level), the role of a catalyst must be under-
stood within the broader chemical process. Recent transformer-
based generative models for chemical processes can learn regular-
ities in process topology and enforce feasibility during decoding to
produce diverse, structurally valid, and flowsheet candidates under
user-defined constraints [15]. This is important for catalysis 
because industrial deployment extends beyond local activity or 
selectivity to encompass how catalysts are embedded within sep-
arations, recycle loops, heat integration, and plant-wide operating
strategies.

Fig. 3 presents multiscale process-aware catalysis generation as 
a structure-to -process workflow built on precise conditional
Fig. 3. Multiscale process-aware
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guidance. Because each stage requires target properties and con-
straints as inputs, conditional precision is essential for coordinat-
ing generation across scales. At the microscopic scale, catalytic 
constraints guide the generation of catalyst motifs, adsorption 
states, and reaction dynamics. These outputs, together with con-
straints, then become inputs for mesoscopic generation, where 
morphology, surface energy, porosity, and diffusivity guide the 
generation of pore architectures and reactant-transport processes. 
The resulting mesoscopic structures further condition macroscopic 
reactor and process generation under constraints such as conver-
sion, selectivity, yield, temperature, pressure drop, and heat trans-
fer. Information flows upward from reaction dynamics to transport
behavior and reactor configuration, while process-level feedback
restricts which mesoscopic and microscopic structures remain fea-
sible. Together, these scale-specific generators define a hierarchical
multiscale framework in which microscopic models propose cat-
alytically relevant motifs, mesoscopic models translate them into
transport-aware architectures, and macroscopic models embed
them within reactor and process configurations.

4. Key challenges and outlook

Achieving precise, multiscale, and process-aware catalysis 
design will require the integration of precise conditional guidance 
with multiscale process-aware generation within a closed-loop 
framework, linking catalysis generation to synthesis feasibility, 
operating conditions, and performance-relevant evaluation of 
kinetics and stability. Within such a unified framework, condi-
tional generation proposes catalyst candidates that satisfy explicit
conditional and structural constraints, whereas multiscale process-
aware models evaluate their behaviors across adsorption, mass
transport, and reactor-level operating conditions. Nonetheless, it
is essential to acknowledge and address key challenges in this
endeavor, as explained below.

(1) Challenge 1: Data bottlenecks, including multi-target 
labels and multi-system dynamics. Data scarcity remains a cen-
tral obstacle for both precise conditional guidance and multiscale 
process-aware generation. The former requires multi-target labels 
that connect composition, local structure, adsorption energetics,
synthesizability, stability, and operating conditions, whereas the
latter requires dynamic data on intermediates, transition states,
time-resolved trajectories, coverage effects, and transport/process
 generative AI for catalysis.
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Table 2 
Evaluation metrics for generative models in catalysis.

Evaluation 
level 

Catalysis-specific question Quantitative metrics 

Generation 
and 
synthesis

Is the generated catalyst valid, diverse, and experimentally
accessible?

Validity, uniqueness, novelty, match rate, condition-guidance accuracy, 
synthesizability probability, energy above hull, precursor availability, and
experimental hit rate

Microscale 
kinetics 

Can generated active-site structures satisfy reaction-level 
controls and complete a feasible catalytic cycle?

Adsorption-state validity, transition-state success rate, rate-constant error, 
microkinetic turnover frequency/selectivity, and condition-guidance accuracy for
adsorption/barrier/coverage targets

Mesoscale 
transport 

Does the generated pore/transport structure preserve intrinsic
activity under morphology and transport limitations?

Porosity and pore-size-distribution match, tortuosity, effective diffusivity, Thiele 
modulus, effectiveness factor, heat- and mass-transfer penalty, and condition-
guidance accuracy for transport targets

Macroscale 
process 

Does the generated reactor topology meet process-level targets? Conversion, selectivity, space–time yield, pressure drop, heat duty, energy 
intensity, carbon intensity, process cost, and condition-guidance accuracy for
reactor targets

Cross-scale 
reliability 

Multiscale feasibility rate, uncertainty calibration, robustness probability across 
operating windows, out-of-distribution performance gap, and error-propagation
gain

Are generated structures and predictions consistent across
micro-, meso-, and macro-levels?
conditions, thus capturing the coupled relationships among sub-
strate identity, catalyst class, and reaction conditions. Such data-
sets are costly to obtain and remain sparse across catalytic 
chemistries and operating regimes, limiting the transfer of mecha-
nistic information from atomic structures to process-scale design. 
Addressing this challenge will require complementary advances
in data generation, sample selection, and model learning. High-
throughput simulation can expand the coverage of catalytic space;
active learning can prioritize mechanistically informative samples;
and transfer-learning methods can enable models to generalize
from sparse, heterogeneous, and dynamically evolving data.

(2) Challenge 2: Model architecture, including rich condi-
tioning and physics-faithful generation. A central challenge is 
to develop generative models that can satisfy complex conditions 
while generating catalytic structures and processes across micro-
scopic, mesoscopic, and macroscopic scales. This requires multi-
modal architectures that encode numerical targets, structural 
graphs, synthesis constraints, operating windows, and textual 
specifications within a shared conditioning space. Language or 
token-based models could capture reaction context and synthesis 
requirements, while diffusion or flow-based models could provide 
the geometric and physical fidelity for generating atomic configu-
rations, adsorption states, and catalytic trajectories. Coupling these
generators with physics-guided and uncertainty-aware evaluators
would allow energies, forces, reaction barriers, surface coverage,
transport properties, and process variables to constrain generation
directly. Feedback-based constraint enforcement and automated
knowledge extraction could then connect knowledge acquisition,
property prediction, candidate generation, and experimental vali-
dation within an iterative discovery loop, in which experimental
feedback continuously refines the models and knowledge base.

(3) Challenge 3: Evaluation and reliability, including faithful 
proxies and methods. A process-aware generative framework 
requires evaluation protocols that reflect practical catalysis and 
the proposed micro–meso–macro generation pathway. Evaluation 
should therefore quantify both condition-guidance accuracy and
scale-specific performance, including generation validity and syn-
thesizability, microscopic kinetic feasibility, mesoscopic transport
survival, macroscopic process relevance, and—finally—cross-scale
reliability. Table 2 provides a practical indicator system rather than 
a universal benchmark, where different catalytic systems may 
select appropriate subsets of metrics according to available data,
reaction type, and validation route.

When these directions converge within a rigorous closed-loop 
framework, generative AI can move catalysis discovery from broad
generate-then-screen exploration toward precise, multiscale, pro-
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cess-aware, and ultimately experimentally actionable catalysis 
generation. Precise conditional generation can propose candidates 
that satisfy explicit synthetic, structural, and performance con-
straints; while multiscale process-aware generation links these 
candidates to adsorption behavior, transport processes, and reac-
tor-level operation. Looking ahead, continued progress in oper-
ando-labeled datasets, active learning, high-throughput 
validation, and self-driving labs will strengthen this framework 
by iterating and optimizing the workflow with real-world feed-
back. Together, these advances may enable catalysts to be gener-
ated with greater precision, assessed under more realistic
conditions, and translated more efficiently into industrially rele-
vant applications. Ultimately, this transformation may open a
new era of intelligent catalysis, helping to enable cleaner energy
systems, more sustainable chemical manufacturing, and a more
resilient future for society.
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