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ABSTRACT

Recommending maintenance plans presents significant challenges due to the low standardization of
maintenance records and unclear pathways for identifying appropriate plans. While knowledge graphs
have been extensively researched for integrating and evolving maintenance data, these issues hinder
the accurate recommendation of maintenance solutions within large-scale maintenance knowledge sys-
tems. This paper proposes a causality and equipment structure enhanced maintenance plan matching
and recommendation (CEE-MPMR) method to address these challenges. The method leverages an unsu-
pervised SimCSE model to normalize domain vocabulary in the absence of domain lexicon, and proposes
a maintenance plan reasoning method based on RotatE. The proposed method achieves a maintenance
plan matching accuracy of 90.80%, effectively improving the precision of maintenance plan recommen-
dations. Finally, we applied and validated the approach on real-world data from a nuclear power enter-
prise and integrated the algorithm into a maintenance plan recommendation system, supporting

intelligent analysis and decision-making for nuclear complex equipment maintenance.
© 2026 THE AUTHORS. Published by Elsevier LTD on behalf of Chinese Academy of Engineering and
Higher Education Press Limited Company. This is an open access article under the CC BY-NC-ND license

(http://creativecommons.org/licenses/by-nc-nd/4.0/).

1. Introduction

Equipment maintenance is an essential phase in the entire life-
cycle of equipment and aimed at realizing its value, improving the
economic efficiency of enterprises, and ensuring safety [1]. With
the development of equipment complexity and information tech-
nology, equipment maintenance has gone through four stages:
event-based reactive maintenance, time-based preventive mainte-
nance, condition-based predictive maintenance, and data-driven
predictive maintenance [2]. With advancements in sensors and
the Internet of Things (IoT), large volumes of data have been accu-
mulated [3]. Artificial intelligence now enables deeper insights into
these data, fostering data-driven predictive maintenance. Com-
pared with traditional maintenance strategies, predictive mainte-
nance focuses more on the future health status of equipment and
the collaboration between equipment, data, and operators, ulti-
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mately achieving intelligent maintenance on the basis of equip-
ment history, current status, and future trends [4,5].

In the current field of predictive maintenance, various analyses
focusing on structured data such as operational state monitoring,
the optimization of equipment operating parameters, and predic-
tive fault warnings, have made significant progress [6-8]. How-
ever, the complexity of the knowledge involved in the equipment
maintenance phase is significant [9]. Given that this knowledge
directly influences personnel operations and decisions during
maintenance, its importance cannot be overlooked. Currently, dur-
ing the formation of complex equipment maintenance plans,
owing to limitations in the technical capabilities of maintenance
personnel, extensive data retrieval may be needed, and for com-
plex faults, detailed documentation often necessitates technical
support from experts, sometimes requiring several months of
repeated surveys to develop a maintenance plan. The difficulty in
obtaining complex equipment maintenance plans significantly
reduces the maintenance efficiency [10,11].

However, with the continuous improvement of enterprise
informatization construction, enterprises have gradually established
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comprehensive information feedback and management systems
[12], providing the possibility to explore the relationship between
equipment faults and maintenance plans from accumulated equip-
ment maintenance knowledge. In areas such as wind turbine main-
tenance [13] and aviation equipment maintenance [14], employing
maintenance records to enhance maintenance question and answer
(Q&A) quality has already yielded promising results. Equipment
maintenance knowledge can be summarized into two major cate-
gories: procedural data and empirical data [10]. Taking nuclear
power enterprise information management as an example, nuclear
power enterprises have standardized the operational guidelines for
regular maintenance and routine maintenance of large and complex
equipment represented by nuclear circulation water pumps. They
have established comprehensive experience feedback systems and
maintenance work order systems for complex equipment mainte-
nance, forming two types of data: procedural data and empirical
data for equipment maintenance.

Formal concept analysis (FCA) formalizes conceptual knowl-
edge using conceptual graphs [15]. This method converts the hier-
archical logic of language into mathematical structures that can be
processed by models, making it highly valuable in areas such as
knowledge management and the semantic web. With the contin-
ued advancement of natural language processing (NLP) technolo-
gies, knowledge graph (KG), a type of semantic network designed
to effectively organize and manage large-scale knowledge, have
been widely applied in knowledge management, retrieval, recom-
mendation, and decision support in recent years [16,17]. Compared
with traditional knowledge management methods, KGs offer more
diverse information access categories and stronger knowledge rea-
soning capabilities. Therefore, in the industrial domain, many
experts and scholars have conducted extensive research on various
applications of KGs combined with manufacturing processes
[18,19].

In terms of knowledge management, many researchers have
focused on distributed equipment maintenance knowledge. KG
has been introduced to conduct knowledge mining on original
maintenance texts, thereby achieving structured knowledge man-
agement and providing a solid knowledge foundation for the intel-
ligent maintenance of complex equipment [20-22]. In the area of
knowledge discovery, efforts have been made to use failure reports
for failure diagnosis [23], troubleshoot long-chain failures [24],
predict links in existing KGs to complete manufacturing KGs
[25,26], evolve KGs to enrich fault knowledge [27], discover poten-
tial solutions [28], and explore potential relationships among types
of knowledge [29]. However, after the management and mining of
large-scale knowledge have been achieved, determining how to
quickly access knowledge, especially in the field of complex equip-
ment maintenance, and determining how to explicitly recommend
target content to users have become new challenges.

Thus, by analyzing the process of complex equipment mainte-
nance, there are still two main issues in the current research on
KG-based equipment maintenance plan recommendation:

(1) Contradiction between a low level of record standardization
and a high level of maintenance accuracy requirements. Although
the equipment maintenance KG effectively integrates various
forms of maintenance knowledge, some terms in the maintenance
KG are not standardized, and operators often use colloquial expres-
sions when the maintenance needs are input. Therefore, there is an
urgent need for a universal method for standardizing vocabulary in
the equipment maintenance domain.

(2) Unclear maintenance plan discovery paths and multi-hop
reasoning difficulties in equipment maintenance KGs. Although
KG-based question answering (QA) and reasoning techniques con-
tinue to improve, they encounter limitations when applied to
sparse, domain-specific graphs and to situations in which only
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limited amounts of domain data are available. Complicated
knowledge-based QA (KEQA)-style methods [30] learn accurate
predicate and head entity representations through supervised
training and then infer the tail entity via an embedding-space rela-
tion, but these approaches are confined to single-hop questions
and require large, manually annotated datasets. Neural logical-
query models such as New Look [31] can cope with more complex
logical patterns; however, they rely on millions of query-answer
pairs generated from dense KGs and therefore do not transfer well
to the sparser equipment-maintenance graphs studied in this
article. Baselines using lightweight large language models
(LLMs) exhibit a sharp decrease in answer accuracy because they
lack access to essential information such as system codes and
hierarchical device structure.

On the basis of the equipment maintenance KG, simple question
matching related to equipment maintenance knowledge can be
accomplished. However, the faults and maintenance plans within
the KG do not always have a one-to-one correspondence. Often,
obtaining a maintenance plan requires reasoning with both fault
causality relationships and the equipment structure. Currently, this
process relies on subjective judgments by operators, leading to a
decrease in maintenance efficiency and accuracy.

Therefore, to address the above two issues, this paper con-
tributes to the literature in the following main ways:

(1) This paper proposes an unsupervised SimCSE domain vocab-
ulary normalization method. The incremental training of the unsu-
pervised SimCSE model enhances the model’s sensitivity to domain
vocabulary, which is significant for the construction of domain
knowledge bases. On this basis, a normalization process for KG
and queries is proposed for knowledge inference. By standardizing
and integrating nodes in the equipment maintenance KG, the
redundancy of nodes and relationships in the knowledge base is
effectively avoided, thus improving knowledge matching and rea-
soning efficiency.

(2) This paper proposes a maintenance plan recommendation
algorithm based on RotatE embedding with fault causality and
equipment structure enhancement (RotatE-CEE). By simulating
the reasoning process of maintenance personnel, the method inte-
grates fault causality with hierarchical equipment knowledge, and
ranks candidate plans through RotatE-based similarity. Unlike the
methods in Refs. [30,31], RotatE-CEE performs the entire QA cycle
without any additional supervision once the KG has been
constructed; it supports multi-hop paths that mix causal and
structural relations, and every recommended plan can be traced
back to concrete nodes and edges in the KG.

2. Related work
2.1. Knowledge-based QA (KBQA)

KBQA is highly challenging. Current mainstream KBQA methods
can be categorized into semantic parsing (SP)-based methods and
information retrieval (IR)-based methods [32].

The core idea of SP methods is to convert natural language
questions into a series of formal logical expressions. Owing to their
good reasoning properties, these logical expressions are parsed
bottom-up and eventually executed as queries in the KG [33].
One approach uses rule-based templates, where questions are
parsed into logical expressions through predefined templates or
syntactic rules [34]. Another approach uses query graphs, where
syntactic dependency trees are employed to map questions to
query graphs [35]. Both methods perform well on small-scale
knowledge bases and offer good interpretability. However, they
require extensive manual intervention for template definition
and query graph construction, resulting in poor generalization. In
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addition to rule-based and query graph methods, recent develop-
ments in deep learning have led to the translation of questions into
logical expressions as a machine translation task, employing
Seq2Seq models to construct logical representations [36].
Compared with earlier methods, this approach reduces the reliance
on manually defined rules but requires a substantial amount of
labeled data, which is often insufficient in domain-specific QA
tasks.

IR-based methods first link the entities mentioned in the ques-
tion to corresponding entities in the KG and then extract subgraphs
related to these entities as the candidate answer set. Finally, the
ranking models are used to filter this set and produce the final
answer. IR-based methods can be divided into two categories:
(D Feature engineering-based methods utilize techniques that rely
on syntactic analysis of the question to extract key components
such as interrogative words, topic words, and verbs. Subgraphs
related to the topic words are then extracted from the KG to gen-
erate candidate answers. Features are designed for both the ques-
tion and the candidate answers, and a classifier is used to filter the
final answer [37]. However, this approach requires precise feature
design and struggles with complex questions. @ Representation
learning-based methods introduce knowledge representation tech-
niques to KBQA. The core idea is to map both questions and candi-
date answers into the same low-dimensional vector space and,
through model training, maximize the similarity between the
question vector and the answer vector [38]. This approach elimi-
nates the need for syntactic parsing of questions, but owing to
the simplistic embedding of entities and relations, it is inadequate
for handling the interdependencies in complex questions and
answers.

2.2. KG-based reasoning

Current KG-based question QA face significant challenges
related to weak reasoning capabilities, which urgently need to be
addressed. In the field of complex equipment maintenance, devel-
oping a maintenance plan is a complex process that involves rea-
soning based on multiple factors, such as equipment structure,
operational logic, and fault causality. This reasoning process is
often carried out by operators who rely on their experience and
judgment. Therefore, enhancing the reasoning ability of models
in KG-based QA and recommendation systems is a critical step

toward achieving intelligent maintenance, particularly in
industrial domains and equipment maintenance.
Reasoning based on KGs can be categorized into four

approaches: rule-based, graph structure-based, representation
learning-based, and neural network-based reasoning. Rule-based
methods, derived from traditional deductive and inductive reason-
ing [39], offer strong interpretability but exhibit limited generaliz-
ability. Graph structure-based reasoning treats the KG as a
connected graph, using random walk techniques to infer possible
paths [40], although it performs poorly with infrequent relations.
Neural network-based reasoning introduces graph neural net-
works into KG modeling, providing strong reasoning capabilities
[41], but these methods are computationally complex and lack
interpretability. Additionally, owing to the nature of neural net-
works, validating the results of these reasoning approaches for
the existence of and potential for conflicts is difficult. Representa-
tion learning-based methods map the nodes and relations in a KG
to low-dimensional vectors, enabling the prediction and inference
of potential rules. These methods are widely applied because they
balance interpretability and generalization [42].

A typical representation learning approach is the translational
distance model, TransE [43]. TransE is the earliest and most well-
known translational distance model and first introduced the
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method of representing entities and relations as vectors to perform
knowledge reasoning. Owing to its limitations in various aspects, a
series of improved TransE models have been proposed. In addition
to the TransE series, another representation learning approach
involves mapping triples to matrices and using matrix factorization
for triple prediction, such as the relational scalable tensor embed-
ding (RESCAL) [44] family of algorithms. These methods also offer
some interpretability and fast computation but are limited in their
reasoning ability, as they consider only constraints that satisfy fac-
tual conditions in the KG.

In KG embedding-based reasoning, in addition to representa-
tion learning methods, there are also approaches that integrate
KG embeddings with neural networks. With respect to single-hop
QA involving a single entity and a single relation, Huang et al.
[30] employ neural networks to learn the representations of head
entities, tail entities, and predicates within the KG embedding
space, aligning them with the graph’s triples to determine the opti-
mal response. While this method can capture multiple expressions
of entities and predicates, its focus on single-hop queries makes it
difficult to apply to equipment maintenance questions. For com-
plex logical queries, a series of neural network-based reasoning
methods represented by Refs. [31,45,46] map logical operations
into the embedding space, thereby achieving multi-hop inference
on large-scale KGs. However, learning such mappings requires
extensive labeled data, which are not available in the context of
nuclear power equipment maintenance addressed by this paper.

2.3. Research gaps

With the continuous advancement of KG-based QA and reason-
ing technologies, numerous studies have explored their application
in efficient intelligent search and recommendation within indus-
trial domains based on domain-specific KGs, such as distributed
photovoltaic operation and maintenance [47] and wind farm
equipment maintenance [48]. However, current applications of
KG-based QA and reasoning in the field of complex equipment
maintenance face several challenges, including insufficient anno-
tated datasets, unstructured original data records, and difficulties
in designing fault diagnosis and maintenance reasoning pathways.
Consequently, many studies focus on matching general mainte-
nance knowledge, such as answering questions about equipment
components and operation methods, without advancing mainte-
nance plans for specific faults [49,50]. This underutilizes the
knowledge reasoning capabilities of KGs.

On the basis of the above analysis, the primary reasons for the
low accuracy in complex equipment maintenance plan matching
can be summarized as follows: D low standardization of knowl-
edge in equipment maintenance records, leading to unclear infor-
mation redundancy; and @ unclear paths for discovering
maintenance plans, making multi-hop reasoning in equipment
maintenance KGs challenging. To address these issues, this paper
proposes a vocabulary normalization process for domain knowl-
edge in the context of limited labeled data, aimed at resolving
the standardization issues in domain knowledge representation.
Furthermore, a query template-based plan matching method is
introduced, along with a fault causality and equipment structure-
enhanced RotatE [51] graph embedding-based maintenance plan
recommendation method. These approaches ultimately enable
intelligent recommendation for complex equipment maintenance.

3. Causality and equipment structure enhanced maintenance
plan matching and recommendation

On the basis of the problem analysis above, the recommenda-
tion of complex equipment maintenance plans faces two main
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challenges: domain vocabulary standardization and multi-hop rea-
soning for maintenance plan discovery. Therefore, this paper pro-
poses a causality and equipment structure enhanced
maintenance plan matching and recommendation (CEE-MPMR)
method, comprising three main components. The overall process
is illustrated in Fig. 1.

The equipment maintenance knowledge discussed in this paper
can be divided into two major categories: procedural data and
empirical data. Procedural data, such as alarm manuals and main-
tenance procedures, provide operators with fundamental solutions
for faults during reactive maintenance and guidelines for preven-
tive maintenance. These are typically authored by domain experts.
Empirical data, such as fault repair reports and experience feed-
back, cover faults discovered during reactive maintenance or peri-
odic inspections. This type of data fills the gaps in fault types not
addressed by procedural data and is typically recorded by
operators.

Wang et al. [10] proposed a method based on dataspace tech-
niques to extract knowledge from procedural data and empirical
data and construct a KG. Using nuclear power equipment as an
example, the method was used to build a nuclear power equip-
ment maintenance KG based on industrial dataspace called IDS-
KG. This paper further introduces a method that implements
causality and equipment structure enhancement of maintenance
plan matching and recommendation (CEE-MPMR). This approach
leverages the integrated IDS-KG, which incorporates both procedu-
ral and empirical data, to provide precise maintenance plan recom-
mendations for equipment maintenance personnel.

Engineering 63 (2026) 137-155

(1) Unsupervised SimCSE domain vocabulary normalization.
To address the problem of inconsistent expression of domain
vocabulary in IDS-KG and user input query statements, a standard
vocabulary and entity library for the maintenance domain are first
constructed, and a domain synonym library is generated through
the maintenance domain knowledge extraction dataset and entity
extraction model. Afterward, using publicly available datasets and
the three aforementioned lexicons, an unsupervised SimCSE model
is trained incrementally to standardize the domain vocabulary.
Finally, a method based on the SimCSE model for IDS-KG and query
statement normalization is proposed and the IDS-KG is normalized
to form normalized nuclear power equipment maintenance KG
(IDS-KG-QA), providing a foundation for subsequent maintenance
plan matching and recommendation.

(2) Template-based basic question-answer matching. Owing
to the relatively stable scope of issues and knowledge in the field of
equipment maintenance, this section adopts a template-based
approach to match several types of basic questions with one-hop
answers. First, entity recognition is performed on the normalized
queries, which are mapped to corresponding nodes in the normal-
ized KG. Afterward, intent recognition based on templates is
applied to the queries. If the query matches an intent recognition
template, a query statement is generated based on the template
and matched to an answer. However, if the templates constructed
do not include the nodes or query intents of the query, answer
inference based on RotatE is performed.

(3) Maintenance plan reasoning based on RotatE-CEE. To fur-
ther match fault repair schemes that require multi-hop reasoning,

Pre-processing stage [

Query

IDS-KG

J |

I

I

Domain vocabulary standardization based on
improved unsupervised SImCSE

[

|

Named entity recognition

IDS-KG-QA

Yes

Approximate node search

Have corresponding

ode in IDS-KG-QA?

[

Template-based
intent recognition
1

Template-based
answer matching

Having a corresponding
answer edge?

Matching stage

Answer inference based
i onimproved RotatE

Return answer

[

No answer available,
adding expert knowledge

Reasoning stage { End

Fig. 1. CEE-MPMR.
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this section first proposes an enhanced sampling method for
RotatE KG embedding. It accurately embeds nodes and relation-
ships from the normalized KG IDS-KG-QA. Then, by analyzing the
maintenance plan generation process of operators, a maintenance
plan reasoning method is proposed that integrates causality and
equipment structure. Finally, candidate answers are selected based
on the above method, and RotatE embedding is used to rank the
candidate answers and match them with the query statement to
obtain the maintenance plan recommendation result.

Before introducing CEE-MPMR, note that the proposed method
is builds upon an existing IDS-KG. For details on entity and relation
extraction, as well as the IDS-KG data sources and input formats,
please refer to Ref. [10]. In the original IDS-KG, failure type, cause,
and effect were all labeled as fault nodes, while detect point (i.e.,
various signal sensors) and manufacturing items were labeled as
equipment nodes. Although Ref. [10] separates these categories
for ease of construction, this paper focuses on fault causality and
equipment structure, thus retaining Failure type, cause, and effect
collectively as fault nodes, and detect point and manufacturing
items collectively as equipment nodes. Tables 1 and 2 present
the KG schema used in this article.

3.1. Unsupervised SimCSE domain vocabulary normalization

When query questions are embedded, considering that there
are many Synonymous expressions in maintenance requests, the
conventional approach is to obtain the similarity between words
by measuring the distance between word vectors, thus replacing
similar words. However, the vocabulary in the field of complex
equipment operation and maintenance differs from pre-trained
word vectors in the public domain, and the current scale of avail-
able corpora in the complex equipment maintenance domain is
small and which cannot support the training of word vector mod-
els. Therefore, relying solely on word vectors for synonym match-
ing is not ideal in industrial scenarios. Moreover, due to the lack of
publicly available datasets annotated with word similarity, it is dif-
ficult to apply supervised methods for vocabulary standardization
and similarity calculation in the field of equipment maintenance.
To address these issues, an unsupervised domain vocabulary stan-
dardization method is proposed in this section, which is based on
SimCSE to resolve situations where vocabulary lists and domain
lexicons are lacking.

3.1.1. Corpus collection for normalization
To standardize the terminology in the maintenance field, this
section, using nuclear power complex equipment maintenance

Table 1
Entity types in used IDS-KG.
Entity Description Example
name
Equipment Machinery, components, components of  Gear box
nuclear power equipment
Fault Device or device performance fault Oil mist spill
description
Plan Recommended operation or procedures  Repair pump shaft
for equipment maintenance and straighten
Table 2
Relation types in used IDS-KG.
Subject Object Relation
Equipment Fault HasFault
Fault Plan HasPlan
Fault Fault Cause
Equipment Equipment IsPartOf

Engineering 63 (2026) 137-155

texts as an example, collects the training corpus for the model from
the following sources:

(1) Domain standard vocabulary. In practical production, a set
of codes or abbreviations is often used for more convenient refer-
ence to various equipment. If these standard codes appear in the
knowledge base or KG, they are replaced with the corresponding
standard terms from the table, which serve as a domain standard
vocabulary. This vocabulary helps prepare for subsequent termi-
nology normalization. An example of the standard domain vocab-
ulary used in this section is shown in Table 3. In cases where
such coding or abbreviation systems are not readily available,
web scraping can be used to acquire the standard vocabulary from
encyclopedic sources. While this may sacrifice some precision, it
offers broader applicability.

(2) Domain entity library. Unlike the standard vocabulary, the
domain entity library consists of colloquial terms often found in
maintenance experience records rather than formalized procedural
documents. These terms, referred to as “domain entities,” capture
the informal expressions of equipment names and maintenance
terms. To construct the domain entity library, this section employs
a BERT-BIiLSTM-CRF named entity recognition model to identify
entities from “Fault Repair Record” and “Experience Feedback.”

(3) Domain synonym library. Due to the inconsistent terminol-
ogy common in the maintenance field, a domain synonym library
is essential for improving vocabulary standardization. To address
the lack of synonym tables and lexical similarity datasets in the
equipment maintenance domain, this section proposes using a
Word2Vec model combined with manual identification to con-
struct a basic synonym library for the maintenance field. The pro-
cess, illustrated in Fig. 2, takes input from the domain standard
vocabulary (as shown in Table 3) and the domain entity library
obtained through named entity recognition, ultimately generating
a domain synonym library.

3.1.2. Unsupervised SimCSE model for annotated data scarcity

The SimCSE model is a generative model for word and sentence
vectors [52], which employs the idea of contrastive learning to
generate word and sentence vectors without the need for super-
vised data. Contrastive learning was initially applied in the field
of computer vision as a special form of unsupervised learning. Its
goal is to minimize the distance between positive sample pairs
while maximizing the distance between negative sample pairs
through training. Data augmentation methods for images include
cropping, rotating, and flipping the original images to create posi-
tive samples. However, data augmentation in NLP is more chal-
lenging. Common methods include word deletion and synonym
replacement, but these approaches can lead to semantic changes
when dealing with short texts. Therefore, SimCSE adopts a
dropout-based method for data augmentation. The structure of
the original unsupervised SimCSE model for data augmentation is
shown in Fig. 3.

For sample x;, let its positive sample be denoted as x;” = x;. Then
SimCSE inputs each sample twice into the encoder. Due to the
transformer structure of the model, dropout layers exist in the
model architecture. As dropout randomly deactivates neurons,
the same sample generates different embeddings when input into
the same model, resulting in the embeddings of the sample and its

Table 3
Domain standard vocabulary example.

DeviceType_code Device_English Name

SN Level on-off signal
MD Flow rate measurement
MT Temperature measurement
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Domain standard vocabulary

deviceType_code device_Name

PO Pump

| Word2vec similarity ranking |

Domain entity library

Domain
original
data

Entity recognition

Domain
entity
library

|

| Recall top k I

l

Standard word 1 Entity word 1 .

( Entity word 2 )

Domain synonym library

Entity word k

Standard words Synonyms

Pump

Reciprocating pump ## Main pump ## Water
pump ## Pump ## Pump body ## PO

l

Manual selection

= |

Fig. 2. Construction process of the domain synonym library. PO serves as an alias for “water pump” in the original file.

Two dogs are running

A man is surfing

=)
=
=]
Q
s}
=
w

Akid is on a boat

-

Fig. 3. Data enhancement method of unsupervised SimCSE.

positive sample h;, h;, respectively. In the same batch, all other
samples except for this sample are considered negative examples,
thus, the positive and negative sample sets for this sample are
obtained. For a mini-batch of N sentences, the loss function is
defined as follows:

esim(hfi.hlzf)/f
li = —log . 0
ZI'V 1eSim(hJZi h)e
(=
n . .
sim(a, b) = _ie1(ai - bi) o

NOSERNOSTs
i=1 i=1

Here, sim(hf",hf*) represents the cosine similarity between two

vectors, and h7, hf represents the embedding of positive and nega-
tive samples. n represents the dimensionality of the embeddings,
and 7 is used to adjust the model’s attention to difficult samples.
The smaller 7 is, the more attention is given to difficult negative
samples with very high similarity. 7 is referred to as the tempera-
ture constant, [; is the contrastive loss value for the a sample, a;
and b; are the elements of vectors a and b in the cosine-similarity
computation.

Although SimCSE can obtain word and sentence vector embed-
dings without the need for annotated data on lexical similarity, the
vocabulary scale constructed in Section 3.1.1 is limited, and it is
difficult to fine-tune and validate the model without annotated
data. Therefore, in this section, we use an incremental training
approach to train the model, as shown in Fig. 4. First, the model
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is trained on a publicly available dataset to obtain a well-
performing Model 1 based on large-scale data training. Then, incre-
mental training and fine-tuning of Model 1 are performed on the
vocabulary constructed in Section 3.1.1. Finally, word vector
embeddings specific to the equipment maintenance domain are
obtained to measure lexical similarity.

3.1.3. Graph normalization and query optimization based on SimCSE

On the basis of the aforementioned corpus and model, a process
is proposed for normalizing node terminology in the constructed
graph and optimizing the input queries. This process primarily
includes synonym replacement based on the domain synonym
library and similarity calculation and replacement based on
SimCSE. To ensure the accuracy of the graph normalization, man-
ual verification of the nodes to be merged based on the similarity
calculation is needed. The SimCSE-based graph normalization pro-
cess is detailed in Algorithm 1. This process normalizes similar
faults extracted from adjacent locations in the fault repair record,
as shown in Fig. 5, ultimately resulting in a IDS-KG-QA.

Algorithm 1. Graph normalization algorithm based on SimCSE.

Input: The equipment maintenance KG IDS-KG and its node list
NodelList, synonym list SynList, and similarity threshold k
Output: The normalized KG IDS-KG-QA
Model: Entity similarity model SimCSE

1 for Node;(name) in wordsS;

2 for Node; in NodeList

3 If NodeSubList in NodeSub; then

4 Replace Node;(name) with the corresponding
standard word wordsS;

5 end if

6 end for

7 Extract nodes of the same type as Node; from NodeList
to form NodeSubList

8 for NodeSub; in NodeSubList

9 Calculate the similarity score for node names based

on Eq. (2) and the SimCSE
model:simScore = sim(Node;, NodeSuby)
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Algorithm 1 (continued) Algorithm 1 (continued)

10 if simScore > k then 18 Delete all relationships related to Node,; and then

11 Add [Node;, NodeSuby] to the set SynNode delete Nodey;

12 end if 19 end for

13 end for 20 return IDS-KG-QA

14 end for

15 Manually verify all combinations in SynNode to obtain In addition, the input queries need to be normalized. The process of
the actual node combinations that need to be merged in query normalization based on SimCSE is outlined in Algorithm 2.
SynNode This process involves optimizing the query expressions using syn-

16 for Node;;, Node,; in SynNode’ onyms and the normalized maintenance recommendation KG IDS-

17 Copy all relationships of Node,; in IDS-KG to Node;; KG-QA. The goal is to match the query with nodes in the KG,
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[ STS-B Two dogs are running J o
£
A man is surfing §
[ SNLI &
Akid is on a boat
[ Dropout
+
[ Pooling
]
( SimCSE1
( Domain standard 5
i Circulating water pump }
o
s
Domain entit ©
[ library Y Gearbox §
]
i Mechanical seal
Domain synonym y
[ library
[ Dropout ]
!
—— Positive instance [ Pooling ]
]
----- - Negative instance [ SimCSE2 ]

Fig. 4. Unsupervised SimCSE model incremental training structure. STS-B: semantic textual similarity-B; SNLI: stanford natural language inference.
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providing a foundation for subsequent maintenance method match-
ing and recommendation.

Algorithm 2. Query normalization algorithm based on SimCSE.

Input: Query Text, normalized KG IDS-KG-QA and its node list
NodeList1, synonym list SynList
Output: Entity set of the query NodeSet
Model: Entity similarity model SimCSE, named entity
recognition model BERT-Bi-LSTM

1 Initialize NodeSet = {}

2 for word; in SynList

3 if word; in Text then

4 Replace word; in Text with the corresponding
standard word words;

5 end if

6 end for

7  Input Text into BERT-Bi-LSTM to obtain NameList

8 for Name; in NameList

9 if Name; in NamelList1 then

10 Node; = Name;

11 else

12 Using Name; as the input for SimCSE, search for the
most similar node name Name; from the IDS-KG-QA
nodes.

13 end if

14 Add Node; to NodeSet

15 end for

16 return NodeSet

3.2. Template-based basic question-answer matching

Due to the lack of publicly available intent recognition data-
sets in the equipment maintenance domain and the relatively
fixed scope of domain knowledge, this section adopts a
template-based approach for intent recognition in queries. For
common knowledge types in nuclear power equipment mainte-
nance—such as querying faults from equipment, causes from
faults, and faults from causes—in this work, seven types of query
intent are designed, each with a corresponding template. Taking
“Equipment-Fault” as an example, Table 4 provides the designed
template and a sample query.

Based on the analyzed questions and corresponding input
examples, query templates and answer generation templates
are designed to facilitate basic answer matching. Using the query
“What faults could occur in gearbox?” as an example, it is identi-
fied as an “Equipment-Fault” intent, and the system then gener-
ates the query template “MATCH (start)-[r:"H&{pE3EE!"]->(end)
WHERE start.name = 'tA%¢%§" RETURN start, r, end.” Based on
the query templates, the surrounding nodes within one hop of
the question entity node can be matched to return the corre-
sponding answer in the IDS-KG-QA. Through this method, all
basic Q&A tasks are addressed, in addition to maintenance plan
matching.

Table 4
Example of intent recognition templates for basic questions.
Question Intent recognition template Example
type
Equipment- What faults could occur in..., what What faults could
Fault potential faults could occur in..., what occur in gearbox?

types of faults might happen in.. ., el al.
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3.3. Maintenance plan reasoning based on RotatE-CEE

To address the lack of direct links between faults and mainte-
nance plans, this section proposes a maintenance plan reasoning
method based on RotatE-CEE to recommend potential mainte-
nance plan nodes based on the given queries.

3.3.1. Improved RotatE model

Due to the characteristics of the equipment maintenance KG,
many-to-one, one-to-many, and many-to-many relationships are
widespread in the graph, and the TransE model [43] often struggles
to generate sufficiently discriminative embeddings—particularly
for symmetrical or inverted fault relationships [29]. By performing
rotational transformations in the complex plane, RotatE is better
able to capture a variety of relational patterns [42]. Therefore, in
this section, the RotatE model is adopted for KG embedding of
the equipment maintenance KG.

RotatE is also a distance translation model [51], unlike TranE,
RotatE proposes a method to map entities and relations to the com-
plex plane. Based on the geometric interpretation of the complex
plane, relations are defined as rotations from the head entity to the
tail entity, thus avoiding the limitations of the TranE model in map-
ping complex relations. Specifically, for triple (h,r, t) in the KG, it is
expected to have an embedding on the complex plane as follows:

t = hor, where |r;j| =1 and h,r, t € C‘. (3)

Here h, r, and t are all d-dimensional complex vectors. h and t
are the mappings to the complex embedding vector of head and

tail. - represents the Hadamard product, that is, the element-wise
multiplication of matrices. C? is the d-dimensional complex vector
space. Therefore, for the embedding of entities and relations in
each dimension, the following can be obtained:

t; = hir;, where |r;| =1 and h;,r;, t; € C. (4)

According to the definition of complex numbers, r; = eii, which
means rotating the vector counterclockwise around the origin of
the complex plane by an angle 0, ;. Therefore, the relationship can
be seen as a rotation process from the head entity to the tail entity.
Based on the above definition of triplet embedding, RotatE defines
the distance function as follows:

feh,t) = [ her —t | (5)

where f(-) is the distance function in RotatE.

Therefore, the distance defined by RotatE in the geometric plane
can be represented as shown in Fig. 6.

(1) Self-adversarial negative sampling. To ensure that the
model learns in the correct direction of the connections, the RotatE
model introduces negative sampling during the training process.

/ fi(h,t)=lhor—1|

Fig. 6. The geometric interpretation of triple distance in RotatE.
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The model randomly replaces the head entity or tail entity from
the correct triplets to generate a set of negative samples S, where
the distance of triplets in the negative samples serves as the nega-
tive term of the loss function.

Furthermore, to ensure that negative sampling remains effec-
tive as training progresses, RotatE introduces a method called
self-adversarial negative sampling. The distribution of negative
samples is defined as:

expaf, (i, )
51 expaf (i )

where o is a hyperparameter of the model, and represents the sam-
pling temperature. From the equation above, it can be seen that the
distribution of negative samples is influenced by the embeddings of
entities and relations learned by the model, thereby ensuring that
effective negative samples can still be collected as training
progresses.

Ultimately, this distribution of negative samples is used as the
weight of the negative samples in the loss function, making the
loss function of RotatE as:

p( ¥ 61{(hi,1i.t)}) (6)

L=—log(a(y —fi(h,)) = >_p(h,r.6)log(a(f(h;,t) 7)) (7)
i=1

where ) represents the fixed boundary distance, ¢ is the sigmoid
function, and f,(h;, t}) represents the distance of negative sample.
(2) Subsampling of low-frequency samples. In this section, in
addition to the self-adversarial negative sampling method, due to
the uneven distribution of triple relationships in IDS-KG-QA, a
method for subsampling low-frequency samples is designed based
on self-adversarial negative sampling. For each triple (h,r,t), its
sampling weight is defined as P(w,), as shown in Eq. (9):

Warg = (h1) + ) (,1,0) (8)

1

P(Wre) = Ware

9)

where >"(h,r,i) represents the number of occurrences of the head
entity h and relation r appearing in the same triple, and > (j, 1,t)
represents the number of occurrences of the tail entity t and rela-
tion r appearing in the same triple. By substituting the sampling
weight into the loss calculation of a batch of triples, the loss func-
tion of RotatE can be rewritten as shown in Eq. (14).
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Dscore = IOg(O'("/ 7fr(h7 t))) (10)
Nscore = »_ p(hi, 1, £)) log(a (f,(h, &) — 7)) (11)
i=1
Z P(W(h.r,t) )pscore
_sample oss — ———h 12
p-sample, S P(Winro) (12)
> P(W(h’.r.t’))nscore
nsample, = — ==+ " — 13
Pl =P W) 1
loss = (p—sampleloss + rl—San’lpleloss) (14)

2

where Pscore is the positive-sample log-likelihood term for a true tri-
ple (h,r,t), nscore is the negative-sample term aggregated over n
negative triples, p_sampless is the batch-level positive loss
reweighted by the subsampling weights P(W)), n_samplejss is
the batch-level negative loss reweighted by the same subsampling
weights P(Wrr), and loss is the final training objective.

According to the above equation, the higher the frequency of
data related to the triple’s head and tail is, the smaller the sampling
weight. Consequently, the proportion of the score of this triple
decreases. Therefore, the method can effectively reduce the gap
between high-frequency and low-frequency data.

3.3.2. Maintenance plan reasoning with fault causality and equipment
structure enhancement

As depicted in Fig. 7, the IDS-KG-QA encompasses three types of
nodes, which constitute the equipment set, fault set, and mainte-
nance plan set. Given that IDS-KG-QA integrates a variety of equip-
ment maintenance knowledge, this section simulates the thought
process of operators from fault diagnosis to the derivation of a
maintenance plan. Based on IDS-KG-QA, three reasoning paths
for the design of maintenance plans are developed:

Path 1: Extract the fault directly from the query question and
find the corresponding maintenance plans for that fault within a
single-hop from the fault node, as shown in Path 1 of Fig. 7.

Path 2: Extract the fault directly from the query question and,
through the fault causality chain, find the nearest fault cause with
a maintenance plan; then, return the maintenance plans. This path
begins with the original fault node, searches within the mar; hop
range for fault nodes that have a “cause” relationship with the
initial fault, and then compiles the associated PlanNodes into a

Reasoning phase Ranking phase
Equipment Path 1: path based Q\BE;””Q weari it ! | |
set on fault nouns

6 hasCause °
g | Path2: path based A i "(“.E |l i _ | @
» on causal chain earing weal ° Candidate answer R >L“
s T . R embedding | &
® - > | iT
> Pump shaft o = w
g =

y 3 Path 3: path based s, i g_ =i —%

/ b on adjacent ()i 0 E )

Fault set \ equipment ) }
\ Bearing i Ideal answer _
— Query graph O_Q HR embedding
t EquipNode FaultNode —
) |
Maintenance | BERT-Bi-LSTM + SimCSE — Path 1 — Path 2 — Path 3
plan set 4 What to do about
Query sentence "\ Gring wear? @ PlanNodeSet @ FaultNodeSet EquipNodeSet

(b)

Fig. 7. Maintenance plan based on RotatE-CEE. (a) Maintenance plan reasoning path; (b) maintenance plan reasoning based on RotatE-CEE.
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PlanNodeSet. In doing so, it enables multi-hop reasoning for main-
tenance plan discovery based on fault causality, as shown in Path 2
of Fig. 7.

Path 3: Extract the equipment and fault from the query ques-
tion, find similar faults from adjacent equipment, and then find
the corresponding maintenance plans for that fault. This path
starts from the original fault node, identifies the equipment con-
taining that fault, and then searches within the mar, hop range
from that equipment node for additional EquipNodes linked by
an “isPartOf” relationship. Next, it determines the fault set of these
adjacent equipment nodes and retrieves all PlanNodes linked by a
“hasPlan” relationship to form a PlanNodeSet, enabling multi-hop
inference across neighboring equipment, as shown in Path 3 of
Fig. 7.

Based on these paths for discovering maintenance plans, the fol-
lowing problems exist with the template-based question-answer
matching method:

Problem 1: The one-hop question matching method leads to the
failure to discover maintenance plan nodes on the fault causality
chain.

Problem 2: The reference role of adjacent equipment structures
in the KG for maintenance plans is ignored.

Problem 3: When possible maintenance plans are recom-
mended, measuring the distance between faults and possible
maintenance plan nodes is difficult.

Based on the characteristics of the above problems, this section
proposes a maintenance plan reasoning method based on RotatE-
CEE. First, search for the corresponding nodes of faults and devices
in the query are searched, and for nouns not in the node set of the
KG, the SimCSE model is used to optimize the query statement to
find the node that is semantically closest to the noun. Then, based
on the graph search, the subgraph corresponding to the faults and
devices in the query is searched, and possible maintenance plan
nodes are inferred from both the fault causality chain and the
equipment composition architecture. Finally, based on the RotatE
model, the similarity between the inferred maintenance plan
nodes and the query nodes is calculated, the distance between
nodes through the KG structure is measured, and the most likely
maintenance plan is returned. The specific process is shown in
Algorithm 3.

Algorithm 3. Maintenance plan reasoning based on RotatE-CEE.

Input: Query sentence Text, the normalized KG IDS-KG-QA,
boundary parameter mary, device boundary parameter
mar,, answer range Naps.

Output: The set of maintenance plans FinPlanSet
Model: Named entity recognition model BERT-Bi-LSTM,
entity similarity model SimCSE, KG Embedding model
RotatE

1 Initialize mar; = 3, mar, = 2, initialize the set of

maintenance plans nodes PlanNodeSet, and the set of

node distances D are empty set

Input query sentence into Algorithm 2 to obtain

equipment description EquipNode and fault description

FaultNode

while m < mar; do
Search for “Plan” nodes within m hops around

FaultNode in IDS-KG-QA and add to the node set

PlanNodeSet
if PlanNodeSet is NULL then

m=m-+1
end if

end while

AW

OO W
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while n < mar;, do

Search for “Fault” nodes within n hops around
EquipName in IDS-KG-QA to obtain the node set
FaultNodeSet

if FaultNodeSet is NULL then

n=n+1

end if
end while
for FaultNode in FaultNodeSet

if triple (FaultNode, hasPlan, PlanNode) in IDS-KG-QA
then

Add PlanNode to PlanNodeSet

end if
end for
Input PlanNodeSet, FaultNode, hasPlan into the Rotate
model to obtain embedding PlanEmbSet, FaultEmb,
hasPlanEmb
for PlanEmb; in PlanEmbSet

di :fhasl’lanEmb(FaUItEmbaplanEmbi)(Eq- (5))

Add d; to set D
end for
Sort D by its absolute values in ascending order, taking
the first N,,s elements to obtain RankedD
The embedding vector PlanEmb; corresponding to the
elements of the set RankedD forms the new set FinPlanSet
return FinPlanSet

11
12
13
14
15
16

17
18
19
20

21
22
23
24
25

26

27

4. Case study

This section first validates the ability of the proposed method to
recognize synonyms and produce high-quality KG embeddings in
the nuclear power equipment maintenance domain through the
graph normalization experiment and maintenance plan reasoning
experiment. Subsequently, Section 4.3 presents a series of model
comparison experiments, which demonstrate the superiority of
our maintenance plan recommendation approach in this domain.

All the experiments were performed on a machine equipped
with an Intel i7-7700HQ CPU (Intel, USA) and a single NVIDIA
Quadro T2000 GPU (NVIDIA, USA).

4.1. Graph normalization experiment

4.1.1. Datasets

The data used for training the SimCSE model in this section are
divided into two categories: publicly available datasets and nuclear
power equipment maintenance domain datasets [10], which are
respectively used for the first-stage training and the second-stage
incremental training of the SimCSE model, respectively.

For the publicly available datasets, the semantic textual
similarity-B (STS-B) [53] and stanford natural language inference
(SNLI) [54] datasets are selected. STS-B is a dataset used for text
similarity training, whereas SNLI is used for natural language infer-
ence. Therefore, STS-B, which has similarity annotations, is used for
model validation and fine-tuning, whereas SNLI enriches the data
representation of the training dataset.

The datasets selected for the incremental training phase are
from nuclear power equipment maintenance domain datasets
[10], which focus on sentence-level similarity training and
vocabulary-level similarity training.

The nuclear power equipment maintenance domain dataset
comprises two data types—“Experience Feedback” and “Fault
Repair Record”—collected from three nuclear power plants.
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They are annotated at both the entity and relationship levels,
following the annotation logic typical of open datasets. Specifically,
“Experience Feedback” contains 89 raw entries, with an average of
327 characters per record, while “Fault Repair Record” consists of
154 raw entries, averaging 102 characters per record. The original
records and collection templates are provided in Tables 5 and 6.

4.1.2. Graph normalization experiment

The word vectors trained by the SImCSE model are used for nor-
malizing queries and the KG in this paper. To address the lack of
annotated data, the SimCSE model is trained using a combination
of publicly available data and domain-specific incremental train-
ing. In this article, the temperature hyperparameter is 7 = 0.05,
the learning rate is Ir=1x 10>, and the dropout is set to
d = 0.3. For training, the number of training epochs and batch size
is set to E = 1 and B = 64, respectively.

Given that the nuclear power complex equipment maintenance
domain dataset in this section lacks similarity annotated data, per-
formance validation of the model after incremental training is con-
ducted using a synonym list. For each synonymous word pair
wordS;, SynWord; and word vector pair words;,,, SynWord;;
are obtained using the SimCSE model. The similarity between the
standard word and its synonym is subsequently calculated based
on Eq. (15), and the average is computed. Since
wordS;, SynWord;; represents a pair of synonymous words, the clo-
ser SynMean is to 1, the better the performance of the SimCSE
model.

emb”

M
SynMean =

i=1

S, sim(wordS;, ,, SynWord;_)/g;

lemb ?

G

(15)

where g; represents the number of synonyms for the standard
word wordS;, and G represents the total number of synonym
groups.

The experimental results indicate that after the model under-
goes incremental training using nuclear power equipment mainte-
nance domain data, the performance of domain synonym
identification has improved to a certain extent. Specifically, when
SimCSE is used for synonym recognition, the SynMean score
increases from 0.8573 with the original SimCSE model to 0.8720
after incremental training.

By applying Algorithm 1 to normalize and merge nodes in the
equipment maintenance KG IDS-KG, we finally obtain the KG
IDS-KG-QA tailored for equipment maintenance plan recommen-
dations. The graph size is optimized from 1017 nodes and 1671
relationships to 835 nodes and 1261 relationships. Compared with
that before normalization, the node count decreases by 17.80%, and
the relationship count decreases by 24.52%.

Table 5
Sample raw data from experience feedback (Translated).

ID Description

1  During the annual inspection of the circulating water pump, slight
scratches were found on the surface of the lower guide bearing pad

Table 6
Sample raw data from fault repair record (Translated).

ID  Fault Description Reason Maintenance
plan
1 Disassembly reveals Bearing damaged leads to high  Repair and
pump shaft bent and pump vibration, causing shaft straighten
worn wear in long term operation pump shaft
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4.2. Maintenance plan reasoning experiment

4.2.1. Datasets and evaluation metrics

In this section, the nodes in IDS-KG-QA are used as the training
dataset for the model. All the triples from the constructed IDS-KG-
QA are exported, each node is encoded, and the triples are then
rewritten in a format based on these node encodings.

The IDS-KG-QA contains a total of 835 nodes and 1261 relation-
ships, comprising 471 labeled “cause,” 304 labeled “hasFault,” 270
labeled “hasOperation,” and 216 labeled “isPartOf.” These triples
are proportionally split into training, validation, and test sets,
resulting in 882 triples for training, 190 for validation, and 189
for testing. The underlying information is drawn from one year of
accumulated experience feedback and maintenance procedures at
three nuclear-power plants, ensuring that the dataset reflects the
diversity of real-world maintenance practices. With respect to
the graph complexity, a breadth first search (BFS) from every fault
node shows that 83.15% of faults can reach at least one operation
within 6 hops, and the average shortest distance is 3.13 hops.
Among those shortest <fault, operation> paths, 76.76% involve a
“cause” edge and 12.98% involve an “isPartOf” edge. These figures
demonstrate that IDS-KG-QA and the query set derived from it
genuinely require multi-hop reasoning, making the dataset suit-
able for evaluating maintenance plan reasoning methods.

Common evaluation metrics for KG embeddings include mean
reciprocal ranking (MRR), mean rank (MR), and HITS@n.

To evaluate the results of KG embeddings, for the triple
(hi, 11, t;), by replacing the tail entity with any other entity, if there
are g nodes in the graph, (q — 1) new triples will be obtained. The
distance between the original triple and the (q — 1) new triples is
calculated on the basis of Eq. (5), which are arranged in ascending
order to obtain the ranked distance matrix RankedDistance, and
the ranking of the true triple (h;,r;,t;) within RankedDistance is
determined as rank;. Based on the definition of rank;, detailed def-
initions of the above evaluation metrics are provided.

G 1 1
> + ot
— rank; = rank, rank

1
MRR = — (16)
IS
where S represents the set of triples, |S| represents the number of
triples; this metric reflects the degree to which the embedding
results align with the actual scenarios, with a larger MRR indicating
better embedding effectiveness.

18

Z rank; =
i=1

MR rank; + rank, + ... + ranky) (17)

1
IS EA
IS| < N
The symbols in this formula have the same meaning as MRR,
with a smaller MR indicating better embedding effectiveness.

S|

HITS@n = % > li(rank; < n) (18)
i1

where II(-) represents the indicator function: if the condition is true,

the function value is 1; otherwise, it is 0. Typically, values of 1, 3,

and 10 correspond to the metrics HITS@1, HITS@3, and HITS@10,

respectively. For example, HITS@3 means that the triple with

rank; within the top 3 ranks is assigned a value of 1. A larger HITS@n

value indicates better embedding effectiveness.

4.2.2. Comparative experiment on sampling strategies in the RotatE
model

This section compares the training process and results of the
RotatE model under four different scenarios: not using any special
sampling strategy, solely employing low-frequency sample sub-
sampling, solely utilizing self-adversarial negative sampling, and
simultaneously employing both sampling strategies.
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In Fig. 8, the MR and HITS@10 metrics on the validation set dur-
ing the training process are compared. It can be observed that
solely using low-frequency sample subsampling results in better
metrics than not using any sampling strategy, as it considers the
distribution of low-frequency samples, but the model convergence
is slower. Using only self-adversarial negative sampling allows the
model metrics to reach optimal values quickly, but since it ignores
low-frequency samples, the performance does not significantly
improve during training. In contrast, simultaneously employing
both sampling strategies ensures the effectiveness of negative
sample collection during training while considering the distribu-
tion of low-frequency samples, leading to better performance met-
rics. The training results of the models using different sampling
strategies are illustrated in Fig. 9, which show improvements in
MRR, HITS@1, HITS@3, HITS@10, and MR values.

4.2.3. Comparison with alternative KG embedding models

In this section, the improved RotatE implemented on our main-
tenance KG is evaluated by comparing it with two alternative
embedding models: CompGCN [55], which is a primarily
structure-based approach, and SimKGC [56], which integrates the
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pre-trained language model. Using the same dataset described in
Section 4.2.1, the Hits@n scores are reported in Table 7 [55,56].

(1) CompGCN [55]. This graph-convolutional model is designed
to capture neighborhood patterns but works best when the KG
exhibits clear, cluster-like relational communities. In IDS-KG-QA
most relations are 1-to-1 or 1-to-N and form only weak communi-
ties, which leads to lower scores. Moreover, CompGCN requires
more than four times as many trainable parameters as RotatE does,
resulting in a significantly higher deployment cost on our limited
GPU budget.

(2) SimKGC [56]. SimKGC enriches entity representations with a
pre-trained language model. Because IDS-KG-QA contains only
short textual labels, this linguistic advantage is greatly reduced.
The additional semantics help the model retrieve more distant can-
didates, yielding a higher Hits@10, but the lack of strong geometric
constraints makes the within-set ranking imprecise, so Hits@1
remains low.

(3) RotatE. As a translational KGE model, RotatE aligns naturally
with the causal chains present in IDS-KG-QA and attains the best
Hits@1 and competitive Hits@10, while using far fewer trainable
parameters than the other two baselines do.
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Fig. 8. Training process comparison for RotatE using different sampling strategies. (a) RotatE training with negative sampling vs no special strategy, and (b) RotatE training
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Table 7 Table 8

Performance of different KGE models on IDS-KG-QA. Hyperparameter values for the RotatE model.
Method HITS@1 HITS@3 HITS@10 Hyperparameters Value
CompGCN [55] 0.169 0.340 0.410 Batch size 128
SimKGC [56] 0.095 0.302 0.595 Negative sample size 32
RotatEys.ss 0.307 0.370 0415 Hidden dim 700

- - - Gamma 4
NS: negative sampling; SS: subsampling. Adversarial temperature 1.0

In summary, the KGE component in CEE-MPMR is pluggable,
and practitioners can swap in any embedding model that better
suits their graph. Nonetheless, in the specific case of IDS-KG-QA,
RotatE remains the most appropriate choice, and we therefore
retain the enhanced RotatE variant as the default in our system.

4.2.4. Parameter selection experiment for the RotatE model

To identify the optimal combination of hyperparameters for the
model, this section compares model performance under different
hyperparameter settings. The choice of batch size depends on the
GPU performance and the size of the training data. In this study,
a batch size of 128 and a negative sample size of 32 were selected
based on the available GPU. MRR and HITS@10 were chosen as the
evaluation metrics for model performance.

In this context, the margin distance gamma refers to the margin
y used in adversarial negative sampling as described in Eq. (7), and
the adversarial temperature refers to the sampling temperature
used in adversarial negative sampling «, as described in Eq. (6).
The embedding dimension refers to the specified dimension d of
the triplet embedding, as outlined in Eq. (3). As shown in Fig. 10,
the model achieved the best performance when the margin dis-
tance gamma was set to 4, the adversarial temperature was set
to 1, and the embedding dimension was set to 700. The final
selected hyperparameter values are presented in Table 8. When
the model trained with these parameters was used, the final
HITS@10 reached 0.458, and the MRR value reached 0.362.

4.2.5. Maintenance plan recommendation results

To validate the effectiveness of the RotatE-CEE based mainte-
nance plan reasoning method proposed in Section 3, fault records
lacking “maintenance plan” from Section 3.1.1 of the “Fault Repair
Record” are selected for maintenance plan reasoning in Fig. 11.

Path 1: Taking the “impeller mouth ring runout” fault as an
example, the subgraph within one hop of this node is shown in
Fig. 11(a-i). This fault has a directly corresponding maintenance
plan, “replace the impeller,” which is returned as the correspond-
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ing maintenance plan node in the subgraph, referred to as Path 1
in Fig. 7.

Path 2: For the “bearing wear” fault, the subgraph within one hop
of this node is shown in Fig. 11(a-ii). It can be seen that there is no
directly corresponding maintenance plan for this fault, only one pos-
sible cause. Using the reasoning of Algorithm 3, the most likely main-
tenance planis derived from the fault causality chain for the “bearing
wear” fault. With a boundary parameter mar; = 3 and an answer
range N,ns = 3, the recommended maintenance plan for “bearing
wear” is “repair and straighten the pump shaft”. The reasoning path
is shown in Fig. 11(b-ii), corresponding to Path 2 in Fig. 7.

Path 3: Again, using the “bearing wear” fault as an example, the
subgraph within one hop of this node is shown in Fig. 11(b-i). In
addition to similar fault maintenance plans in the fault causality
chain, the reasoning of Algorithm 3 can also recommend potential
maintenance plans from nearby equipment related to the “bear-
ing” with a device boundary parameter mar, = 1 and an answer
range N,ps = 3; the reasoning path is shown in Fig. 11(b-iii).
Through related faults of the adjacent equipment “pump shaft”
and its fault causality chain, combined with KG embedding results,
the recommended maintenance plan is “replace the pump shaft
and impeller” corresponding to Path 3 in Fig. 7.

4.3. Validation and comparison of maintenance plan recommendation
methods

To validate the effectiveness of the proposed maintenance plan
recommendation method, all fault nodes from the IDS-KG-QA
dataset were extracted, and random queries were generated to
determine the corresponding maintenance plans using the pro-
posed reasoning method.

Specifically, 426 fault nodes are selected and 402 natural-
language queries are generated by slot-filling and synonym substi-
tution, thereby emulating the questions that technicians are likely
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Fig. 10. Model performance comparison under different hyperparameters. (a) Model performance comparison with different gamma values. (b) Model performance

comparison with different embedding dimensions.
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Fig. 11. Maintenance plan reasoning path. (a-i) Subgraph of “impeller mouth ring runout” fault. (a-ii) Maintenance plan reasoning path based on fault nouns. (b-i) Subgraph
of “bearing wear” fault. (b-ii) Maintenance plan reasoning path based on causal chain. (b-iii) Maintenance plan reasoning path based on causal chain.

to type in practice. The average query length is 13.89 Chinese Based on these queries, comparisons were conducted among
words. The correctness of the answers returned by each method the template-based query method, the TransE-CEE-based method,
was evaluated manually by 2 nuclear power maintenance engi- the CEE-based method, the RotatE-CEE-based method, and the
neers, ensuring every query has a gold answer. ChatGLM-6B-based [57] QA method. The comparison focused on
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the returned answers and the number of valid responses provided
by each method.

The comparison models for Table 9 [41,55-57] are described as
follows:

Comparison Model 1: removes the reasoning phase and degen-
erates into a template-based query.

Comparison Model 2: omits the ranking stage from Fig. 7 and
retains only subgraph searches for fault causality and equipment
structure, returning the top N,,s answers.

Comparison Model 3: replaces the improved RotatE in Fig. 7
with different KGE models, including TransE [43], CompGCN [55]
and SimKGC [56].

This section also includes a comparison with the ChatGLM-6B
large language model [57], which can be deployed offline. While
large language models have shown strong performance in QA
tasks, nuclear power plants must often rely on smaller-scale offline
models to protect sensitive operational data and accommodate
hardware constraints. ChatGLM-6B is an open-source model
developed using the GLM architecture, it can run on a standard
GPU with approximately 6 GB of Video Memory (VRAM), making
it feasible for deployment in real nuclear power environments.
Compared with other large models that require more specialized
hardware or continuous online connectivity, ChatGLM-6B offers
a practical balance of performance and resource requirements,
thus serving as a suitable comparison model for this system.

For each fault, different methods were used to recommend
maintenance plans, and the number of valid responses was manu-
ally verified. The total number of returned answers, valid
responses, ratio, and average response time are shown in Table 9.
All the models are implemented in PyTorch. The Average response
time reported in Table 9 are the average times taken from question
input to answer generation. Except ChatGLM-6B-based method,
these times were measured on a workstation equipped with an
i7-7700HQ CPU and a single NVIDIA Quadro T2000 GPU.

The maintenance plan recommendation method based on
ChatGLM-6B, on the other hand, achieved a much higher response
rate of 97.26%. As a generative large language model, ChatGLM-6B
generates coherent and logically structured text for all input
queries, leading to a high response rate [58,59]. However, due to
the lack of fine-tuning with knowledge specific to nuclear power
equipment maintenance, the model struggles to recognize queries
with specialized expressions, such as equipment codes, and lacks
systematic knowledge of nuclear power equipment architecture.
As a result, its accuracy is relatively low. Furthermore, ChatGLM
—6B has a slower response time compared to other methods. In this
study, the INT4 version of the model, which has the lowest hard-
ware requirements and was tested on a T4 GPU with 16 GB of
VRAM in Colab, was used to simulate the hardware state in real-
world scenarios. Despite this hardware configuration being supe-
rior to the workstation used by other methods, its average
response time of 40.73 seconds was significantly higher than that
of the other methods.

Table 9

Comparison of maintenance plan recommendation results from different methods.
Method Response rate  Accuracy  Average

rate response time (s)

ChatGLM-6B-based [57] 97.26% 49.50% 40.73
Template-based 40.30% 39.05% 6.92
CEE-based 84.08% 60.95% 7.18
CompGCN-CEE-based [55]  85.39% 75.26% 10.29
SimKGC-CEE-based [56] 88.57% 80.26% 30.85
TransE-CEE -based [41] 93.28% 82.09% 7.86
RotatE-CEE-based (Ours) 94.53% 90.80% 7.62
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The template-based method achieved a response rate of 40.30%
and an accuracy rate of 39.05%. Although both rates are relatively
low, the responses generated by this method are mostly valid
because the template-based approach returns maintenance plans
that are directly connected to fault nodes in the KG, resulting in
a close alignment between the response rate and accuracy.

The CEE-based maintenance plan recommendation method
achieved a response rate of 84.08% and an accuracy rate of
60.95%. Its higher response rate than the template-based approach
can be attributed to the inclusion of subgraph paths from fault
causality and equipment structure during the reasoning phase.
This allows the system to discover maintenance methods beyond
those directly related to a given fault, including remedies for adja-
cent and contextually connected faults. However, without a rank-
ing stage, the top N.,s answers often include redundant
information, reducing the method’s overall usability compared
with approaches that incorporate a ranking component.

Using CompGCN, SimKGC, and TransE as the embedding mod-
ule increases both the response rate and the accuracy rate relative
to the CEE-based method, but each still falls short of the RotatE-
CEE, mirroring the result in Table 7. CompGCN is handicapped by
its reliance on dense neighborhood structure, and the short textual
labels in IDS-KG-QA reduce SimKGC’'s semantic advantage. Fur-
thermore, SimKGC requires BERT to be invoked at inference time
to encode entity text, which increases latency given our limited
GPU resources. In contrast, both TransE and RotatE can serve pre-
built embeddings directly from GPU memory, enabling them to
respond more quickly. All the models are implemented in PyTorch.
The average response time reported in Table 9 are the average
times taken from question input to answer generation. These times
were measured on a workstation equipped with an i7-7700HQ CPU
and a single NVIDIA Quadro T2000 GPU.

In contrast, the maintenance plan recommendation method
incorporating RotatE-CEE achieves both a high response rate and
high accuracy. While its response rate is slightly lower than that
of ChatGLM-6B, the generative nature of ChatGLM-6B allows it
to return higher response rates, even for nontypical nuclear power
equipment faults that are not recorded in the IDS-KG-QA. However,
the accuracy rate of the RotatE-CEE-based approach is significantly
higher than that of ChatGLM-6B and the other methods, largely
because of its integration of equipment structures and fault causal-
ity. By leveraging RotatE-CEE, the system measures the similarity
between the query’s intended content and the returned nodes,
thereby offering users more reliable maintenance information.
With respect to response time, the inclusion of the RotatE model
makes the RotatE-CEE-based method slightly slower than the
template-based and CEE-based approaches. Nevertheless, it still
operates at approximately seven seconds, which is acceptable in
an offline nuclear power equipment maintenance context.

In summary, the proposed method achieves the highest accu-
racy among the compared methods. Regarding the response rate,
the generative LLM-based method (ChatGLM-6B) can always pro-
duce an answer, even when the KG lacks a relevant maintenance
plan, so its response rate reaches 97.26%. However, because the
model lacks specialized domain knowledge, many of its replies
are hallucinations, yielding an accuracy of only 49.50%. The pro-
posed method answers 94.53% of the queries, and the missing
2.73% corresponds mainly to atypical nuclear equipment faults
whose device or fault code does not exist in IDS-KG-QA. As IDS-
KG-QA is derived from historical experience and maintenance
manuals, it omits entities never encountered before, in those cases
our system returns no answer rather than an unreliable one. This
phenomenon is shown in Table 10 [41,57]. Nevertheless, it still
reaches an accuracy of 90.80%, confirming that the strong reliance
on IDS-KG-QA makes the method well suited to the nuclear main-
tenance domain. As for response time, the KG embedding and
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ranking step makes our average latency 0.7 s slower than the tem-
plate baseline; however, we consider this overhead acceptable
because it increases both the response rate and accuracy.

A comparison of the output answers for different types of
queries by various methods is shown in Table 10 [41,57].

For standard equipment fault questions, such as “What should
be done if the threads are damaged?”, the template-based method
was unable to return an answer because the IDS-KG-QA does not
contain directly associated knowledge for the fault. ChatGLM-6B
generated several general maintenance plans, with some usable
but not optimal content. The CEE-based method returns the top
Nans answers by searching for fault causality and equipment
structure, but in the absence of a ranking phase, its results include
irrelevant information. The TransE-based method returned
unusable answers because of the inaccurate embedding of some
nodes and relationships. In contrast, the RotatE-CEE-based method
provided the most precise maintenance plans.

For typical nuclear power equipment fault questions, such as
“What should be done if the packing gland is smoking?”, the
template-based, CEE-based, TransE-based, and RotatE-CEE-based
methods were all able to return specific maintenance plans. How-
ever, ChatGLM-6B, lacking a complete knowledge base for such
specialized issues in the nuclear power domain, returned unusable
answers.

For atypical nuclear power equipment fault questions, such as
“What should be done if the chuck is overtightened?”, none of
the template-based, CEE-based, TransE-based, or RotatE-CEE-
based methods were able to infer or discover corresponding main-
tenance plans. The reason for this is that the equipment entity
“chuck” mentioned in the query is not a typical component of
nuclear circulating water pumps and was therefore not included
in the IDS-KG-QA. This finding indicates that the equipment model
architecture of the nuclear power equipment maintenance ontol-

Table 10
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ogy does not cover the entity in the query, making it impossible
to return an answer. ChatGLM-6B, however, generated a relatively
general maintenance plan for this fault, with some usable content,
making it the most optimal answer compared to the others.

4.4. Nuclear power key equipment maintenance plan recommendation
system

Based on the above research, this paper developed a mainte-
nance plan recommendation system for key nuclear power equip-
ment. The system integrates the IDS-KG-QA and CEE-MPMR. It
allows users to input questions in natural language, and the system
provides the most likely maintenance plan, displayed below the
search bar. Additionally, the system presents the reasoning path
between the fault and the recommended maintenance plan, help-
ing users understand the logic behind the recommendation. As
shown in Fig. 12(a), when a user asks, “What to do if the pump
shaft is worn? ” the system invokes the CEE-MPMR method to rec-
ommend maintenance plans based on the knowledge from IDS-KG-
QA, providing two potential plans. The reasoning path for the
maintenance plan recommendation is shown in Fig. 12(b). In addi-
tion to maintenance method queries, this module also supports
other types of questions, such as equipment composition and fault
causes.

Moreover, the answers returned by the system are validated by
the user, as shown in Fig. 12(a). If a user is dissatisfied with an
answer returned by CEE-MPMR, they can click “Wrong answer,”
and the system then records the unsatisfactory Q&A pair, which
is periodically reviewed by experts. Similar to the above procedure,
any supplemental or corrected knowledge provided is extracted
and incorporated into the IDS-KG.

If no answer is returned by the CEE-MPMR, the system will
prompt the user to supply additional expert knowledge, as shown

Proportion of different types of queries and output comparison of different methods for various query types.

Type Query/output answer

What should be done if the threads
are damaged?

What should be done if the packing gland is smoking?

What should be done if the chuck is
overtightened?

ChatGLM-6B-based Inspect bolts: check for damage to
[57] anchor bolts using tools like a

wrench. Replace damaged bolts.
Repair or replace threaded
connections: If bolts are damaged,
repair or replace the connections.
Use mechanical tools: Tools like a
wrench can inspect and repair
threaded connections and replace
damaged bolts.
Use software: Software can scan bolts
and connections, marking damage
and suggesting repair or replacement

No answer available

Use a file to repair the damaged area;

repair the bolt hole threads and

replace the studs; inspect

instruments

Inspect instruments; check cooling

water flow; cooling water

temperature must not exceed 38 °C

Use a file to repair the damaged area;

repair the bolt hole threads and

replace the studs

Proportion of query Standard equipment fault questions:
types 52.40%

Template-based
CEE-based

TransE-CEE -based [41]

RotatE-CEE-based
(ours)

39.18%

The smoking of the packing gland refers to an issue in
nuclear power plants caused by high-temperature,
high-pressure gases and smoke produced from the
combustion of the fuel rod

Replace the packing gland
Replace the packing gland

Replace the packing gland

Replace the packing gland

Typical nuclear power equipment fault questions:

The chuck being overtightened may lead
to mechanical failure or damage. Here
are some recommendations for chuck
repair:

Inspect the chuck: check for excessive
wear; if severely worn, replacement may
be needed.

Check the chuck gaskets: replace if the
gaskets are worn or missing.

Adjust the chuck: If the gaskets are
intact, adjust the chuck to ensure a tight
fit.

Replace the chuck: If the chuck is worn
or damaged, it may need to be replaced.
Use repair tools: Mechanical repair tools
can assist in fixing the chuck

No answer available

No answer available

No answer available

No answer available

Atypical nuclear power equipment fault
questions: 8.41%
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Fig. 12. Nuclear key equipment maintenance plan recommendation system. (a) Maintenance plan recommendation result. (b) Reasoning path for the maintenance plan

recommendation.

in Fig. 1. In the system interface displayed in Fig. 12(a), users with
the appropriate expertise can click “Add new knowledge” to input
new domain knowledge. After a knowledge extraction process, this
information is added to the IDS-KG. The KG subsequently under-
goes graph normalization before it is merged into the IDS-KG-QA.
Only authorized experts can add new knowledge, ensuring that
any modifications remain reliable.

5. Conclusion

To address the issue of low accuracy in nuclear power equip-
ment maintenance plan matching, this paper proposes a CEE-
MPMR method. The main contributions of this paper are as
follows:

To address the low standardization of knowledge in equipment
maintenance records, we introduce an unsupervised SimCSE-based
domain vocabulary normalization method. Comparing with the
original method, the proposed method effectively enhances the
model’s sensitivity to domain-specific terminology even when
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domain lexicons are lacking. Based on this, the KG is normalized,
reducing the node size by 17.80% and the relationship size by
24.52%, thus effectively avoiding redundancy in the knowledge
base.

To address the difficulties in collecting negative samples and
insufficient attention to low-frequency samples during the training
process of RotatE embeddings, self-adversarial negative sampling
and subsampling of low-frequency samples are applied in the
training process. The experimental results show that these sam-
pling strategies significantly improve model training efficiency
and performance.

To overcome the challenges of multi-hop reasoning in mainte-
nance plan recommendation, we propose a maintenance plan rea-
soning method based on RotatE-CEE Compared with other KG
embedding-based QA methods, it emulates the reasoning process
of maintenance personnel to subgraph-search candidate answers,
effectively narrowing the subgraph scope and demonstrating
stronger adaptability and interpretability in the equipment main-
tenance domain. Additionally, the improved RotatE model used
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here effectively represents the logical relationships (e.g., fault
causality) in the maintenance KG. The model achieves 90.80% accu-
racy in response to nuclear power equipment maintenance queries.
The case study shows that the proposed method results in greater
domain-specific expertise and reliability than small-scale open-
source large language models such as ChatGLM-6B, which are
more suitable for offline deployment in nuclear power plants.

However, the proposed method still has several limitations: D
certain faults cannot be matched to the recommendations because
the equipment ontology is incomplete; and @ numeric-type faults
and parameter-setting plans are not yet reflected in real time
within the KG.

In future work we will explore combining CEE-MPMR with
retrieval-augmented generation (RAG) to increase the response
rate while maintaining the reliability of the answers. Specifically,
the explicit reasoning paths produced by CEE-MPMR act as the
retriever, and the retrieved subgraph, together with real-time sen-
sor values and calibration tables, is fed into a lightweight LLM. This
enables the RAG-enhanced model to generate KG-based answers
that are consistent with real-time numerical data. It is hoped that
this strategy will offer a feasible pathway for deploying future
industrial large models in real-world plants, paving the way for
truly intelligent, data-driven maintenance.
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