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Abstract
Accurate mortality prediction in intensive care units (ICUs) is essential for optimizing 
patient treatment, nursing care, and resource allocation. Traditional models, such as 
Acute Physiology and Chronic Health Evaluation and Simplified Acute Physiology 
Score, have been very important in clinical practice, but they frequently have issues 
with prediction accuracy and adaptability, especially when dealing with complex and 
evolving patient data. These issues can be resolved, and the accuracy of mortality 
prediction increased due to recent developments in machine learning, especially 
deep learning. The present study introduces a new deep learning ensemble model 
that achieves a significant improvement over existing methods. Using stacked 
ensemble learning, our approach combines the advantages of one Random Forests 
model and two CatBoost models. We achieved a notable performance in mortality 
prediction by carefully training and optimizing this ensemble using the electronic 
ICU Collaborative Research Database. Our model boasts an accuracy of 94.19%, 
precision of 94.097%, recall of 94.29%, and F1-score of 94.191%, demonstrating 
a substantial improvement over conventional approaches. The prediction of ICU 
mortality has been significantly improved using ensemble learning, which helps 
medical and nursing staff to better treat patients individually, allocate resources 
efficiently, and enhance patient outcomes. This approach gives healthcare experts 
the ability to make data-driven decisions, leading to more effective and efficient care 
within the ICU.

Keywords: Mortality prediction; Intensive Care Units; Healthcare; Machine learning; Deep 
learning; Stacked ensemble learning

1. Introduction
In recent years, predictive analytics in healthcare has focused on applying machine 
learning (ML) techniques to guide medical treatments, and the developments observed 
seem to be in line with the rapid pace of artificial intelligence (AI) development. Especially 
in intensive care units (ICUs), where timely prediction of various patient conditions 
and resource allocation is of paramount importance, ML is gaining momentum with 
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increasingly accurate predictions, solving many of the 
problems of traditional models.1

Traditional scoring models such as Acute Physiology 
and Chronic Health Evaluation (APACHE) and Simplified 
Acute Physiology Score (SAPS) have long been used to 
assess patient outcomes, and until recently, newer versions 
have been developed to improve these predictions.2,3 
Despite these efforts, insurmountable limitations have 
been identified, such as their static chronological nature, 
their dependence on pre-defined variables, and static 
patient sets, which limit their adaptability1,4 and challenges 
due to their heterochronicity toward rapid changes in 
technological, and clinical developments.5 In particular, 
their inability to integrate data in real-time has been 
highlighted, as it prevents them from directly handling 
complex interactions between variables, thereby hindering 
adaptation to emerging medical developments and the 
constantly changing data patterns that arise from them.6 
In addition, the dependence of outcomes in ICU on 
important variations (different available resources, patient 
demographics, medical practices) requires continuous 
recalibration of these traditional models and frequently 
local validation to maintain their accuracy and reliability7 
which is not always feasible.

The incorporation of newer technologies and 
methodologies, such as AI and ML, has been suggested to 
lead to new paths for the accuracy and predictive ability 
of ICU data and their clinical utility.8 Especially, models 
that include CatBoost, Feedforward Neural Networks, 
etc., which have been used by analyzing extensive datasets, 
reveal complex patterns that traditional scoring systems 
may miss.9,10 In fact, there are several studies that promise 
or have highlighted the superiority of ML models of 
mortality prediction accuracy in ICUs, compared to 
traditional estimation methods.11,12

However, despite their promising advantages—at 
least in analysis time and higher accuracy—several 
challenges remain: (a) biases in data collection and sample 
representativeness, (b) the need for strong validation and 
generalizability of results,9,13 (c) interpretability,14 and 
(d) the complexity of ML models15 that often generate 
suspicion among clinicians to trust the predictions, are 
some of the most important challenges. Various methods, 
such as SHapley Additive exPlanations (SHAP) and Local 
Interpretable Model-agnostic Explanations, have been 
proposed to address these concerns.16 The prevailing 
trend in international literature seems to be increasingly 
pressing for the highest possible prognosing accuracy 
and to address the above-mentioned challenges. Future 
research needs to focus on incorporating multicenter 
datasets and improving model transparency to build trust 

between healthcare providers and patients.14 However, 
a review of the current literature reveals that studies 
focusing on complex algorithm models or advanced ML 
methodologies for ICU data remain scarce.1,9,17 Overall, it 
appears that the above points of options and techniques, 
coupled with the potential of novel algorithms and ML 
combination methods, offer a promising pathway toward 
ICU mortality prediction.

The aim of this research is to use the stacked ensemble 
model to improve the accuracy of predicting patient 
mortality in the ICU. The use of the stacked ensemble 
model combining several ML models is a relatively 
new approach, as it takes advantage of the strengths of 
different algorithms. This allows for better understanding 
and utilization of the data while enhancing the overall 
performance of the prediction system. Despite its 
application already in relevant studies, the advantages of 
this approach in improving patient mortality in the ICU 
have not been well documented.

2. Dataset description
This study utilized the electronic ICU (eICU) Collaborative 
Research Database,18 a publicly available resource 
containing anonymized health data from over 200,000 
ICU patients across the United States in the period 
2014 – 2015. This database encompasses a wide range of 
clinical information, including vital signs, demographics, 
laboratory results, medications, as well as mortality 
outcomes.

To align our prediction system with existing ICU 
protocols and practices, we built a framework comparable 
to the actively used APACHE IV system. We employed a 
tailored dataset derived from specific eICU database tables, 
using the same specific features as this established system.

Given the sensitive nature of the clinical input features, 
we prioritized ethical considerations by avoiding manual 
imputation techniques. Directly filling missing values in 
specific clinical parameters carried significant risks, which 
could lead next to potentially harmful misinterpretations. 
While some patient records contained missing values in 
specific input features, we strategically decided to retain 
them, aiming to enhance the model’s generalization 
ability and performance by exposing it to further and 
more complex data patterns. Therefore, we avoided any 
manual pre-processing techniques, such as synthetic data 
generation or handling of missing values.

As shown in Table  1, the final dataset comprises 35 
features (18 categorical, 17 numerical) with a single binary 
output variable, representing the mortality outcome of 
a patient during their ICU stay. In addition to avoiding 
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imputations, we aimed to ensure that the output column 
of the dataset contained non-empty values; reducing 
the available dataset records to 148,532 ICU patients for 
further pre-processing (139,917 survived and 8,615 non-
survived).

To address the high-class imbalance in the dataset, we 
undersampled the majority class (survived) during model 
training using random selection. This approach aimed 
to prevent bias toward survival and ensure the model 
accurately estimates the probability of ICU patient mortality 
by fine-tuning the respective model hyperparameters. In 
that way, we developed a balanced dataset resulting in a 
dataset of 17,230  patients with an equal distribution of 
survived and non-survived patients – 8615 records each.

Undersampling can resolve bias toward the minority 
class and offers significant computational advantages by 
reducing training time and memory demands. It can also 
reduce the model’s complexity and has the potential to 
improve interpretability. This may also reduce noise within 
the minority class and enhance generalization performance 
by focusing on more valuable data points.19

3. Methodology
Various ML and deep learning algorithms were employed 
in this research, such as Decision Trees, Random Forests,20 
Extra Trees,21 XGBoost,22 CatBoost,23 Light Gradient-
Boosting Machine (LightGBM),24 and Neural Networks.25 
Moreover, various ensemble learning algorithms were used. 
To ascertain the optimal architecture, a comprehensive 
model evaluation was undertaken.

This process involved leveraging the default feature 
handling capabilities of each ML model. The hyperparameter 
values were carefully optimized and defined during the 
training phase to maximize performance, as described 
in more detail in the subsection below. The developed 
models were evaluated by considering the values of 

specific performance metrics of ensemble learning,26 
ultimately leading to the development of effective model 
combinations. The final model was trained in 127.82 s 
using an Apple M1 Max 32-Core GPU with 32 GB of 
unified RAM.

3.1. Development of ML models

The purpose of this research was to develop several robust 
models capable of predicting patients’ ICU mortality. 
Typically, the first step was data pre-processing and 
hyperparameters’ tuning by employing various strategies. 
The developed model exploited the native pre-processing 
capabilities of each distinct algorithm. It utilized feature 
selection, data scaling, categorical variable encoding, 
and feature importance analysis techniques which were 
tailored to the architecture of each model. Through 
refinement, the most effective training processes were 
determined, maximizing the predictive power of the 
algorithms. This enabled the determination of the most 
suitable settings for each algorithm’s key hyperparameters, 
toward the direction of the optimal performance. Through 
this iterative optimization process, the performance of our 
models was optimized, the bias was mitigated, and the 
generalization ability of the model was certified on novel, 
first-time-seen data.

As it has been already mentioned, several ML algorithms 
were considered. This paper focuses on the most robust 
ones, namely Decision Trees, gradient-boosted trees 
(GBTs), and Random Forests. Decision trees can be easily 
interpreted, although they are often prone to overfitting. 
GBTs, on the other hand, mitigate this by sequentially 
building ensembles of trees, while Random Forests 
combine multiple decision trees through diverse subsets of 
data and input features, leading to a better generalization 
and accuracy of the respective model.

Moreover, we took into consideration additional 
contemporary and state-of-the-art algorithms. XGBoost, 

Table 1. Dataset variables

Categorical Gender Intubation Readmission Emergency surgery Age Lymphoma

GCS (Eyes response) GCS (Verbal response) GCS (Motor response) Operative/Non-operative Immunosuppression AIDS

Hepatic failure Metastatic cancer Leukemia Cirrhosis Thrombolysis Dialysis

Numerical Hematocrit Albumin Temperature Heart rate Respiratory rate FiO2

PaO2 PaCO2 Arterial pH Na+ (sodium) Urine output Creatinine

Mean arterial 
pressure 

Blood urea nitrogen White blood cell count Blood sugar level Bilirubin

Output ICU mortality

Abbreviations: AIDS: Acquired immune deficiency syndrome; FiO2: Fraction of inspired oxygen; GCS: Glasgow Comma Scale; ICU: Intensive care unit; 
PaO2: Partial pressure of oxygen; PaCO2: Partial Pressure of Carbon Dioxide.
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LightGBM, and CatBoost are all powerful gradient 
boosting algorithms known for their superior performance 
when compared to Random Forests, Decision Trees, and 
GBTs.27 XGBoost’s robust performance stems from careful 
tree pruning and regularization techniques,22 making it 
a good candidate for complex datasets. LightGBM, on 
the other hand, distinguishes itself in terms of speed and 
efficiency. It employs Gradient-based One-Side Sampling 
and Exclusive Feature Bundling algorithms, enabling faster 
training times while maintaining high accuracy through 
its GBT methodology.28 CatBoost shines in its ability to 
handle categorical features directly without the need for 
taking into consideration external pre-processing steps. Its 
efficacy stems from its algorithm, which integrates ordered 
boosting and symmetrical tree learning to effectively 
address potential overfitting challenges.23 This leads to 
models with high generalization ability.

To gain deeper insights into the dataset and the trained 
models, their respective metrics were saved in discrete 
folders, each corresponding to a specific model. This 
approach allowed the identification of the most effective 
algorithms for mortality prediction on the given dataset. 
Indicatively, Figure 1 demonstrates the feature importance 
analysis based on a specific CatBoost algorithm.

The SHAP beeswarm plot in Figure  2 provides a 
detailed, feature-level analysis of the most significant 
indexes for ICU mortality, focusing on how individual 
input features contribute to the model output. By 
leveraging the TreeExplainer, which makes use of the Tree 

SHAP algorithms specifically designed for ensemble and 
tree-based models, we were able to accurately calculate 
the SHAP values associated with each feature. This enables 
us to determine the most significant contributing features 
as well as their level of relevance based on their SHAP 
values. Furthermore, a detailed comprehension of how 
these features interact and affect the model’s predictions 
is provided by the bee swarm plot’s ability to show the 
distribution of SHAP values across all instances. By 
examining the SHAP values for each feature, we can gain 
a deeper understanding of which factors have the greatest 
impact on patient outcomes, ultimately informing more 
effective clinical decision-making.

The aforementioned organizational structure 
contributed to the identification of the optimal candidates 
to be integrated into a powerful final ensemble model. 
After careful evaluation of the metrics, the architecture 
of the final model derived following ensemble learning.26 
Opting for this strategy proved highly effective, offering 
the best overall metrics, with the combination of three 
models. The winning combination consisted of a stacked 
ensemble learning model,29 employing the CatBoost and 
the Random Forests algorithms.

Stacked ensemble learning is a hierarchical ML 
technique that combines multiple steps, as depicted in 
Figure  3. Initially, multiple discrete models (Level-0 
models), are trained independently on the given dataset. 
Subsequently, the Level-0 model predictions are used to 
generate a new input dataset that is needed to train the 

Figure 1. Feature importance analysis based on the CatBoost classifier with the greatest weight of the final model
Abbreviations: AIDS: Acquired immune deficiency syndrome; BSL: Blood sugar level; BUN: Blood urea nitrogen; FiO2: Fraction of inspired oxygen; 
GCS: Glasgow Comma Scale; MAP: Mean arterial pressure; PaO2: Partial pressure of oxygen; PaCO2: Partial Pressure of Carbon Dioxide; WBC: White 
blood cell count.
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meta-model (Level-1), by combining the aforementioned 
predictions and effectively learning to weight the 
predictions of each Level-0 model. Taken together, the 
stacked ensemble learning outputs the final predictions 
and delivers more accurate and robust results.

Analogous to Figure  3, Level-0 consisted of two 
non-identical CatBoost models and a Random Forests 
one. The initial CatBoost model, assigned the highest 
importance weight equal to 27. The model was trained 
with a learning rate of 0.1 and a Random Subspace 
Method of 0.9. The second CatBoost model utilized 
mainly the same hyperparameters, except from one. The 

Figure 2. SHAP Beeswarm plot
Abbreviations: AIDS: Acquired immune deficiency syndrome; 
BSL:   Blood sugar level; BUN: Blood urea nitrogen; FiO2: Fraction of 
inspired oxygen; GCS: Glasgow Comma Scale; ICU: Intensive care unit; 
MAP: Mean arterial pressure; SHAP: SHapley Additive exPlanations; 
WBC: White blood cell count.

Figure 3. Stacked ensemble learning process flow

only hyperparameter variation was that the first CatBoost 
model had a depth of 8, whereas the second had a depth 
of 7. Moreover, the importance of the second CatBoost 
model was equal to 1. Guided by the feature importance 
analysis of the respective classifier, the second CatBoost 
model reduced its training feature vector by excluding 
the following features: hepatic failure, leukemia, AIDS, 
lymphoma, cirrhosis, and immunosuppression. Finally, 
the Random Forests model classifier was implemented 
using the Gini impurity criterion, a broadly used metric 
for evaluating split quality during tree construction. The 
number of all features considered for node splitting was 
reduced by setting the maximum features parameter to 
70%. Finally, a minimum of 30 samples per node split was 
enforced, and the maximum tree depth was constrained to 
7 nodes. These hyperparameter settings contributed to the 
overall efficacy of the ensemble learning strategy.

After extensive validation and performance evaluation, 
we concluded to the aforementioned ensemble structure. 
The subsequent section describes the results from the 
validation and evaluation methods used in this study.

4. Results
The 10-fold cross-validation approach was employed, 
to improve generalization ability and to reduce the 
possibility of overfitting. Cross-validation maximized 
model generalization by minimizing the bias potential 
associated with single train-test splits, resulting in an 
evaluation that is more robust and trustworthy. The trained 
models were evaluated using a variety of metrics, such as 
F1, accuracy, precision, and recall, each of which offered a 
unique perspective on this binary medical categorization 
task. The optimal architecture was selected based on a 
comprehensive comparison of the metrics, with particular 
emphasis placed on the F1 score.

A comparative examination of the F1 scores attained 
by the various models examined in this research is 
shown in Figure 4. Prior to ensemble learning, individual 
models such as Random Forests, LightGBM, XGBoost, 
and CatBoost demonstrated the most promising results, 
as observed in separate evaluations. Nevertheless, the 
utilization of stacked ensemble learning yielded an 
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additional improvement, with an F1 score slightly higher 
than those of any single model.

Indicatively, CatBoost emerged as the top-performing 
base model, achieving an F1 score of 0.935571 and a logloss 
of 0.175849. LightGBM closely followed with an F1 score 
of 0.935262 and a logloss of 0.178687, while XGBoost 
delivered an F1 score of 0.93 and a logloss of 0.182571. 
The important nature of the problem necessitated not 
only great overall performance but also a careful balance 
between limiting false positives and false negatives, even 
if these models demonstrated high accuracy. Therefore, 
we examined stacking ensemble learning further to 
outperform any single model.

Figure  5 shows the distribution of the F1 scores 
among the models grouped by type to provide a clearer 
understanding of them and also the ensemble potentials 
compared to single models. The boxplot effectively 
illustrates the skewness and performance ranges for 
every model category. The most effective single models 
were produced by XGBoost, LightGBM, and CatBoost, 
according to the analysis of the respective diagram. 
In the context of this task, this visualization offers a 
thorough insight of the relative performance strengths and 
weaknesses of the discrete model types.

As mentioned, a comprehensive evaluation of key 
performance metrics was conducted. Our top-performing 
model, a stacked ensemble, achieved the highest F1 score 
while significantly minimizing false positive and false 
negative mortality predictions. This metric is essential 
as accurately predicting mortality is vital. Notably, the 
area under the curve (AUC) achieved a value of 0.97741, 
highlighting a remarkable discriminative ability in 
differentiating between the alive and the expired ICU 
patients. This enables the model to recognize the positive 
cases while effectively diminishing the false positive 
predictions. Furthermore, the accuracy was equal to 
0.941882, while the F1 score attained a value of 0.941914, 
reflecting a remarkable balance between precision and 
recall. Precision reached the value of 0.940967 and recall 
was equal to 0.942862, indicating the model’s remarkable 
ability to accurately classify the mortality outcome. The 
analysis indicates that the stacked ensemble learning 
approach can effectively identify the ICU patient mortality 
outcome. The model’s notable performance across 
metrics strongly suggests its potential to provide reliable 
predictions, ultimately supporting the medical staff in 
their critical decisions.

The comprehensive evaluation of the stacked ensemble 
model, including the analysis of metrics and visual 
representations, such as confusion matrices and receiver 
operating characteristic (ROC) curves, provided a clear 

picture of its strengths and weaknesses. These findings 
were instrumental in concluding its final architecture.

5. Discussion
This paper introduces a stacked ensemble learning 
approach that can accurately predict the ICU mortality in 
patients. The accuracy rate was as high as 94%, and this 
not only clearly points out the significant advantages of 
ensemble learning but also calls for more research and 
development. This is of extreme importance, especially in 
healthcare, as computer-aided predictions and forecasts 
can be of great assistance in clinical decision-making.

Our final stacked ensemble learning model combines 
the strengths of the CatBoost and the Random Forests 
algorithms. The optimal architecture was chosen based on 
the performance evaluation, especially capturing complex 
relationships between the discrete medical input variables. 
CatBoost excelled in natively handling the categorical 
features, and its gradient-boosting framework allowed 
the model to make strong base predictions. Subsequently, 
the Random Forests model with its built-in randomness 

Figure 4. Performance comparison of models trained

Figure 5. Boxplot comparison of performance across model types
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provided a different perspective, potentially mitigating 
overfitting and identifying non-linear patterns in the data.

Interestingly, the obtained results revealed that although 
XGBoost performed better than all other single-model 
methods in terms of accuracy, it eventually fell behind 
the ensemble model’s performance. While XGBoost was 
able to attain metrics that were similar to those of the final 
ensemble model, the stacked framework’s combination 
of CatBoost and Random Forests proved to be slightly 
more powerful, demonstrating the synergistic potential of 
ensemble learning. This result highlights the importance 
of combining different algorithmic strengths to get the 
best possible predictive accuracy in challenging prediction 
tasks, such as healthcare.

In addition to the methods mentioned above, there are 
other innovative approaches that use various combinations 
and techniques to predict mortality. In one such study, for 
example, Viton et al.30 developed a multichannel approach 
based on Convolutional Neural Networks (ConvNets/
CNNs) to analyze data from the Medical Information Mart 
for Intensive Care (MIMIC)-III database. Their model 
separates multivariate time series into univariate channels 
and applies separate ConvNets to extract features from each 
channel. The extracted features are combined and used in a 
Multilayer Perceptron for the final prediction. This model 
was trained and evaluated, achieving high accuracy, with 
ROC curve (AUC≈0.85) that was comparable to other 
state-of-the-art methods.30

The algorithm combination using a stacked ensemble 
model achieved significantly high performance with an 
AUC of 97.74%, accuracy of 94.19%, F1-score of 94.19%, 
precision of 94.09%, and recall of 94.28% in the current 
study. In other studies, similar or lower scores have 
been found. For instance, in the study by Darabi et al.31 
evaluating GBTs and Deep Neural Networks (DNN) from 
the MIMIC-III database, it was found that the GBT model 
achieved an AUC of 87.30% in the test set, while the DNN 
model performed significantly lower. The F1-score in the 
GBT model was equal to 0.81, the precision was 0.80, and 
the recall was 0.80. However, this research considered 
data from a single institution, the dataset was relatively 
smaller, and no specific pre-processing strategy was 
reported. Furthermore, the model may have been affected 
by overfitting, particularly in the DNN (significant gap 
between training and test dataset values).31

Several studies are aiming not only at predicting 
mortality but also in other important aspects for ICU such as 
predicting admission and length of stay (LOS). Dan et  al.32 
used ML techniques including Support Vector Machine 
(SVM) for binary classification tasks, ensemble learning 
for balancing sample sizes, Least Absolute Shrinkage, and 

Selection Operator (LASSO) regression to predict the LOS 
of patients with COVID-19 in ICU in Wuhan, China. The 
overall accuracy was equal to 0.92 and AUC had a value 
of 0.98. However, despite the slightly higher values, the 
sample size was relatively small (733 patients) focusing on 
a specific category of patients.32

In another study in the United States, Yu et al.33 
combined mortality with mechanical ventilation needs 
predictions of patients in the ICU. Yu et al. applied ML 
algorithms, specifically ensemble methods, with XGBoost 
for mechanical ventilation and CatBoost for mortality 
predictions. The model accuracy for predicting mortality 
reached 88.3% and the AUC was 90%; the dataset was also 
relatively small (3491 COVID-19 patients), and the study 
time was very narrow (from February 20, 2020 to May 5, 
2020) which may limit the predictive ability of the model 
over time. In addition, the dataset for mortality predictions 
was not reported to be balanced (number of survivors and 
non-survivors), which may affect the sensitivity of the 
results since these models tend to predict the dominant 
category (i.e., survivors) more often. Most importantly, as 
in other studies of COVID-19 patients, other confounding 
factors such as fearful conditions among workers and 
resource constraints in the early time of the pandemic 
may have contributed to a misleadingly higher need for 
mechanical ventilation and/or mortality.33

Similarly, with a training dataset of 3597 patients and a 
validation dataset of 1711 patients from the Massachusetts 
General Brigham dataset, Subudhi et al.9 applied a variety of 
models, including AdaBoost, Bagging, Gradient Boosting, 
Random Forests, XGBoost, and Extra Trees classifiers. 
All algorithms had a high F1 score, which was higher or 
equal to 0.8. Random Forests and Extra Trees classifiers 
reached a value of 0.87 for F1 score index whereas Linear 
Discriminant Analysis reached F1 score equal to 0.88. The 
authors concluded that ensemble-based methods generally 
performed well with F1 higher or equal to 0.83. The authors 
reported a calculation of missing values with the K-Nearest 
Neighbor algorithm, which can produce data distortion. 
In addition, the model’s performance was diminished, 
particularly in the prediction of mortality, as a result of the 
temporal validation, which utilized data from a distinct 
time period.9

ML models have been developed for various subgroups 
of patients, e.g., to predict in-hospital mortality in patients 
after cardiovascular surgery admitted to the ICU.11 In 
this study, authors evaluated five discrete ML models: 
inverse stepwise Logistic Regression (LR), LR with LASSO 
regression, Random Forest, Decision Tree model with 
XGBoost, and DNN. A  total of 5860  patients from the 
eICU Collaborative Research Database were included 
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in the study. The XGBoost model showed superiority 
of predictive performance over traditional models 
(APACHE-IV and SOFA) with an AUC of 0.86.

Nevertheless, the results generalizability to other ICU 
patients was restricted by the difficulty of predicting 
mortality in a specific patient cohort. In addition, the use 
of multiple imputations to address missing data, despite 
providing more complete sets for model training, may 
have contributed to bias since it produced a sample that 
was different from the “natural” actual dataset. Finally, the 
low mortality rate (3.4%) may have led to an imbalanced 
sample resulting in – due to overfitting – high accuracy 
overall, but low sensitivity in predicting mortality and 
insufficient generalizability. The authors do not seem to 
have used techniques such as resampling or oversampling 
of the disadvantaged category to address this challenge.11

Other attempts using stacking ensemble models 
have been made to predict ICU mortality in some 
specific patient categories, such as patients with heart 
failure (HF). In their study, Chiu et al.13 collected and 
analyzed data from 6699 HF patients from the MIMIC-
III database. Their model had slightly higher accuracy 
(95.25%), which, as in other cases, can be attributed to 
the focus on a specific patient cohort, but AUC was quite 
low (82.55%). Furthermore, the other metrics (precision 
80.30%, recall 66.82% and F1-score 72.86%) did not seem 
to be remarkably high.13 The stacking ensemble model 
overall outperformed models such as Random Forests, 
Support Vector, K-Nearest Neighbors, LightGBM, Bagging 
and AdaBoost. The main limitations should include the 
retrospective nature of the data collected from a long time 
ago (collected between 2001 and 2012), which may involve 
bias due to possible evolution of HF treatment protocols, 
the use of data from a single center, and the use of a single 
patient category. Finally, the study showed the maximum 
results in predicting mortality within three days, which is a 
strong advantage over other studies that do not have such 
limitations.13

This study considered data from a publicly available 
database, which may have contributed to higher overall 
model performance, but with less adaptation to local 
conditions. In studies such as Choi et al.10 in South Korea, 
an approach was taken that produced varying results 
depending on the individual hospitals (hospitals “S” 
and “G”). Data were collected from 2006 to 2020 and 
included 85,146  patients. The study included ensemble 
techniques and found that among other ML models 
evaluated (K-Nearest Neighbor, Decision Trees, Random 
Forests, XGBoost, LightGBM, SVM, and artificial neural 
networks), the XGBoost and LightGBM algorithms had 
the best overall results. With XGBoost achieved an AUC of 

0.977 and an F1 of 0.840 in hospital “S,” and with LightGBM 
achieved an AUC of 0.955 and an F1-score of 0.762 in 
hospital “G.”10 In general, the difference between hospitals 
can be attributed to several factors, such as the composition 
of patient characteristics, medical and nursing practices, 
medical and nursing staffing, and other hospital resources. 
This suggests that the success of ML models may depend 
largely on their adaptation to the local context of each 
hospital, whose importance was noted by the authors.10

In another case of using a stacking ensemble model, 
Hwangbo et al.34 attempted to predict 6-month mortality 
in ischemic stroke patients without reperfusion therapy. 
The sample was 8787  patients from a special dataset 
(International Stroke Trial) in South  Korea. The results 
showed an AUC of 0.783, accuracy of 71.6%, sensitivity 
of 72.3%, specificity of 70.9%, and F1-score of 0.420. The 
stacking ensemble model showed comparable or slightly 
better performance (especially in AUC) compared to 
traditional models. However, the performance of the model 
can be considered relatively poor, and this is likely due to the 
use of very early clinical data (or clinical variables that may 
not fully capture the complexity of the patient’s condition). 
Data collected later in the disease may be helpful for more 
accurate mortality prediction. Furthermore, the exclusion 
of many patients from the dataset due to various criteria, 
and the old dataset (from the 1990s), were limitations that 
may have introduced biases and reduced the overall usable 
information generated.34

The importance and interpretability of the clinical 
characteristics included in the different datasets are crucial. 
In a study, for example, in Japan, Iwase et al.35 included in 
their variables additionally lactate dehydrogenase (LDH), 
which turned out to be the most critical predictor. Overall, 
LDH, along with lactic acid and platelet count, emerged 
as the most important variables for predicting mortality, 
which is consistent with the existing clinical literature 
(especially for LDH) as high LDH levels have been 
associated with mortality in patients with sepsis, acute 
respiratory distress syndrome, and acute pancreatitis. 
The authors tested several algorithms (Random Forests, 
XGBoost, Neural Networks) on a sample of 12,747 ICU 
patients to predict mortality and LOS. The study showed 
that Random Forests had the highest performance with 
AUC of 0.945.35

As it has been reported elsewhere, the XGBoost 
algorithm appears to be used in several similar studies 
for prediction analyses. In the study by Pang et al.,36 for 
example, XGBoost, as an ensemble technique, showed the 
best performance among the models tested XGBoost, LR, 
SVM, and Decision Trees. They applied the undersampling 
technique with a random subset of 14,110  patients from 
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the MIMIC-IV database with an equal number of survived 
and non-survived ones. The XGBoost model achieved 
the highest accuracy (83.4%), while the model sensitivity 
was 82.2%, specificity 84.6% and AUC 0.918, indicating 
excellent discrimination.36

This study employed a stacked ensemble learning 
method, which mainly included CatBoost and Random 
Forests. This method resulted in a fairly high accuracy 
of 94% in predicting mortality in ICUs. Similar studies 
have applied the above method with equally good results 
not only for mortality prediction but also for LOS or 
probability of admission in the ICU. These outcomes were 
of particular clinical and strategic importance during the 
COVID-19 pandemic. In such a study of 956 patients in 
two Iranian hospitals, results showed that stacked ensemble 
models generally outperformed individual ML models in 
predicting ICU admission and LOS.37 However, in their 
study, they showed that the XGBoost model performed 
slightly better than the results of the final stacked model.37

Sun et al.38 also used the MIMIC-IV database with 
a subset of 1,722 cardiac-arrest patients to predict 
in-hospital ICU mortality in this patient cohort. They 
applied an ensemble method comparing models such as 
LASSO regression, XGBoost, and LR. The study compared 
these models with the National Early Warning Score 2 
(NEWS  2) tool. This tool is an updated version developed 
in 2017 by the Royal College of Physicians to detect and 
manage clinical deterioration in adult patients.39 The 
ML models showed better prediction efficiency than the 
NEWS2 model, with the LASSO model outperforming, 
with an AUC of 0.7879 and 0.7994 (in the training and 
validation sets, respectively). The authors claimed that 
the findings are consistent with medical literature and 
highlighted the role of variables such as age, physiological 
parameter scores (SAPS III), vital signs, and metabolic 
parameters in determining patient outcome.38

Research with the stacked ensemble method for 
predicting mortality in ICU patients is not adequate. 
Several important studies that have been conducted in 
specialized patient cohorts do not show particularly high-
performance metrics. For example, in one such recent 
study, Liu et al.40 used a subset of ICU patients with 
sepsis-associated encephalopathy. The AUC was 0.807 and 
0.671 (in the training and validation set, respectively) and 
F1-score of 0.486. Although the number of data can be 
considered sufficient (9943 patients), they came from two 
different time periods and different databases (MIMIC-IV 
and eICU Collaborative Research Database).

Liu et al.40 relied on a LASSO strategy to select the 
characteristics, excluding the least important ones.40 Thus, 
although there may be a reduction in the complexity of 

the model and an improvement in its ability to generalize 
to new data, the risk of losing information hidden in less 
important variables that are displaced is real.41

Another interesting case with the stacked ensemble 
method is the combination of using traditional mortality 
calculation systems such as APACHE with ML techniques. 
One such example is the study by Ren et al.42 with data 
from the Women in Data Science Datathon 2020 database, 
and the MIMIC-III database. The total sample was over 
100,000 patients, of whom 83,798 survived and 7915 did not 
survived. The stacked ensemble method model achieved 
the highest performance in metrics such as accuracy, 
precision, recall, specificity, F1-score, and AUC compared 
to discrete models, such as LR, Naive Bayes, Random 
Forests, or XGBoost. However, the authors reported a 
significant problem with missing values (only 300 cases out 
of the total sample had no missing data at all) that could 
potentially affect accuracy and may introduce bias during 
model training. Moreover, there was a challenge with high 
dimensionality (the dataset contained 186 features), which 
may increase the complexity of the model, make it difficult 
to interpret the features, and complicate the model with 
redundant or highly correlated features.42 Another crucial 
aspect to consider is the integration of ML algorithms into 
Electronic Health Record (EHR) systems. The goal is not 
only to improve the accuracy and reliability of data entry, 
processing, and analysis but also to retrieve safe and useful 
conclusions and predictions about patient outcomes.43,44 
Many different studies focus on this goal by leveraging 
ML to automate EHR data analysis, extract causes of death 
or predict risks and complications.45,46 Researchers have 
proposed techniques such as Natural Language Processing46 
for unstructured data analysis, and new architectures 
such as Model Cabinet Architecture for interoperability 
improvement, continuous model training, and alerts and 
notifications to enhance decision-making.47 Applications 
for improving clinical care and research are impressive, but 
there is still a lot of research ground to cover. The difficulty 
of adapting ML models to EHR workflows, understanding 
and overcoming technical limitations, complying with 
regulatory requirements, overcoming resistance from 
healthcare professionals, and the need for ongoing model 
evaluation are among the many barriers.48

6. Conclusion
This study demonstrates the efficacy of stacked ensemble 
learning for predicting ICU mortality. We obtained 
remarkable results with an accuracy of 94.1882%, precision 
of 94.0967%, recall of 94.2862%, and an F1-score of 
94.1914% in a balanced dataset of 17,230 ICU patients by 
combining two CatBoost and one Random Forests model. 
This stacked ensemble model underlines how combining 
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several algorithmic perspectives can improve prediction 
accuracy, outperforming many previously reported 
findings.

Many studies use various clinical features as inputs in 
their attempts to achieve higher metrics for predicting 
mortality in the ICU. Although it can be advantageous to 
expand the scientific search by incorporating a variety of 
patient characteristics, direct performance comparisons 
are difficult due to a plethora of factors in ML models. 
Furthermore, the number of attributes used in related 
research is sometimes excessive, overlooking the difficulty 
of measurement that may be unfeasible in many ICUs. 
In our study, we used almost exclusively the clinical 
parameters of APACHE IV, as this is one of the most 
commonly accepted systems for measuring the severity and 
mortality prognosis of ICU patients. However, we did not 
include other parameters, which would potentially affect 
the significance of each metric and alter the final results.

This research has some limitations. The dataset 
was derived from a database that includes many U.S. 
hospitals. The debate about using a more generalized 
dataset versus being sensitive to more local data and 
adapting models to the local characteristics of each 
hospital is associated with the aim of each study. The 
first option may produce results that are less specific 
but more flexible across scenarios, and the latter is more 
precise but less generalizable to other patient groups. 
The purpose of this research effort was to define a 
model architecture that is validated on larger datasets, 
with increased prediction accuracy. Despite the cross-
validation technique that we applied, it is likely that the 
accuracy we achieved would be different in real local 
datasets such as a specific hospital, or in specific patient 
groups. The chronological age of our data was another 
limitation. The data was collected between 2014 and 
2015. With the rapid progress in critical care, there have 
been advancements in medical and nursing care, as well 
as changes in technology and strategies for admitting, 
treating, and discharging patients. Furthermore, our 
data do not include patients during the pandemic time, 
which may differentiate results and comparisons with 
results from other similar studies during the pandemic, 
or even after the pandemic period. Finally, although the 
undersampling strategy and its advantages were justified, 
in general, it can also introduce certain limitations. In 
particular, removing significant major-class records can 
lead to overfitting if not properly executed. In addition, 
bias toward one class in the undersampled data may 
be reflected in the final results, leading to non-optimal 
performance on unseen data. Our analysis revealed 
though that the SHAP values derived from the original 

dataset (before undersampling), aligned with the SHAP 
diagram of our final dataset presented in this study. This 
suggests that our approach did not overlook any critical 
nuances inherent in the majority class.

In conclusion, the findings of this research highlight 
the enormous potential of ML, especially stacked ensemble 
learning for precise mortality prediction among ICU 
patients. Medical personnel, including nurses, might find 
this method useful in providing information on optimal 
patient care procedures and allocating resources in an ICU. 
Further investigation holds potential in examining whether 
this model can be applied to a variety of patient demographics 
and healthcare settings. In essence, our research envisions 
enhancing mortality prediction, fostering a better grasp 
of patient dynamics, and ultimately contributing to the 
continuous improvement of ICU practices.
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