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Abstract
The surge of data center loads and high renewable penetration threatens power system stability, requiring joint

power-computing scheduling. This paper presents an attention-driven hierarchical multi-agent proximal policy
optimization ( H-MAPPO) method to solve the coordination issue. A Transformer-based fine-grained task-
computing-power coupling model is built to map diverse computing tasks to grid loads. The grid-computing
interaction is formulated as a Stackelberg game via bi-level Markov decision process (MDP). The upper agent
conducts global dispatch with proximal policy optimization ( PPO ), and lower agents use attention-based
coordination algorithm PPO (ACA-PPO) for distributed task scheduling. Tests on German European network of
transmission system operators for electricity ( ENTSO-E) grid data and Google cluster traces reveal H-MAPPO
attains 98. 36% profit of the optimal mixed integer quadratic programming (MIQP), shortens solving time from
342. 6 s to 2. 5 s, and lifts task completion rate by 21. 6% versus hierarchical independent proximal policy
optimization (H-IPPO). The hierarchical attention-aided framework supports scalable real-time power-computing
collaborative scheduling for low-carbon grids.
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1　 Introduction

With the rapid expansion of the digital economy, the
surge in data center computing loads and the inherent
volatility of renewable energy have created severe
supply-demand imbalances in power systems.
Collaborative scheduling of electricity and computing

systems has thus become critical for grid stability[1 - 2] .
However, existing research faces significant challenges
in modeling and optimization efficiency.

Firstly, most existing studies rely on coarse-grained
power usage effectiveness ( PUE)-based or aggregate
load models, where data centers are treated as
indivisible loads. Such models cannot accurately
capture the task-level heterogeneity and the nonlinear
coupling between computing services and electricity
demand, thus limiting the precision of collaborative
scheduling[3 - 4] . Secondly, the collaborative system
involves massive decision variables across generation,
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transmission, and resource allocation. Traditional
methods like MIQP often require hours to solve high-
dimensional problems, failing to meet the second-level
response requirements of the electricity market[5 - 6] .
Thirdly, while deep reinforcement learning ( DRL)
offers adaptive capabilities, existing frameworks often
lack effective hierarchical coordination mechanisms to
model the leader-follower interaction between grid
dispatch and computing response[7 - 8] .

To address these challenges, an attention-aware
collaborative scheduling method based on H-MAPPO,
namely hierarchical multi-agent reinforcement
learning, is proposed in this paper. The main
contributions are as follows.

1 ) This paper constructs a fine-grained task-
computing-power coupling model. A service-oriented
representation system is established to bridge
heterogeneous computing service characteristics with
physical power constraints, thereby enabling accurate
mapping from service tasks to grid-perceptible loads.

2) This paper formulates a bi-level collaborative
optimization framework for the power-computing
coordination problem. The problem is modeled as a
Stackelberg game formalized via a bi-level MDP,
balancing the global economic optimality of the power
system with the local flexibility of computing nodes.

3 ) This paper proposes a multi-head attention
embedded H-MAPPO algorithm. A hierarchical
framework is designed in which macro-dispatch is
performed by the upper-level agent, and dynamic node
correlations are captured by lower-level agents through
ACA-PPO, namely an attention-based coordination
algorithm.

The rests of this paper are organized as follows.
Sect. 2 reviews the related work regarding electricity-
computing collaboration and the application of
reinforcement learning in scheduling problems. Sect. 3
constructs the fine-grained task-computing-power
coupling model and establishes the mathematical
formulation for the collaborative optimization problem.
Sect. 4 details the proposed H-MAPPO framework,
including the hierarchical game mechanism and the
attention-based ACA-PPO algorithm. The simulation
results and performance analysis are illustrated in

Sect. 5. Finally, Sect. 6 concludes the paper and
outlines future research directions.

2　 Related work

2. 1　 Unified modeling of computing-electricity systems

Accurate system modeling is the prerequisite for
effective collaboration. Existing research on computing
load and its coupling with power systems demonstrates
a trend evolving from macro statistics to micro
mechanisms. Early macro models were predominantly
based on statistical methods such as autoregressive
integrated moving average ( ARIMA) [9 - 10], treating
data centers as black boxes focusing solely on total
power consumption[11], thus lacking explanatory power
for structural variations in internal loads[12] .
Subsequent PUE models linked information technology
( IT ) power consumption to total power
consumption[13 - 14] ; however, by treating IT equipment
as an indivisible entity, they failed to reflect the
nonlinear relationship between the value of computing
tasks and energy consumption[15 - 16] . Further
hardware-level models attempted to establish functional
relationships between power consumption and graphics
processing unit ( GPU) utilization[17] . Nevertheless,
research indicates that task type[18] and software
parameter configuration[19] are the fundamental drivers
of energy fluctuations, which are difficult to represent
accurately relying solely on hardware utilization.
Although recent studies have proposed unified multi-
party representation models to address the heterogeneity
of distributed renewable energy systems[20],
establishing a fine-grained link between specific
computing tasks and power consumption remains
challenging.

In summary, existing research still lacks an end-to-
end fine-grained mapping from computing tasks to grid
nodes. Existing models fail to capture the software-
defined characteristics and elasticity of the tasks
themselves, thereby limiting the precision of
collaborative optimization. In view of this, this paper
constructs a service-oriented task-computing-power􀆳
coupling model, aiming to systematically integrate task
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characteristics with hardware performance to lay the
foundation for realizing task-level collaborative
optimization.

2. 2　 Electricity-computing collaborative optimization

Collaborative optimization of electricity-computing is
primarily divided into two categories: traditional
mathematical programming and artificial intelligence
methods. Traditional methods represented by mixed
integer linear programming (MILP) can theoretically
obtain the global optimum[14] . However, when facing
large-scale heterogeneous resources and dual
uncertainties of generation and load, their
computational complexity grows exponentially, and
frequent re-solving makes it difficult to meet the real-
time response requirements of the power market[21 - 22] .
In contrast, DRL has become a research hotspot due to
its model-free and adaptive characteristics. Li et al. [7]

and Wu et al. [20] utilized deep deterministic policy
gradient ( DDPG) to optimize the operation of high-
proportion renewable energy grids, but the single-agent
paradigm faces a severe curse of dimensionality when
dealing with large-scale electricity-computing
systems[23] . Although multi-agent reinforcement
learning (MARL) mitigates scalability issues, direct
application to strongly coupled systems often leads to
convergence difficulties due to environmental non-
stationarity[24] . Existing improvement schemes, such
as hierarchical communication[25] or parameter
sharing[21], mostly lack formal modeling of the
hierarchical interaction between macro scheduling and
micro response, making it difficult to balance global
economy with local flexibility.

In terms of algorithm selection, regarding the power
system which demands extremely high safety and
stability, although off-policy algorithms like DDPG and
soft actor-critic (SAC) possess high sample efficiency,
they are sensitive to hyperparameters and prone to
training oscillation, making it difficult to ensure the
smooth execution of scheduling strategies[26 - 27] . In
contrast, PPO limits the policy update step size through
a clipping mechanism, demonstrating superior
performance in robustness and convergence

stability[28 - 29], thus rendering it more suitable for
macro-economic dispatch. For the computing system,
considering the distributed collaborative nature of task
scheduling, adopting the PPO framework based on the
centralized training decentralized execution ( CTDE)
paradigm allows for both the utilization of global
information to optimize strategies and the maintenance
of the independent execution capabilities of nodes[30] .

In summary, MARL provides a novel approach for
solving the collaboration problem of electricity-
computing systems. However, current research often
addresses specific problems in isolation, lacking an
integrated optimization framework capable of
organically fusing corresponding solutions. Therefore,
this paper proposes the H-MAPPO hierarchical DRL
optimization framework, aiming to systematically
address multiple challenges including non-stationarity,
hierarchical coordination mechanisms, and
heterogeneous information filtering, and to construct a
holistic integrated optimization framework.

3　 System modeling and framework

3. 1　 Architecture of electricity-computing collaboration
system (ECCS)

The architecture of the ECCS proposed in this paper
is shown in Fig. 1. This architecture takes the
collaborative optimization center as the hub, achieving
closed-loop control of the power subsystem and the
computing subsystem through bidirectional information
interaction. The power side covers uncontrollable
renewable energy units, controllable traditional units,
energy storage systems, and rigid base loads; the
computing side is modeled as flexible load clusters
capable of flexible response, containing heterogeneous
computing resources and multi-category task queues.
Based on global situational awareness, the
collaboration optimization center guides the computing
side to reschedule tasks by formulating regulatory
electricity prices. Combined with the dispatch of unit
output and energy storage on the physical side, this
achieves the ECCS optimization of the entire system.
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Fig. 1　 Architecture of ECCS
　

3. 2　 ECCS representation model

This section establishes a unified quantitative model
for heterogeneous resources within the collaborative
architecture.

For the computing node, the model focuses on task-
resource matching. Service requests are decomposed
into tasks R, where each task i is formalized as a tuple
R i = [ Rsta,i, Rcal,i, Rpri,i, Rocc,i ] standardized by 500
GFLOPS and 100 GB units. To capture flexibility, a
shiftability matrix DC = [ dci,cj]m × m is defined, where
dci,cj = 1 denotes time-shiftable tasks responsive to price
signals, and dci,cj = 0 denotes rigid tasks. These tasks
are processed by servers S, characterized by capacity
limits and power states [ Ssta,j,Scal,j,P full

Sj ,P
idle
Sj ], and

supported by energy storage E for power smoothing.
For the power node, the model quantifies the

regulation potential of supply and demand. The supply
side comprises generating units G following pre-
dispatched plans Ppre

Gl . The demand side consists of
loads L defined by feasible power ranges and regulation
limits. Their response capabilities are unified by a
regulation matrix DL, where d = [ dl,r] L × R,dl,r∈{0,
1, - 1} corresponds to fixed, shiftable, and curtailable
loads, respectively.

3. 3　 ECCS mapping model

To accurately characterize the complex energy
consumption features of heterogeneous computing
resources when executing different types of tasks, and
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to overcome the limitation of traditional physical
formulas in capturing non-linear software-hardware
coupling, this paper proposes a data-driven mapping
model FΦ (·) based on a Transformer deep neural
network.

First, a multi-dimensional feature input space is
constructed. The input feature vector x t at time t is
defined as consisting of resource occupation status,
task software features, and environmental
parameters:
xt = [Ut,St,Et] (1)
where Ut represents the real-time aggregated load
vector of various hardware resources within the node;
St characterizes the software features of the currently
running task set; and Et contains external variables
such as ambient temperature that affect cooling power
consumption.

Second, a time-series energy consumption prediction
model is established. The multi-head self-attention
mechanism in the Transformer architecture is utilized to
capture the long-term and short-term dependencies of
load fluctuations to predict the basic power
consumption P t

IT of IT equipment:
P t

IT = TΦ(xt - w,. . . ,xt) (2)
where xt - w,. . . ,xt is the historical feature sequence of

length w, and Φ represents the network weight
parameters obtained through offline training.

Finally, combining the PUE of the data center and
the regulation amount of the energy storage system, the
total load P t

C,all presented by the computing node to the
power grid is obtained:

P t
C,all = P t

ITPPUE(P t
IT) + ∑

v

h = 1
(P t

c,h - P t
d,h) (3)

where PPUE (·) is a non-linear fitting function
regarding the IT load, used to correct the energy
consumption changes of auxiliary equipment such as
cooling systems.

As shown in Fig. 2, the Transformer-based ECCS
mapping model consists of three main stages. The input
layer collects and integrates data from multiple
sources, such as computing resource usage and task
information, into a standardized format. The processing
layer uses a Transformer structure to analyze these
inputs, employing an attention mechanism to identify
the complex relationships between computing tasks and
equipment energy consumption. Finally, the output
layer generates the prediction results, providing both
the basic power required by the computing hardware
and the total system energy consumption, which
includes the necessary cooling power.

Fig. 2　 Structure of the Transformer-based ECCS mapping model

91



The Journal of China Universities of Posts and Telecommunications 2026

To enable generalization across different computing
infrastructure scenarios, the mapping model follows a
three-stage adaptability framework: 1 ) input
normalization: resource features are scaled to a unified
range, allowing the model to accommodate
heterogeneous hardware capacities without retraining;
2 ) task-type embedding: task characteristics are
encoded as learnable embeddings, enabling the model
to capture software-level energy signatures that vary
across application scenarios; 3 ) transfer learning
calibration: when deployed in a new data center
configuration, the model can be rapidly adapted using
only a small calibration dataset, significantly reducing
the cost of redeployment. This framework ensures that
the proposed coupling model is not tied to a specific
testbed but can be flexibly applied to diverse
electricity-computing integration scenarios.

3. 4　 Power system optimization model

The primary goal of the power system operation is to
maximize the net operating profit over the scheduling
horizon T. This objective is formulated as the total
electricity sales revenue derived from computing loads
minus the aggregate operational costs, including
thermal generation costs and energy storage degradation
costs. The optimization problem is formulated as
follows:

max ∑
t∈T

( ∑
m∈M

λ tPC
m,t - ∑

i∈G
C i(P i,t) -

∑
k∈S

Ck(PS
k,t) ) (4)

The thermal generation cost C i (P i,t ) for unit i is
modeled as a quadratic fuel cost function to reflect the
non-linear relationship between fuel consumption and
power output:
C i(P i,t) = ai(P i,t) 2 + biP i,t + ci (5)
where ai,bi,ci are the cost coefficients of the unit i.
The energy storage cost Ck ( PS

k,t ) accounts for the
degradation and maintenance expenses, which are
modeled based on the power throughput:
Ck(PS

k,t) = Kk,1 |PS
k,t | + Kk,2Ek,rated (6)

s. t.
P i,minui,t≤P i,t≤P i,maxui,t; 　 ∀i∈G,t∈T (7)
- Rdown

i ≤P i,t - P i,t - 1≤Rup
i ; 　 ∀i∈G,t∈T (8)

0≤PRE
j,t ≤PRE,max

j,t ; 　 ∀j∈R,t∈T (9)
- Pc,max

k ≤PS
k,t≤Pd,max

k ; 　 ∀k∈S,t∈T (10)
Ek,t = Ek,t - 1 - ηkPS

k,tΔt (11)
Emin

k ≤Ek,t≤Emax
k (12)

∑
i∈G

P i,t +∑
j∈R

PRE
j,t + ∑

k∈S
PS

k,t = ∑
m∈M

PC
m,t + PBase

t ,

∀t∈T (13)
ui,t∈{0,1}; 　 ∀i∈G,t∈T (14)
where Kk,1 represents the variable operation and
maintenance coefficient, and Kk,2 represents the fixed
capacity cost coefficient.

The constraints listed above ensure the physical
security and feasibility of the system operation.
Specifically, Eq. ( 7 ) defines the operational
boundaries for thermal units determined by the binary
commitment state ui,t constrained in Eq. ( 14 ).
Eq. (8) restricts the output variation rate to prevent
mechanical fatigue. Eq. ( 9 ) constrains renewable
output based on availability. The flexibility of the
energy storage system (ESS) is modeled in Eq. (10)
to Eq. (12), bounding charging / discharging power
and enforcing state of charge ( SOC ) continuity.
Finally, Eq. (13) enforces the power balance between
supply and demand.

3. 5　 Computing system optimization model

The computing system aims to maximize its total
service profit. This objective reflects the active
response of the computing side to the grid􀆳s price
signals λ t . The profit function is defined as the
revenue from computing services minus the electricity
costs and the operational wear-and-tear costs,
formulated as follows:
max ∑

t∈T
∑
m∈M

(Rcomp
m ( t) - λ tPC

m,t - Cop
m ( t)) (15)

The service revenue Rcomp
m ( t) is determined by the

value of tasks executed at the current time slot:
Rcomp

m ( t) = ∑
i∈J

vixi,m,t (16)

where vi represents the service value of task i. The
operational cost Cop

m ( t) captures the wear-and-tear
caused by resource switching, modeled as a penalty on
utilization fluctuation:
Cop

m ( t) = βm‖Um,t -Um,t - 1‖2
2 (17)
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s. t.

∑
m∈M

∑
t∈T

xi,m,t = 1; 　 ∀i∈J (18)

aixi,m,t≤txi,m,t≤(di - τi)·xi,m,t; 　 ∀i∈J,m∈M,
t∈T (19)

∑
i∈J

rixi,m,t≤Rm; 　 ∀m∈M,t∈T (20)

PC
m,t≤Pmax

m ; 　 ∀m∈M,t∈T (21)
xi,m,t∈0,1 (22)
where Um,t is the resource utilization vector and βm is
the penalty coefficient.

The scheduling strategy is strictly bounded by both
quality of service ( QoS ) and physical hardware
limitations. Specifically, Eq. ( 18 ) enforces the
atomicity of task execution, ensuring that each task i is
scheduled exactly once across all available nodes and
time slots. Eq. (19) defines the valid time window for
task processing, guaranteeing that the execution start
time falls between the task􀆳s arrival time and the latest
allowable start time determined by the deadline minus
the duration, thus strictly satisfying the timeliness
requirement. On the hardware side, Eq. ( 20 )
represents the multi-dimensional resource capacity
constraint, ensuring that the aggregated demand for
GPU, and memory of concurrent tasks, namely the
sum of their resource vectors, does not exceed the
node􀆳s physical configuration. Additionally, Eq. (21)
introduces a general physical safety constraint, limiting
the real-time power consumption of the computing node
within its rated power cap Pmax

m to prevent overload.
Finally, Eq. (22) defines the binary nature of the
decision variable.

3. 6　 Bi-level optimization formulation

This collaborative optimization problem is modeled
as a Stackelberg game and formalized using MDP,
namely a bi-level MDP. The upper-level MDP
corresponds to the macro-dispatch of the power system,
acting as the leader, while the lower-level MDP models
the micro-scheduling of computing nodes, acting as
followers.

The upper-level optimization is modeled as a tuple
Mupper = ( Supper,Aupper,Pupper,Rupper,γupper ). The state
suppert encapsulates the global operating status of the
grid. It is defined as:
suppert = (P i,t,PRE

j,t ,Ek,t,PBase
t ,PC,total

t ,λ t - 1,t) (23)

where P i,t,PRE
j,t ,Ek,t denote the status of thermal units,

renewable generation, and energy storage,
respectively. PBase

t is the conventional base load, and
PC,total

t = ∑
m∈M

PC
m,t represents the aggregated computing

load observed by the grid. λ t - 1 is the price history,
and t encodes the time information.

The action aupper
t includes the dispatch commands and

price signals:
aupper
t = ({ΔP i,t} i∈G,{PS

k,t} k∈S,λ t) (24)
where ΔP i,t represents the ramp adjustment for thermal
units and is used to update the corresponding unit
output, PS

k,t is the ESS scheduling power, and λ t is the
real-time electricity price broadcast to the lower level.

The reward ruppert is designed to maximize the net
profit while strictly penalizing safety violations:

ruppert = ( ∑
m∈M

λtPC
m,t - ∑

i∈G
Ci(Pi,t) - ∑

k∈S
Ck(PS

k,t) ) -

∑
c∈C

ωcVϕi
( suppert ) (25)

The first part represents the exact economic
objective. The second term imposes soft penalties with
weight ωc for violating physical constraints defined in
Vϕi

(·).
The lower level is formulated as a Dec-POMDP,

namely a decentralized partially observable MDP,
where each computing node m ∈ M acts as an
independent agent.

Due to privacy and communication limits, agent m
only observes local information om

t :
om
t = (Qm

t ,Um
t ,λ t,Zm

t ) (26)
where Qm

t is the length of the local task queue, Um
t is

the real-time resource utilization vector, λ t is the price
signal received from the upper level, and Zm

t is the
state of the local battery.

The agent executes a composite action am
t = ( xm

t ,
pups,m
t ) to schedule tasks and local energy resources.

Here, xm
t determines the task allocation and pups,m

t

controls the local storage to arbitrage against price λ t .
The reward rmt balances the economic objective with

service level assurance (SLA) :
rmt = (Rcomp

m ( t) - λ tPC
m,t - Cop

m ( t)) + β1‖Um
t ‖2 -

β2Dm
t (27)

where the first part aligns with the profit maximization
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goal including operational costs. The term β1‖Um
t ‖2

serves as a reward shaping term to encourage high
resource utilization. The term Dm

t represents the SLA
violation penalty, quantifying the number of tasks
exceeding deadlines or causing queue overflows at
time t.

4　 Algorithm design

The electricity-computing collaborative optimization
problem constitutes a Stackelberg game. This

hierarchical relationship aligns with the hierarchical
reinforcement learning ( HRL) paradigm. However,
standard multi-agent methods struggle to capture
complex collaborative requirements among computing
nodes. Therefore, a multi-head attention mechanism is
integrated into the lower-level MAPPO framework, and
ACA-PPO, namely the attention-based coordination
algorithm based on PPO, is proposed. This enables
computing nodes to dynamically attend to relevant
peers for global perspective decision-making. The
overall interaction flow is shown in Fig. 3.

Fig. 3　 Interaction flow of the H-MAPPO framework
　

4. 1　 Leader: macro-scheduling with PPO

The upper-level power system employs PPO[31] to
formulate macro-economic strategies. PPO is chosen for
its stability in high-dimensional continuous action
spaces. Its objective function maximizes the clipped
surrogate objective:
L(θ) = E t[min( rt(θ)At,Cclip( rt(θ),1 - ε,1 + ε)·

At)] (28)

where rt ( θ) is the probability ratio and At is the
advantage estimate. As PPO is a standard baseline, its
specific pseudocode is omitted, and the focus is placed
on the innovative lower-level design.

4. 2　 Follower: micro-collaboration with ACA-PPO

The lower-level computing system employs the
proposed ACA-PPO algorithm based on the CTDE
paradigm. By introducing a multi-head attention
mechanism[32], the decision ai

t of agent i depends on
both local observation oi

t and a context cit aggregated
from other agents ai

t ~ πθi (·| oi
t, cit ). The attention

entropy regularization is introduced to encourage
exploration. The core update process is detailed in
Algorithm 1.
Algorithm 1　 ACA-PPO update module

Input: buffers Bi, network params θi,ϕi, attention weights Wattn

22
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1. 　 function ACA-PPO_Update ({Bi} N
i = 1,{θi,ϕi} N

i = 1,Wattn)
2. 　 for k = 1 to Klower do
3. 　 　 for i = 1 to M in parallel do
4. 　 　 　 Sample batch Bi from Bi; Calculate advantage Âi

t using
(oit,cit)

5. 　 　 　 LCLIP
t ←EEt [min( rit (θ) Âi

t,Cclip ( rit (θ),1 - ε,1 + ε)·
Âi

t)]
6. 　 　 　 LVF

t ←EEt[(Vϕi(o
i
t,cit) - R̂i

t) 2];

LATT
t ←EEt [ - ∑

j
αij

t log αij
t ]

7. 　 　 　 Update: θi←θi + α Δ(Lt - λLATT
t ); ϕi←ϕi - α ΔLVF

t

8. 　 　 end for
9. 　 　 　 Update shared attention weight matrix Wattn

10. 　 end for
11. return: Updated {θi,ϕi} N

i = 1,Wattn

12. 　 end function

4. 3　 Overall training process

The H-MAPPO training follows the leader-follower
protocol. In each epoch, the framework collects
trajectories via environment interaction and then
sequentially updates the upper and lower policies. The
complete process is presented in Algorithm 2.
Algorithm 2 　 H-MAPPO collaborative training
framework

Initialize: upper parameters Θup, lower parameters Θlow
i ,

attention weights Wattn

1. 　 for epoch e = 1 to E do
2. 　 　 Reset environment and buffers; Obtain initial states sup0 ,

{oi0}
3. 　 　 for step t = 0 to T - 1 do
4. 　 　 　 Upper Action: aup

t ~ π( supt )→Extract price λt

5. 　 　 　 Lower Action: cit←Attn({oit}), ai
t ~π(oit,cit) for all i

6. 　 　 　 Execute: ({oit + 1,rit},supt + 1,rupt )←Env. step(alow
t ,aup

t )
7. 　 　 　 Store transitions in buffers Bup and {Blow

i }
8. 　 　 end for
9. 　 　 Θup←PPOupdate(Bup,Θup)
10. 　 　 Θlow

i ,Wattn←ACA-PPOupdate({Blow
i },Θlow

i ,Wattn)
11. 　 end for

4. 4　 Computational complexity analysis

The computational complexity of H-MAPPO is
analyzed as follows. For the upper-level PPO, the time
complexity per update is O(Bupdup), where Bup is the

batch size and dup is the dimension of the upper-level
state-action space. For the lower-level ACA-PPO, the
attention mechanism introduces additional complexity.
Given M agents, each with observation dimension do,
the multi-head attention operation costs O (M2dhH),
where dh is the per-head dimension and H is the
number of attention heads. The overall per-update
complexity is therefore O(B lowM2dhH + Mdo ), where
B low is the lower-level batch size.

In comparison, MIQP solves a centralized
optimization problem with complexity O(N3

var ) in the
worst case, where Nvar is the number of decision
variables. For our problem scale, MIQP requires
342. 6 s per decision, while H-MAPPO reduces this to
2. 5 s per inference. This reduction of over two orders
of magnitude enables real-time scheduling
applications.

For the practical application cost and scenario
decomposition. Under the default configuration of 4
nodes and 500 episodes, training takes 8. 6 h on an
Ray Tracing Xtreme (RTX) 4090 GPU with 4. 2 GB
memory. Inference requires 2. 5 s per step, meeting
real-time requirements. Communication overhead is
from 0. 5 to 1. 0 MB per step, acceptable in typical
data center networks. For larger systems, hierarchical
grouping is adopted: nodes are clustered by proximity;
local coordination is handled by intra-cluster attention,
while inter-cluster coordination is delegated to the
upper-level agent. For bandwidth-constrained
scenarios, attention reduces communication from
O(M2) to O(kM) with less 5% performance loss.

5　 Experiments and analysis

5. 1　 Evaluation of recognition performance

The simulation covers a 24-hour cycle with 96 time
slots, each corresponding to a 15-minute interval. The
power system is modeled after a German market
scenario using ENTSO-E data[34], comprising 3
thermal units whose quadratic cost coefficients a, b, c
defined in Eq. (5) are listed in Table 1, wind and

32



The Journal of China Universities of Posts and Telecommunications 2026

photovoltaic (PV) farms, and storage. The computing
system simulates 4 data centers with heterogeneous
clusters, where task workloads follow Poisson arrival
and exponential processing distributions derived from
the Google Cluster Trace dataset[35] .

Table 1　 Parameters of thermal power units

Unit a b c Min / kW Max / kW Ramp / (kW·h - 1)

Unit 1 0. 003 4 3 30 10 150 100

Unit 2 0. 001 0 10 40 50 375 100

Unit 3 0. 001 0 5 70 100 500 200

To validate the effectiveness of H-MAPPO, it is
compared against three representative baselines, as
detailed in Table 2.

Table 2　 Comparison of baseline algorithms and H-MAPPO

Algorithm Architecture Description

C-PPO
Single centralized agent

controlling all global variables
Validate the necessity of
the hierarchical structure

H-IPPO
Upper PPO and lower

independent PPO agents
Validate the effectiveness
of the attention mechanism

MIQP
Centralized mathematical
programming using Gurobi

Provide the theoretical
optimal benchmark

H-MAPPO
Upper PPO and lower
collaborative ACA-PPO

Proposed method

A bi-level reward structure with penalty weights
ωc = ωD = 10 is adopted. Two-layer MLPs with 256
neurons and ReLU activation are used by the DRL
agents. Four attention heads with a dimension of 64 are
employed by the ACA-PPO module. Training runs for
500 episodes with a learning rate of 1 × 10 - 4, discount
factor γ = 0. 98, and batch size 64. The key
performance indicators ( KPIs) include: total system
profit, task completion rate, energy efficiency, and
solution time.

5. 2　 Performance analysis of the mapping model

Before the system-level scheduling is evaluated, the
accuracy of the proposed Transformer-based coupling
model is first validated. It is compared against two
baselines: a linear regression model and a long short-
term memory (LSTM) model. The prediction accuracy

on the test set is shown in Table 3.

Table 3　 Comparison of power prediction accuracy

Model RMSE / W MAE / W MAPE / %

Linear PUE 154. 2 120. 5 12. 4

LSTM 85. 6 64. 3 6. 8

Transformer (Ours) 42. 1 31. 5 3. 2

As observed, the traditional linear model fails to
capture the non-linear fluctuations caused by
heterogeneous tasks, resulting in the highest error.
While LSTM improves performance, the proposed
Transformer model achieves the lowest root mean
square error ( RMSE) and mean absolute percentage
error (MAPE). This high-fidelity mapping provides a
reliable foundation for the subsequent H-MAPPO
optimization.

Fig. 4　 Learning curves of reward for different methods

5. 3　 Training process analysis

Fig. 4 and Fig. 5 respectively show the reward and
system operating cost curves of H-MAPPO and the two
DRL baseline algorithms during the training process.
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Fig. 5　 Learning curves of operating cost for different
methods

　

All curves are average results of multiple training
runs, and the shaded areas represent the standard
deviation range.

From the system reward subplot in Fig. 4, it can be
seen that the H-MAPPO method proposed in this paper
performs best in both convergence speed and final
　 　 　

performance. Compared with C-PPO, which suffers
from unstable learning and poor convergence due to the
excessively large joint state-action space, the
hierarchical architectures of H-MAPPO and H-IPPO
demonstrate immense superiority. Among the two
hierarchical methods, H-MAPPO converges faster than
H-IPPO and achieves higher and more stable reward
values. This preliminarily validates the effectiveness of
the hierarchical collaborative architecture. In the
lower-level agents reward subplot, the curve of H-
MAPPO is significantly higher than that of H-IPPO
throughout the process. This directly and powerfully
proves the value of the ACA-PPO collaborative
algorithm we designed for the lower level.

It indicates that through the attention mechanism,
lower-level agents can learn to collaborate efficiently,
thereby obtaining higher self-returns than independent
learning and mastering local optimal strategies more
quickly.

The cost curves in Fig. 5 present a mirror trend
corresponding to the reward curves. H-MAPPO is able
to reduce the system operating cost and lower-level
agent cost to the lowest level most quickly and stabilize
them there, once again proving the superiority of its
learning efficiency and final performance.

5. 4　 Comprehensive performance analysis

To comprehensively evaluate the final performance of
the algorithms on the test set, various KPIs were
compared, and the results are summarized in Table 4.

Table 4　 Comparison of comprehensive performance metrics

Method
Task completion

rate / %
Total

power / W
Total

profit / USD
Energy

efficiency
Load

imbalance
Peak-to-valley

ratio
Solution
time / s

No-OP 48. 27 877 482 47 429 18. 5 0. 066 4 1. 67 0

C-PPO 49. 90 895 338 48 264 18. 55 0. 034 7 1. 86 2. 3

H-IPPOt 63. 14 1 198 195 66 227 18. 09 0. 020 6 1. 63 2. 7

H-MAPPO 76. 78 1 126 532 77 404 16. 30 0. 024 8 1. 47 2. 5

MIQP 77. 80 1 269 124 78 695 16. 13 0. 018 0 1. 38 342. 6

From Table 4, it can be seen that the H-MAPPO
proposed in this paper performs best on all key benefit
indicators. Its total profit (77 404) and task
completion rate (76. 78% ) far exceed those of C-PPO

and H-IPPO, and are very close to the theoretical
optimal MIQP solution with the values of 78 695 and
77. 80% , respectively, reaching 98. 36% of the
optimal solution. This result fully proves the high
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quality of the learned policy of the proposed algorithm.
The cumulative profit curve in Fig. 6 intuitively
displays the profit growth trend of each algorithm in the
scheduling process, which shows that H-MAPPO
maintains a continuous lead over other comparison
algorithms throughout the entire scheduling cycle.

Fig. 6　 Comparison of cumulative profit for different
scheduling strategies

　

Comparing H-MAPPO with H-IPPO, the former􀆳s
total profit is 16. 9% higher, and the task completion
rate is 21. 6% higher. This fully proves the immense
value of the lower-level ACA-PPO attention-based
collaborative mechanism. Comparing H-MAPPO with
C-PPO, the former􀆳s total profit is 60. 4% higher,
validating the significant superiority of the hierarchical
architecture over the flat architecture when dealing with
such complex problems.

It is worth noting that H-MAPPO􀆳s total power
consumption is the highest among all methods. This
seems contradictory, but combined with its highest task
completion rate, the intrinsic logic is: H-MAPPO
completes more computing tasks during periods of
abundant energy through smarter scheduling, thereby
bringing higher profits while the total energy
consumption increases accordingly. To measure its
efficiency, the energy efficiency metric, namely power
consumption per unit profit, is introduced. As shown
in Table 4, H-MAPPO􀆳s energy efficiency is 16. 30 W
per profit, which is the most efficient among all DRL
methods and closest to MIQP􀆳s 16. 13 W per profit.
Furthermore, regarding the peak-to-valley ratio metric,
H-MAPPO (1. 47) also performs best among all DRL
methods and is closest to MIQP ( 1. 38 ). This
indicates that the proposed method can smooth the load
most effectively and make the greatest contribution to

the stable operation of the power grid.
To more intuitively demonstrate the impact of

different strategies on the load curve, Fig. 7 presents
the hourly power consumption comparison of four
computing nodes under different strategies.

Fig. 7　 Comparison of hourly power consumption of each
computing node under different scheduling strategies

　

It can be clearly seen from the figure that the C-PPO
strategy exhibits an extremely unstable power
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consumption curve on all nodes, with frequent sharp
peaks and valleys, reflecting the decision-making
difficulty of a flat single agent in complex multi-
dimensional control problems. In contrast, both
hierarchical methods demonstrate smoother load
scheduling capabilities. Among them, the H-MAPPO
method proposed in this paper is particularly
outstanding. It maintains a relatively highest and most
stable power consumption level on all nodes,
effectively achieving the valley filling effect. This
stable high-power operating state is a direct reflection
of H-MAPPO􀆳s ability to complete more computing
tasks and obtain the highest profit, and it also
intuitively explains why it can achieve the lowest peak-
to-valley ratio.

The electricity price strategy shown in Fig. 8 also
confirms that H-MAPPO has learned a dynamic pricing
pattern similar to MIQP to guide the load.

Fig. 8　 Comparison of decision electricity prices between
H-MAPPO and MIQP

　

It is also observed that H-MAPPO􀆳s load imbalance,
with a value of 0. 024 8, is slightly higher than that of
H-IPPO, with a value of 0. 020 6. This reveals an
interesting trade-off: the attention-based collaborative
mechanism may prioritize optimizing the overall system
profit rather than ensuring absolute load balance among
computing nodes, allowing some nodes to
opportunistically undertake more tasks to seize low-
price windows. Finally, in terms of solution time, H-
MAPPO only needs 2. 5 s to complete a decision,

achieving an acceleration of over 100 times compared
to MIQP􀆳s 342. 6 s, highlighting its huge application
potential in real-time dynamic decision-making
scenarios. Fig. 9 shows the cost comparison between
H-MAPPO and MIQP within 24 h, showing that the
DRL strategy effectively fits the optimal solution in
most periods.

Fig. 9　 Hourly comparison of total system operating cost
between H-MAPPO and MIQP

　

5. 5　 Sensitivity analysis

5. 5. 1　 Penalty weight

To verify the model􀆳s sensitivity to the penalty
weights in the reward function and to demonstrate the
rationality of the parameter selection in the main
experiments, a sensitivity analysis on the penalty
coefficient ω is conducted in this section, which
uniformly representing ωc in the upper level and ωD in
the lower level. While all other hyperparameters were
kept unchanged, the algorithm performance was tested
under three penalty-weight settings: 10 as the default
value, 20, and 50. The experimental results are shown
in Fig. 10 and Fig. 11.

Fig. 10　 Training loss curves under different ω
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Fig. 11　 Total system reward curves under different ω
　

In Fig. 10, when the penalty weight ω = 50, the
loss value in the initial stage of training is the highest
and fluctuates most violently. In contrast, for ω = 10,
the loss function can decline most quickly and converge
to a lower and more stable level. This indicates that an
excessively high penalty weight causes unstable
gradient updates by imposing huge penalties on
violations during the exploration phase, thereby
increasing the difficulty of training.

In Fig. 11, this trend is more obvious. The setting
of ω = 50 leads to the slowest learning speed of the
agent and the worst performance of the finally
converged policy. This reveals a key phenomenon:
overly severe penalties make agents become overly
conservative and afraid to conduct effective exploration
to avoid any possibility of violating constraints, thus
falling into local optima. Conversely, the setting of
ω = 10 performs best in both convergence speed and
final reward value, indicating that this value achieves
the best balance between guiding agents to comply with
constraints and encouraging agents to explore better
strategies.

To further verify the training results and evaluate the
generalization ability of the final policy, the policy
models trained under each ω setting were frozen and
evaluated in 30 unseen test scenarios. Table 5
summarizes their average performance on the test set.

Table 5　 Performance comparison under different
penalty weights

ω
Average total
profit / USD

Average completion
rate / %

Average peak-
to-valley ratio

10 77 404 × 103 76. 78 1. 47
20 72 518 × 103 73. 15 1. 51
50 65 833 × 103 68. 52 1. 59

The test results clearly confirm the conclusions
drawn from the training curves. As shown in Table 5,
the policy trained using ω = 10 performs best on all key
performance indicators: it achieves the highest total
system profit and task completion rate, while realizing
the lowest peak-to-valley ratio, indicating that its
policy has the best comprehensive benefits. This
quantitatively proves that an appropriate penalty weight
can not only bring a more stable training process but
also produce a final policy with strong generalization
ability and superior practical performance.

5. 5. 2　 Larger systems

To evaluate the impact of the multi-head attention
mechanism, the number of attention heads H in ACA-
PPO is varied from 1 to 8 while all other
hyperparameters are kept unchanged. As shown in
Table 6, when H increases from 1 to 4, the total profit
improves from 72 481 to 77 404, and the task
completion rate increases from 71. 2% to 76. 78% .
This indicates that multiple attention heads effectively
capture diverse coordination patterns among computing
nodes. However, further increasing H to 8 yields only
marginal gains while increasing training time by
approximately 18% . Therefore, H = 4 is selected as
the default setting to balance performance and
computational efficiency.

Table 6　 Performance under different attention head counts

Head
Average total
profit / USD

Average completion
rate / %

Average training
time / h

1 72 481 × 103 71. 2 7. 8
2 75 203 × 103 74. 5 8. 1
4 77 404 × 103 76. 78 8. 6
8 77 621 × 103 77. 1 10. 2

To assess scalability, systems with varying numbers
of computing nodes M = 2,4,8,16 are simulated. For
M = 8 and M = 16, the hierarchical grouping strategy
described in Sect. 4. 4 is adopted, where nodes are
partitioned into clusters of size 4, full attention is used
for intra-cluster coordination, and inter-cluster
coordination is delegated to the upper-level agent. As
shown in Table 7, H-MAPPO consistently outperforms
H-IPPO across all scales. The performance gap widens
as M increases, demonstrating that the attention-based
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coordination mechanism becomes increasingly valuable
in larger systems. The inference time increases from
1. 8 s under the smaller-scale setting to 4. 2 s under the
larger-scale setting, which remains within 5 - 15 min
real-time requirement of electricity markets.

Table 7　 Scalability comparison under different numbers of
computing nodes

Node
H-IPPO

profit / USD
H-MAPPO
profit / USD

Improvement /
%

Inference
time / s

2 68 512 × 103 76 198 × 103 11. 2 1. 8
4 66 227 × 103 77 404 × 103 16. 9 2. 5
8 63 445 × 103 74 128 × 103 16. 8 3. 3
16 58 923 × 103 69 821 × 103 18. 5 4. 2

In summary, through the comprehensive analysis of
the training process and test performance, it can be
concluded that the selected penalty weight ω = 10 is
robust and effective, achieving the optimal trade-off
between guiding agents to learn feasible strategies and
maximizing system benefits. Additionally, the
sensitivity analysis on attention head count shows that
H = 4 balances performance and training efficiency,
which is adopted as the default setting.

6　 Conclusions and future work

In this paper, a fine-grained coupling model and a
hierarchical multi-agent DRL framework H-MAPPO are
combined into the collaborative scheduling of power
and computing systems. Through the comprehensive
simulation experiments and comparative analysis with
baseline algorithms and traditional optimization
methods, the following conclusions can be drawn.

1 ) The task-level electricity-computing coupling
model constructed in this study effectively bridges the
gap between micro-level task scheduling and macro-
level grid load. By establishing an end-to-end
quantification channel, this model provides a high-
fidelity foundation for collaborative optimization,
ensuring that the scheduling decisions are both
computationally feasible and grid-friendly.

2) H-MAPPO is effective in solving the complex
Stackelberg game between the power grid and multiple
computing nodes. By introducing the ACA-PPO
algorithm with a multi-head attention mechanism, the
framework significantly reduces the decision-making

confusion in high-dimensional environments and
achieves efficient dynamic coordination. However, the
hierarchical structure and the attention mechanism
introduce additional computational complexity during
training, which necessitates careful hyperparameter
tuning to ensure convergence stability.

3) The proposed framework demonstrates superior
performance in terms of solution quality and
computational efficiency. Compared with the traditional
MIQP method, H-MAPPO achieves near-optimal
performance, with the total profit reaching 98. 36% of
the theoretical optimum, while drastically reducing the
decision time from 342. 6 s at the minute level to 2. 5 s
at the second level. This acceleration of over 130 times
verifies its immense potential for real-time applications
in dynamic and uncertain environments.

There are several challenging aspects in future
research. The integration of heterogeneous network
constraints, such as topology bandwidth and latency of
the computing network, into a unified optimization
framework is important for achieving deep coordination
between energy flow and information flow. Enhancing
system robustness against extreme errors in renewable
energy forecasting and cyber-attacks through robust
optimization or adversarial reinforcement learning needs
further study. In addition, considering that computing
centers and power grids may belong to different
stakeholders, the combination of federated
reinforcement learning with the proposed framework is
essential to achieve collaboration while protecting data
privacy. Finally, scalable decentralized training
paradigms, such as graph neural networks, should be
explored to address the communication bottlenecks in
ultra-large-scale electricity-computing networks.
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