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 a b s t r a c t

Efficient and accurate underwater target recognition is crucial for assessing the stability of marine 
ecosystems. However, traditional manual diving surveys are costly, time-consuming and limited in 
coverage. With the advent of new AI technologies, intelligent underwater robots have emerged as a 
novel solution to this problem, but their perceptual capabilities usually rely on extensive and accurate 
annotated data, which is extremely challenging for underwater datasets with poor imaging quality 
and scarce pixel-level annotated samples. To address the above issues, this paper proposes a semi-
supervised semantic segmentation framework specifically used for underwater ecological monitoring. 
Specifically, a multi-modal perturbation consistency method based on a multi-branch structure is 
constructed to simultaneously process multiple input modalities and extract intermediate features. 
A novel pseudo-label screening strategy based on semantic similarity is proposed, which utilizes 
the mapping relationship between labeled and unlabeled images to screen reliable pseudo-labels. 
Experiments were conducted on three underwater scene datasets, and tests were carried out on 
our self-developed underwater platform. The mIoU values on the SUIM dataset under 1/2 and 1/4 
splits reached 72.06% and 71.45% respectively, outperforming the existing mainstream methods. In 
the future, this method can be deployed on underwater platforms to provide technical support for the 
implementation of automated and large-scale marine ecological monitoring systems. The codes are 
available at: https://github.com/A0268/uwea.
© 2026 The Authors. Publishing services by Elsevier B.V. on behalf of KeAi Communications Co. Ltd. This is an 

open access article under the CC BY-NC-ND license (http://creativecommons.org/licenses/by-nc-nd/4.0/).
 

 

1. Introduction

With the surge in demand for marine development and en-
vironmental protection, underwater ecological monitoring has 
become a core task of global marine science research [1]. The 
sudden ecological crisis events in recent years have further high-
lighted the urgency of intelligent monitoring. For example, the 
concerns about the spread of radioactive materials caused by the 
discharge of nuclear wastewater in Fukushima, Japan, urgently 
need to track the abnormal changes of biological communities 
(such as corals, benthic organisms, and fish) in the sea areas 
around the discharge path for a long time and on a large scale [2]. 
Underwater robots can assist engineers in underwater ecological 
perception, visual sensors can help robots obtain information 
about the surrounding environment, and semantic segmentation 
can capture the category and location information of different 
targets [3–5]. Fig.  1 shows a schematic diagram of the operation 
of the marine ecological environment monitoring robot. However, 
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a powerful and robust deep neural network often needs to be 
trained on images with a large number of pixel-level annotations 
in a specific field, but obtaining fine annotation data is usually 
very time-consuming and expensive, especially for pixel-level an-
notation of complex underwater scene images, which greatly hin-
ders its application in practical scenarios. Therefore, underwater 
semantic segmentation methods based on semi-supervised learn-
ing [6–8] are attracting more and more attention. In this work, 
how to effectively utilize a limited number of high-quality la-
beled images and a large number of unlabeled images to perform 
underwater object segmentation is a task worth studying.

The goal of semi-supervised semantic segmentation is to jointly
complete model training by leveraging both labeled and unla-
beled images, and its core issue lies in how to fully explore the 
value of unlabeled data. The current mainstream semi-supervised 
learning methods mainly include consistency regularization-based
methods [9,10] and pseudo label methods [11–13], which are two 
different ideas. The core objective of consistency regularization 
methods is to ensure the invariance of model predictions under 
various perturbations. Common perturbation techniques include 
color jitter, image blurring, shearing, and others. Its working 
mechanism involves using the prediction results of the original 
 Communications Co. Ltd. This is an open access article under the CC BY-NC-ND 
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Fig. 1. Marine ecological environment monitoring robot.

image as a supervision signal to guide the training process of 
the corresponding perturbed image. Consistency regularization 
cleverly solves the problem of training unlabeled images, but 
this method usually leads to unstable training, and its effect is 
largely limited by the use of data enhancement strategies. The 
pseudo label method is based on the idea of self-training. First, 
the initial model is fully trained on labeled images, then pseudo 
labels are generated for unlabeled images, and finally training is 
performed on all data. The key to this task is to generate accurate 
pseudo labels. Pseudo label self-training is a simple method, 
which has also been proven to be effective, but this method does 
not effectively utilize unlabeled data in the early stage of training.

At present, there are two problems in semi-supervised seman-
tic segmentation: (1) How to make full use of limited labeled 
images and a large number of unlabeled images; (2) How to 
screen out high-quality pseudo labels for model re-learning. Ki-
hyuk et al. [14] introduced consistency regularization into semi-
supervised learning, and used the weakly enhanced predictions 
of unlabeled images as the labels of their strongly enhanced 
predictions, achieving good results. Based on this idea, many 
similar methods have been derived [15,16]. Regarding how to 
screen out high-quality pseudo labels, some previous works use 
prediction confidence as an indicator for selecting reliable pseudo 
labels [17–19]. Although this method can alleviate the negative 
impact caused by incorrect pseudo label information, it is not easy 
to select a suitable confidence threshold in different application 
scenarios. Different from the screening strategy based on con-
fidence threshold, Yang et al. [20] used the generation stability 
of pseudo labels during training as an evaluation indicator for 
screening and achieved good results. These research achieve-
ments have driven the continuous exploration of researchers in 
this direction. Based on this, it is a problem worth studying to 
combine multi-modal perturbation consistency and pseudo label 
self-training to make full use of the advantages of both.

It is worth noting that although great progress has
been made in the field of semi-supervised semantic segmenta-
tion, most methods are designed and verified for natural scenes, 
and relevant research on underwater application scenarios re-
mains relatively scarce. In this study, we constructed a semi-
supervised semantic segmentation framework for underwater 
robot ecological monitoring. This framework fully leverages a 
large number of unlabeled images through multi-modal perturba-
tion consistency; meanwhile, it adopts a pseudo-label screening 
strategy based on semantic similarity to effectively filter out 
high-quality pseudo-labels, which are used for re-training in 
subsequent stages. Specifically, multi-modal perturbation consis-
tency learning is considered from the pixel level, while screening 
self-training is considered from the entire image level, which 
prompts us to cleverly combine these two methods and consider 
the use of unlabeled images from multiple perspectives.
2

Fig. 2. The performance of various methods on different pre-trained encoders. 
The horizontal axis is the experimental results on the CaveSeg dataset, and the 
vertical axis is the experimental results on the SUIM dataset.

Different from previous research works, we make good use of 
unlabeled images through multi-modal perturbation consistency 
in the initial training stage, which brings additional performance 
gains compared to using only labeled images, which is very help-
ful for subsequent pseudo label generation. To comprehensively 
evaluate the model performance, we not only conduct experi-
ments on architectures with CNN as the encoder but also further 
extend experiments to architectures with ViT as the encoder. Fig. 
2 shows the comparison between our method and existing main-
stream methods, and it can be seen that our method achieves 
good results when using ResNet101 [21] and MiT-B5 [22] as 
encoders.

Our contributions can be summarized in four aspects:
(1) We propose a semi-supervised semantic segmentation 

framework for underwater robot ecological monitoring. The frame
work cleverly combines multi-modal perturbation consistency 
with selective retraining from the perspective of complementar-
ity between pixel level and image level.

(2) In order to obtain high-quality pseudo labels, we propose 
a multi-modal perturbation consistency method, which extracts 
feature information from different views of the same image and 
guides the model to produce the same prediction, so that the 
model can fully learn the consistency information implicit in 
different perturbations.

(3) In order to mitigate the negative impact of incorrect 
pseudo labels, we construct a pseudo label screening method 
based on semantic similarity, which establishes a mapping rela-
tionship between labeled images and unlabeled images, so that 
accurate annotation information can be fully utilized to screen 
reliable pseudo labels.
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(4) We conducted extensive experiments on frameworks using 
ViT and CNN as encoders. The experimental results demonstrate 
that our method achieves excellent performance on underwater 
segmentation datasets, enabling high-precision ecological target 
perception with low annotation costs.

The remainder of this paper is organized as follows. Sec-
tion 2 outlines the related work on underwater scene segmen-
tation and semantic segmentation. Section 3 details the overall 
architecture and key components of our proposed method, in-
cluding the multi-modal perturbation consistency approach and 
pseudo label screening based on semantic similarity. In Section 4, 
we conduct a series of comparative experiments and ablation 
experiments using public datasets, and also perform tests on 
our self-developed underwater robot platform. Finally, Section 5 
concludes this paper.

2. Related work

In this section, we briefly review the development of un-
derwater scene segmentation, and discuss the specific methods 
involved in semi-supervised semantic segmentation in detail.

2.1. Underwater ecological monitoring

The ocean is currently facing the problems of accelerated eco-
logical degradation and uncontrolled pollution spread. Therefore, 
it is urgent to carry out large-scale, real-time ecological moni-
toring [23]. In response to the problems of low image quality, 
complex environment and unbalanced samples in underwater 
fish detection, Liu et al. [24] proposed DP-FishNet. The network 
enhances target discrimination by parallelizing ViT global feature 
extraction and CNN local feature capture, providing a lightweight 
solution for ecological diversity monitoring. In response to the 
problem of complex light and shadow interference in marine 
biological detection, Liu et al. [25] proposed a deep residual 
convolutional network with a hybrid attention mechanism to 
provide a high-precision solution for sustainable fishery resource 
assessment. In response to the problem of poor underwater im-
age quality and inconsistent target scale, Zhou et al. [26] pro-
posed an underwater optical detection network based on the 
YOLOv8 framework, enhanced the feature extraction capability 
of degraded images through a cross-stage multi-branch module, 
and designed a large core spatial pyramid module to improve 
the multi-scale target perception performance. In response to 
the low spatial resolution and high cost of traditional marine 
monitoring platforms, Yuan et al. [27] explained the value of 
unmanned platforms in marine environmental monitoring and 
proposed that the future marine ecological monitoring system 
will rely on unmanned and intelligent vehicles to achieve large-
scale, high-resolution, and real-time monitoring. In summary, 
existing studies address underwater monitoring’s core issues via 
network model optimization and feature extraction enhance-
ment, aiming to more efficiently and accurately support marine 
ecological monitoring efforts.

2.2. Underwater semantic segmentation

With the increasing demand for semantic segmentation in 
underwater resource exploration, underwater ecological monitor-
ing, biodiversity assessment and other fields, researchers have 
also conducted many explorations. Lian et al. [28] proposed an 
underwater image instance segmentation network. To address 
the problem of poor underwater imaging quality, the differential 
similarity method was used to recover information and obtain 
more accurate predictions through boundary loss. Islam et al. [29] 
constructed a deep residual model using the fully convolutional 
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network for underwater scene perception, which has excellent 
performance and fast inference speed. Abdullah et al. [30] pro-
posed a transformer-based lightweight semantic segmentation 
method for underwater cave scene perception. Alvarez et al. [31] 
used a robot equipped with an RGB camera to conduct un-
derwater pipeline inspection using the semantic segmentation 
method. Fu et al. [32] constructed an underwater animal segmen-
tation network, designed a specific data enhancement method 
for the camouflage characteristics of organisms, and used an 
attention-guided module to fuse multi-scale features. Although 
the aforementioned methods have achieved favorable segmenta-
tion results, they generally rely heavily on labeled data. However, 
acquiring underwater scene images with accurate annotations is 
not easy, as such images typically feature complex backgrounds 
and a large number of categories. Therefore, semi-supervised 
learning has emerged as a more promising solution.

2.3. Semi-supervised semantic segmentation

Semi-supervised semantic segmentation is in a rapid develop-
ment stage in many fields. In the medical field, Luo et al. [33] 
proposed a cross-learning method based on CNN and Transformer 
to alleviate the problem of less medical image data with precise 
annotations. In the remote sensing field, Liu et al. [34] proposed a 
cross-view perturbation consistency cross-learning method to en-
sure the complementarity of feature information learning. Semi-
supervised semantic segmentation mainly includes consistency 
regularization methods and pseudo label self-training methods, 
as shown in Figs.  3(c) and 3(b). Compared to the supervised 
model (Fig.  3(a)), the semi-supervised model has an additional 
unlabeled image processing branch. The purpose of consistency 
regularization is to keep the model’s prediction results unchanged 
under various perturbations. Perturbations are usually divided 
into three categories: input perturbation-based methods [20,35], 
which use data augmentation techniques to apply perturbations 
directly to the input image; feature perturbation-based meth-
ods [36,37] make some changes in the feature layer; network 
perturbation-based methods [38] are usually used Networks with 
different initial weights. UniMatch [37] combines data pertur-
bation and feature perturbation to construct a two-stream per-
turbation technique to expand the perturbation space, which 
strengthens the consistency between different view outputs from 
unlabeled data. CPS [38] uses two independent networks with 
different random weights for training, and then lets the two 
outputs supervise each other.

The pseudo label self-training method uses limited labeled 
data to train the teacher network, then generates pseudo la-
bels for unlabeled data, and finally selects high-quality pseudo 
labels for retraining the student network. ST++ [20] is a typ-
ical multi-stage self-training framework that uses the stability 
of pseudo labels during training as an evaluation indicator and 
gradually uses unlabeled images from easy to difficult. CISC-
R [39] is based on the idea of intra-class semantic consistency 
and uses labeled data to correct pseudo labels through semantic 
queries. In addition, unlike the above methods, U2PL [11] uses 
low-confidence pixels as negative samples in the training of the 
model, which effectively solves the problem that unreliable pix-
els are not fully utilized. In summary, existing semi-supervised 
semantic segmentation methods have effectively reduced their 
reliance on labeled data through different perturbation strate-
gies and pseudo-label optimization approaches, but there is still 
room for further improvement in their adaptability to complex 
scenarios.



X. Zhao, C. Zhang, J. Yu et al. Biomimetic Intelligence and Robotics 6 (2026) 100299
Fig. 3. Supervised and semi-supervised semantic segmentation framework. (a) Supervised semantic segmentation method, which uses label supervision model 
training until convergence. Semi-supervised semantic segmentation methods are mainly divided into two categories: pseudo label self-training (b) and consistency 
regularization (c) Pseudo label self-training is based on the teacher model to generate pseudo labels and retrain on the student model. The purpose of consistency 
regularization is to enforce the invariance of predictions under various perturbations.
3. Method

In this section, we focus on how to make full use of limited 
data for model training and how to select more reliable pseudo-
labels for retraining without ground truth. Our model combines 
multi-modal perturbation consistency and semantic similarity 
filtering.

3.1. Problem definition and overall structure

In semi-supervised semantic segmentation, the dataset is D =
{Dl,Du}, where Dl = {(xi, yi)}Mi=1 is the set of labeled images, 
Du = {xj}Nj=1 is the set of unlabeled images, xi is a labeled image, yi
is its ground truth, xj is the unlabeled image, M and N represent 
the number of labeled and unlabeled images, and usually M ≪ N . 
Compared with using only labeled data, the purpose of semi-
supervised learning is to use additional unlabeled data to obtain 
better results. The loss function L is usually defined as 
L = Ll + Lu = LCE(F(xl), yl)+ LCE(F(xu), yu) (1)

Among them, Ll and Lu are the losses on labeled and unlabeled 
datasets, F is the training model, LCE is the cross entropy loss 
function, and yu is the generated pseudo label. Our ultimate 
goal is to minimize the loss L by considering both labeled and 
unlabeled data.

The model training process is shown in Fig.  4. First, compared 
with previous methods that only use labeled data in the first stage 
4

of training, our multi-modal perturbation consistency method 
uses all labeled and unlabeled data to train the initial model. This 
method includes image-level perturbations and feature-level per-
turbations. We believe that these two levels are complementary 
to each other. In other words, this will generate more accurate 
pseudo labels. In pseudo-label screening, unlike the screening 
methods based on confidence thresholds [14] and prediction 
stability [20], we use reliable labeled images and adopt a semantic 
similarity-based method to screen reliable pseudo labels for the 
next stage of retraining.

The overall workflow of the proposed method consists of 
three stages: underwater image enhancement, model training, 
and inference, as specifically shown in Fig.  5. Specifically, images 
captured by the visual sensor of the underwater robot are trans-
mitted to the ground station; after undergoing image enhance-
ment processing, these images are input into the pre-trained 
segmentation model for inference, thereby identifying the cate-
gories and distribution of different organisms in the underwater 
scene.

In the image enhancement phase, to address color cast and 
insufficient brightness in underwater images, we employ an au-
tomatic white balance method based on color temperature esti-
mation. The image is converted to YCrCb space for four-quadrant 
colorimetric analysis, which then identifies reliable pixel regions 
and calculates channel gains in the highlight regions for color 
correction [40,41]. Furthermore, we employ a dark channel prior 
algorithm for image dehazing. This method constructs a dark 
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Fig. 4.  Semi-supervised semantic segmentation framework for underwater biological distribution identification. First, the initial model is trained using the multi-modal 
perturbation consistency method, and then the semantic similarity is used to screen out reliable pseudo labels for the retraining stage, mk

l  and mk
u are category 

masks, Fl and Fu are the high-level semantic features corresponding to labeled images and unlabeled images respectively, and M is the mapping map between labeled 
images and unlabeled images. Hybrid augmentation consists of weak augmentation and strong augmentation.
Fig. 5. Flowchart of underwater ecological monitoring system.
channel map by estimating the local minimum brightness chan-
nel, calculates transmittance using an atmospheric light model, 
and then inverts and restores the image after optimized guided 
filtering. Adaptive transmittance compensation is also introduced 
to effectively address the blue–green cast and blurred details in 
underwater images [42,43]. The processing steps are shown in 
Fig.  5.

3.2. Self-supervised learning based on multi-modal perturbation 
consistency

How to make full use of unlabeled data in semi-supervised 
learning is a problem worth studying. FixMatch [14] proposed to 
use the prediction of weakly perturbed images as supervision of 
their strongly perturbed versions. This simple idea has achieved 
5

initial results in the semi-supervised field and made good use 
of unlabeled images in training. Based on this motivation, we 
enhanced the images to varying degrees from color jitter, spatial 
transformation, and feature perturbation. The purpose of pertur-
bation consistency is to keep the prediction results of the model 
unchanged under various perturbations. As shown in Fig.  6, we 
have conducted in-depth research on multi-modal perturbation 
consistency methods. Specifically, for labeled images, we studied 
the combination of weak enhancement and feature perturbation, 
and used ground truth for supervision. For unlabeled images, 
we studied three different methods: weak enhancement, strong 
enhancement, and feature perturbation, and used the predic-
tion results of weak enhancement to supervise the prediction 
results of strong enhancement. By combining different pertur-
bation methods, we further expand the perturbation space. This 
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Fig. 6. Proposed multi-modal perturbation consistency structure diagram. (a) is 
the basic perturbation consistency process, taking the prediction results of the 
weakly enhanced version of unlabeled images as supervision signals to guide the 
training of their strongly enhanced versions. (b) is a single-branch structure with 
feature-level perturbations, which uses feature-level perturbations on the weakly 
enhanced encoding results of unlabeled images. (c) is a multi-branch structure 
with feature-level perturbations, which uses feature-level perturbations on both 
labeled and unlabeled images. gt is the ground truth, and P is the feature-
level perturbation. xw

l  is the weak enhancement of the labeled image, xw
u  and 

xsu are the weak enhancement and strong enhancement of the unlabeled image, 
respectively.

more challenging optimization goal can prevent the model from 
overfitting and enhance its robustness.

The enhancement strategies we used include color jitter, blur, 
cutmix, and dropout. In order to make full use of the limited 
number of labeled images, in addition to weak enhancement, we 
also introduced a feature perturbation branch, as shown below: 
f = e(xw

l ), p
w
l = d(f ), psl = d(P(f )) (2)

The overall optimization goal for labeled images is 
Ll = λ1 · LCE(pw

l , gt)+ λ2 · LCE(psl , gt) (3)

Inspired by the literature [37], for unlabeled images, we con-
struct two types of strong enhancement. One is to randomly crop 
the result of weak enhancement, i.e., xsu, and then get ps2u  through 
the encoder and decoder. The other is to use feature perturbation 
on the basis of weak enhancement, i.e., ps1u . This method makes 
the enhanced image contain both image-level perturbation and 
feature-level perturbation. As shown below 
ps1u = d(P(e(xw

u ))), p
s2
u = d(e(xsu)) (4)

The overall optimization goal for unlabeled images is 
Lu = λ3 · LCE(ps1u , pw

u )+ λ4 · LCE(ps2u , pw
u ) (5)

Among them, e is the encoder, d is the decoder, and P repre-
sents the feature level perturbation. pw

u  is obtained in a similar 
way to pw

l . It should be noted that the feature perturbation is 
based on weak image enhancement. We further post-process 
the prediction results of unlabeled image weak enhancement 
through the argmax operator to become one-hot labels pw

u , and 
use them as pseudo labels to supervise the prediction of strong 
enhancement. λi (i = 1, 2, 3, 4) is a hyperparameter used to 
adjust the contribution of different parts to the total loss.

We incorporate a multi-branch structure with feature per-
turbations into the final model, which enables the model to 
fully learn the multi-view information of the original image and 
enhance its generalization. Compared with the traditional con-
sistency regularization method, we believe that the combination 
of image-level perturbations and feature-level perturbations will 
have a more positive effect on model training, which is also 
verified in the ablation experiments.

3.3. Pseudo label screening based on semantic similarity

Although high-quality pseudo labels have been obtained
through the method in Section 3.2, we have to consider some 
6

pseudo labels with poor predictions. Incorrect predictions may 
have a negative impact on the training process. Inspired by the 
ST++ [20], we adopt a selective retraining scheme to prioritize 
reliable unlabeled images by ranking the reliability of unlabeled 
images, and gradually utilize the entire unlabeled dataset. In the 
field of re-identification, semantic similarity based on a single 
object or category can effectively solve the problem of target 
re-identification from different perspectives [44,45]. Inspired by 
this work and the literature [39,46], we constructed a pseudo 
label screening strategy based on semantic similarity. We believe 
that the features extracted from different images of the same 
category should be consistent, while those of different categories 
should be distinct—i.e., images should have intra-class semantic 
similarity and inter-class semantic differences. Based on this idea, 
we constructed a mapping relationship between labeled images 
and unlabeled images.

Specifically, given a labeled image xl and its corresponding 
label yl, we first construct a mask mk

l  based on the randomly 
selected category k of yl, as follows: 

mk
l =

{
1, if n = k
0, otherwise

(6)

where n is the category, mk
l ∈ [0, 1]. For unlabeled images, the 

category pseudo-masks mk
u corresponding to all unlabeled images 

are constructed in the same way based on the pseudo label yu.
In order to obtain high-level semantic information, we use the 

initial model M0 to extract high-level features Fl and Fu of xl and 
xu. Multiply the feature Fl with the mask mk

l  to retain the char-
acteristics of the target category, and then obtain the category 
feature vector from the labeled image by weighted pooling, as 
shown below: 

vk
l =

1
nk
l

nkl∑
i

(Fl ⊗mk
l ) (7)

Among them, ⊗ is the multiplication of the corresponding 
positions of the matrix, nk

l  is the number of labeled images 
containing category k. After weighted pooling, the feature vector 
vk
l ∈ Rc×1×1, c is the number of channels of the high-level feature, 

and c is set to 256 in this paper.
Next, we traverse the unlabeled image feature map output by 

the model, obtain the existing category set, and for each existing 
category, calculate its cosine similarity with the corresponding 
category feature. Specifically, we use vk

l  and the high-level fea-
tures Fu of the unlabeled image to generate a mapping map M , 
and then use bilinear interpolation to upsample the mapping 
map to the original mask size. In order to measure the similarity 
relationship, we define the distance D as a metric, calculate the 
binary cross entropy loss of the mapping map M and the category 
pseudo mask mk

u. For the case of multiple categories coexisting, 
calculate D separately for each category, and finally get the total 
reliability score of the image.

Finally, we sort the unlabeled images by D. We believe that 
the smaller the distance, the more accurate the pseudo label. 
Conversely, the larger the distance, the worse the pseudo label 
quality. We divide the sorted images into reliable subsets and 
unreliable subsets for subsequent retraining. The overall process 
of pseudo label screening is shown in Algorithm 1.

3.4. Implementation of the retraining phase

In Section 3.2, we have obtained high-quality pseudo labels 
through the multi-modal perturbation consistency method, and 
in Section 3.3, we have screened out a subset of reliable pseudo 
labels through the semantic similarity method. Next, the model 
enters the retraining stage, and our goal is to fully train the model 
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Algorithm 1 Pseudo label screening.

 Input: Labeled dataset: Dl = (xi, yi)Mi=1
  Unlabeled dataset: Du = (xj, yj)Nj=1
  Number of classes: N
 Output: Reliable/unreliable subsets: xru/xuru
 1. Calculate vk

l ← (M0, (xi, yi)) 
 2. Calculate the distance D
  for (xj, yj) in Du do 
  for k in N do 
  get class-mask mk

u ← (yj, k)
  get mapping M ← (M0, (vk

l , xj)) 
  end 
  get distance D← (M,mk

u)
  end 
 3. Reliable subsets xru and unreliable subsets xuru
  are screened out by D. 
 Return: Reliable/unreliable subsets: xru/xuru

on all data. The overall training process consists of three stages, as 
shown in Algorithm 2. First, the initial model M0 is trained on all 
labeled and unlabeled images via the multi-modal perturbation 
consistency method. Next, the indicator D constructed by the 
semantic similarity method is used to sort the pseudo labels, with 
the top 1/2 selected as the reliable set xru and the bottom 1/2 as 
the unreliable set xuru . In the second training stage, model M1 is 
trained using all labeled images and the reliable set xru. Finally, 
M1 generates high-quality pseudo labels for all unlabeled images 
xu, and all images are used for training to obtain the final model 
M2.

The loss function L1 in the initial training stage is 
L1 = Ll + βLu (8)

β is a hyperparameter, Ll and Lu are the losses of labeled 
and unlabeled images, respectively. For details, please refer to 
formulas (3) and (5).

In the second stage of training, the screened reliable set is 
regarded as labeled data, and the remaining unreliable set is 
regarded as unlabeled data, which is similar to the first stage.

The third stage is trained on all data, and the loss function L3
is defined as 
L3 = LCE(xl, yl)+ LCE(xu, yu) (9)

4. Experiments and results

4.1. Datasets

We validated the performance of our model on three public 
underwater semantic segmentation datasets, including SUIM [29], 
CaveSeg [30] and UWS [47]. Detailed information about these 
datasets is shown in Table  1.

SUIM dataset is a classic underwater image segmentation 
dataset, which contains a total of 1635 images with precise 
pixel-level annotations, including 1525 training sets and 110 
validation sets. The dataset has eight common categories, namely 
waterbody, fish, reefs, aquatic plants, wrecks/ruins, human divers, 
robots, and sea-floor.

CaveSeg is an underwater cave dataset, containing rich un-
derwater scene information, collected by scuba divers using ROV 
in three different seas in the United States, Mexico and Spain. 
We use 3192 images with high-quality annotations, including 
2858 training sets and 334 validation sets. The dataset has 13 
categories, namely open area, first layer, second layer, ground 
7

Algorithm 2 Overall training process.

 Input: Labeled dataset: Dl = (xi, yi)Mi=1
  Unlabeled dataset: Du = (xj)Nj=1
  Weak/strong augmentations: Aw/As
 Output: Model M2
 1. Training initial model 
 M0 ← F(xi, yi) & F(As(xj),Aw(xj))
 2. Generate pseudo labels 
  for xj in Du do 
 yj = argmax(M0(xj))
  end 
 3. Select xru and xuru  from Du according Algorithm 1
 4. Training the second stage model 
 M1 ← F(xl, yl) & F(xru, y

r
u) & F(As(xuru ),Aw(xuru ))

 5. Re-generate pseudo labels 
  for xj in Du do 
 yj = argmax(M1(xj))
  end 
 6. Training final model 
 M2 ← F(xi, yi) & F(xj, yj)
 Return: Model M2

Table 1
Details of the datasets and the number of labeled (L) and unlabeled (U) images 
under different partitioning protocols.
 Dataset Classes 1/2 (L | U) 1/4 (L | U) 1/8 (L | U) Val  
 SUIM [29] 8 762 | 763 381 | 1144 190 | 1335 110 
 CaveSeg [30] 13 1429 | 1429 714 | 2144 357 | 2499 334 
 UWS [47] 21 218 | 218 109 | 327 54 | 382 107 

plane, scuba diver, caveline, reel, arrow, cookie, attached rock, 
stalactite, stalagmite, and column.

UWS dataset includes various animals commonly found in 
underwater environments. We selected 543 images with dense 
pixel-level annotations in animal categories, including 436 train-
ing sets and 107 validation sets, for a total of 21 categories. 
Compared with SUIM and CaveSeg, UWS contains more underwa-
ter animal species, such as shark, sea_anemone, nettles, shrimp, 
polar_bear, penguin, etc.

In view of the typical degradation phenomena (low brightness, 
color cast and blur) in underwater images, the original images 
collected by the underwater robot need to be preprocessed before 
model training. Fig.  7 shows the results of underwater image en-
hancement, which can provide high-quality input for subsequent 
semantic segmentation.

4.2. Implementation detail

The experimental framework used in this paper is PyTorch1.12,
the system is Ubuntu 22.04, the Python version is 3.10, the CUDA 
version is 11.3, and the GPU is NVIDIA Tesla A800 (80G). We 
keep the same hyperparameters in the initial training phase and 
the retraining phase. Specifically, the image shape is 512 × 512, 
the BatchSize of all datasets is set to 2, SGD is used as the 
optimizer, the initial learning rate lrinit is set to 0.001, and we 
use polygon scheduling to decay the learning rate during training: 
lr = lrinit × (1 − iter

totaliter
)0.9, iter is the current iteration number, 

totaliter  is the total iteration number. For the supervised semantic 
segmentation models (OnlySup, Mask2Former, KNet), a total of 
80 epochs were trained; for the single-stage semi-supervised se-
mantic segmentation models (FixMatch, UniMatch, U2PL, DGCL), 
a total of 80 epochs were trained; for the multi-stage semi-
supervised semantic segmentation models (ST++, Ours), each 
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, 
Fig. 7. Visualization of underwater image enhancement. The 1st and 3rd rows 
are the original images, while the 2nd and 4th rows are the enhanced images.

stage was trained for 40 epochs. We used two baselines based on 
CNN and ViT. The basic framework of CNN is the DeepLabV3+ [48] 
model with RestNet101 as the backbone, and the basic framework 
of ViT is the SegFormer [22] model with Mit-B5 as the backbone.

In this paper, we use mIoU, mPA, Dice, and Hausdorff as 
evaluation metrics. 

mIoU =
1
N

N∑
i=1

TPi
TPi + FPi + FNi

(10)

mPA =
1
N

N∑
i=1

TPi + TNi

TPi + FPi + TNi + FNi
(11)

Dice =
1
N

N∑
i=1

2TPi
2TPi + FPi + FNi

(12)

where N is the number of categories, TPi, FPi, FNi, and TNi cor-
respond to the true positives, false positives, false negatives, and 
true negatives of category i, respectively.

The Hausdorff distance is calculated as follows: 

H(A, B) = max{h(A, B), h(B, A)} (13)

where h(A, B) represents the maximum distance from each point 
in set A to the nearest point in set B, and h(B, A) represents the 
maximum distance from each point in set B to the nearest point in 
set A. This paper uses the 95% Hausdorff distance (HD95) to avoid 
the influence of single outlier pixels (such as boundary noise) on 
the results.

4.3. Comparative experiments

In this section, we compare our method with various se-
mantic segmentation methods on three datasets, including the 
supervised semantic segmentation methods Mask2Former [49] 
and KNet [50], and the semi-supervised semantic segmentation 
methods FixMatch [14], ST++ [20], UniMatch [37], U2PL [11], 
and DGCL [51]. We conducted three independent replicate ex-
periments, calculated the core metrics (mIoU, mPA, mDice, and 
Hausdorff) of all models across different datasets, and presented 
the experimental results in the format of ‘‘Mean ±Standard De-
viation’’. We use the same experimental configuration to ensure 
fair comparison.
8

4.3.1. SUIM dataset
Table  2 shows the experimental results of different methods 

under 1/2, 1/4 and 1/8 settings, where ‘‘1/2’’ means that 1/2 of the 
labeled data is used for training. Although the SUIM dataset has 
multi-category objects and complex backgrounds, our method 
still achieves good results under different settings. In experi-
ments with Mit-B5 as the encoder, compared with UniMatch 
based on perturbation consistency, our method improves mIoU 
by 0.57%, 2.21%, and 0.62% in 1/2, 1/4 and 1/8 settings, respec-
tively, while also yielding superior results on other metrics. This 
advantage stems from our multi-modal perturbation consistency 
approach, which learns feature information from different per-
spectives within the same image. Compared with ST++, a pseudo 
label screening method using multi-stage stability, our method 
improves mIoU by 2.01%, 2.62%, and 1.59% in 1/2, 1/4 and 1/8 set-
tings, respectively. Compared with OnlySup, all semi-supervised 
methods achieved better result. Similarly, Table  5 shows that 
our method still achieves good results on the architecture with 
RestNet101 as the encoder. In addition, comparing Tables  2 and
5, it can be seen that using ViT as the encoder has obvious 
advantages.

Fig.  8 shows the qualitative comparison of our proposed
method with the supervised baseline OnlySup, the selective re-
training representative framework ST++, the perturbation con-
sistency representative framework FixMatch and UniMatch on 4 
randomly selected images in the SUIM validation set. Our method 
achieves superior overall segmentation performance, with predic-
tions closest to the ground truth.

4.3.2. CaveSeg dataset
We conducted experiments on the challenging CaveSeg dataset

and the results are listed in Table  3. CaveSeg contains more 
categories and more complex objects. The results show that our 
method still has competitive performance in complex scenes. In 
the experiment with Mit-B5 as the encoder, under the 1/2 setting, 
our method outperforms UniMatch by 1.46% mIoU and ST++ by 
2.19% mIoU. In the 1/8 setting, our method still outperforms 
UniMatch by 0.91% mIoU and ST++ by 1.87% mIoU. Surprisingly, 
OnlySup only achieves 29.87% mIoU in the 1/8 setting. The reason 
is that CaveSeg has more complex semantic information and it is 
difficult to achieve good results on only a few labeled images. 
However, when using our semi-supervised semantic segmen-
tation method, a 7.03% performance improvement is achieved 
compared to OnlySup, which further verifies the effectiveness of 
making full use of a large number of unlabeled images during 
training. In addition, it can be clearly seen that the performance 
of supervised methods decreases more significantly when less 
labeled data is used. Similarly, Table  6 shows that our method 
still achieves good results on the architecture with RestNet101 as 
the encoder. In order to qualitatively measure the segmentation 
effects of different methods, we randomly selected 4 images in 
the validation set to visualize the segmentation results, as shown 
in Fig.  9. Compared with other methods, it can be seen that our 
method has better overall segmentation effect.

To further verify the effectiveness of the proposed method, we 
conducted experiments on the UWS dataset, the main challenge 
of which is the small amount of data and the large number of 
categories. Table  4 shows that our method still achieves compet-
itive results. Fig.  10 shows the visualization results of different 
methods on the UWS dataset. It can be seen that our method has 
better detail extraction ability, especially at the object boundaries, 
where the prediction results are closest to the true labels.

4.4. Ablation experiments

Next, we conduct ablation studies on the proposed multi-
modal perturbation consistency method and pseudo label screen-
ing based on semantic similarity. All experiments are conducted 
based on Mit-B5 as the encoder.
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Table 2
Results(%) of different methods on the SUIM dataset (using the Mit-B5 encoder).
 Method 1/2 1/4 1/8

 mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓  
 OnlySup 68.34 ± 0.67 78.13 ± 0.77 80.88 ± 0.37 79.73 ± 0.85 66.68 ± 0.87 77.54 ± 1.50 80.08 ± 0.46 80.45 ± 1.46 65.02 ± 0.54 76.01 ± 1.72 78.85 ± 0.40 82.73 ± 1.21 
 Mask2Former 68.44 ± 0.43 77.61 ± 1.52 80.18 ± 0.45 79.62 ± 0.65 67.40 ± 0.81 75.68 ± 1.02 80.56 ± 0.34 85.44 ± 1.52 66.75 ± 0.66 78.15 ± 2.39 79.37 ± 0.06 80.27 ± 0.97 
 KNet 65.49 ± 1.17 77.84 ± 2.08 79.05 ± 0.66 97.61 ± 0.81 63.01 ± 0.84 75.14 ± 0.13 77.15 ± 1.20 94.07 ± 0.32 62.51 ± 0.53 73.66 ± 1.21 74.52 ± 1.54 97.76 ± 0.48 
 ST++ 70.05 ± 0.61 79.29 ± 0.73 81.92 ± 0.46 75.95 ± 0.79 68.83 ± 0.62 77.81 ± 0.51 80.64 ± 0.84 76.64 ± 2.42 68.46 ± 0.57 77.85 ± 0.59 80.36 ± 0.24 81.79 ± 2.48 
 FixMatch 70.00 ± 0.28 79.04 ± 0.64 82.19 ± 0.11 89.53 ± 3.74 68.37 ± 0.45 77.71 ± 0.46 81.95 ± 0.39 95.73 ± 1.46 68.88 ± 0.31 81.80 ± 1.50 79.46 ± 0.83 96.53 ± 1.73 
 UniMatch 71.49 ± 0.89 81.80 ± 3.86 83.11 ± 0.53 74.87 ± 2.07 69.24 ± 0.25 78.65 ± 0.17 82.21 ± 0.37 78.32 ± 2.94 69.43 ± 0.64 78.74 ± 0.19 81.78 ± 0.64 77.54 ± 4.14 
 Ours 72.06 ± 0.59 81.32 ± 0.98 83.50 ± 0.24 67.20 ± 1.69 71.45 ± 1.05 80.45 ± 1.31 83.40 ± 0.48 75.48 ± 1.59 70.05 ± 0.47 79.59 ± 0.64 82.22 ± 0.50 80.20 ± 1.44 
Table 3
Results(%) of different methods on the CaveSeg dataset (using the Mit-B5 encoder).
 Method 1/2 1/4 1/8

 mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓  
 OnlySup 35.24 ± 0.44 43.20 ± 1.39 49.28 ± 0.49 104.86 ± 1.37 34.83 ± 0.48 41.81 ± 0.81 50.38 ± 0.26 112.11 ± 1.35 29.87 ± 0.39 37.31 ± 1.00 42.49 ± 0.25 111.23 ± 1.89 
 Mask2Former 35.01 ± 0.33 42.90 ± 1.41 53.20 ± 0.30 108.73 ± 0.87 32.73 ± 0.57 41.86 ± 0.87 50.50 ± 1.14 113.53 ± 1.12 31.48 ± 0.87 40.35 ± 1.09 48.00 ± 1.92 114.87 ± 1.29 
 KNet 34.23 ± 0.47 44.39 ± 0.14 51.08 ± 1.79 113.70 ± 0.81 33.15 ± 0.56 41.70 ± 1.93 50.25 ± 1.81 110.37 ± 1.89 31.63 ± 1.43 41.34 ± 1.10 50.01 ± 2.31 118.40 ± 1.77 
 ST++ 36.90 ± 0.57 46.22 ± 0.35 51.10 ± 0.72 99.64 ± 1.91 36.14 ± 0.28 44.93 ± 0.35 50.52 ± 0.85 105.42 ± 1.35 35.03 ± 0.40 42.88 ± 0.34 50.52 ± 0.11 106.25 ± 2.09 
 FixMatch 36.91 ± 0.26 44.30 ± 1.01 54.06 ± 0.21 92.48 ± 0.51 36.09 ± 0.77 44.19 ± 1.18 53.13 ± 0.84 99.66 ± 3.50 35.55 ± 0.06 43.64 ± 0.55 49.41 ± 0.12 97.72 ± 0.57  
 UniMatch 37.63 ± 0.95 45.35 ± 1.32 53.65 ± 0.64 94.30 ± 0.59 37.56 ± 0.61 46.04 ± 0.69 54.95 ± 0.49 108.73 ± 3.01 35.99 ± 0.23 44.18 ± 0.28 50.13 ± 0.19 100.58 ± 3.35 
 Ours 39.09 ± 0.39 47.72 ± 0.64 52.87 ± 0.22 90.47 ± 2.56 38.19 ± 0.51 47.50 ± 1.99 53.00 ± 0.31 91.67 ± 0.98 36.90 ± 0.57 46.22 ± 0.35 51.10 ± 0.72 94.05 ± 2.01  
Table 4
Results(%) of different methods on the UWS dataset (using the Mit-B5 encoder).
 Method 1/2 1/4 1/8

 mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓  
 OnlySup 61.98 ± 1.10 84.15 ± 3.81 76.71 ± 0.80 76.73 ± 2.77 59.70 ± 0.61 79.93 ± 0.40 77.37 ± 0.49 93.49 ± 1.91 49.07 ± 0.75 64.34 ± 0.11 63.26 ± 0.38 104.23 ± 4.68 
 Mask2Former 64.10 ± 0.69 79.50 ± 2.77 78.96 ± 0.96 75.09 ± 1.04 63.38 ± 1.39 77.04 ± 0.53 77.84 ± 1.82 84.85 ± 4.02 49.50 ± 0.66 64.34 ± 0.36 64.56 ± 1.45 94.22 ± 1.43  
 KNet 63.54 ± 0.45 79.31 ± 2.86 77.92 ± 0.78 78.07 ± 0.65 59.08 ± 0.59 77.28 ± 1.71 75.63 ± 0.51 81.87 ± 1.38 49.44 ± 1.13 64.12 ± 1.46 64.79 ± 1.11 99.16 ± 1.61  
 ST++ 65.58 ± 0.20 81.98 ± 2.08 79.74 ± 0.29 70.99 ± 2.19 65.23 ± 0.41 78.73 ± 0.49 78.98 ± 0.19 76.48 ± 1.10 51.75 ± 0.45 70.77 ± 0.39 64.46 ± 0.49 96.71 ± 5.02  
 FixMatch 68.19 ± 0.39 84.58 ± 0.59 81.00 ± 0.19 76.97 ± 1.52 66.64 ± 0.31 80.50 ± 0.13 80.91 ± 0.19 73.09 ± 5.04 50.31 ± 0.57 69.75 ± 1.26 65.00 ± 0.30 96.65 ± 2.85  
 UniMatch 68.26 ± 0.18 81.34 ± 0.41 80.67 ± 0.10 59.89 ± 2.21 65.61 ± 0.14 82.93 ± 0.40 82.20 ± 0.14 81.42 ± 1.67 50.58 ± 0.52 65.13 ± 0.39 64.45 ± 0.98 88.03 ± 1.48  
 Ours 69.07 ± 0.39 86.54 ± 0.19 81.55 ± 0.27 59.24 ± 1.09 66.55 ± 0.42 80.35 ± 0.33 80.09 ± 0.26 62.65 ± 1.58 51.26 ± 1.11 68.04 ± 2.60 64.66 ± 0.33 89.59 ± 1.62  
Table 5
Results(%) of different methods on the SUIM dataset (using the ResNet101 encoder).
 Method 1/2 1/4 1/8

 mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓  
 OnlySup 55.50 ± 1.25 67.93 ± 1.08 67.82 ± 1.03 98.55 ± 2.28 51.51 ± 0.41 63.55 ± 0.68 63.72 ± 0.42 114.11 ± 2.04 50.44 ± 0.72 68.52 ± 0.84 69.54 ± 1.26 122.92 ± 2.26 
 ST++ 60.10 ± 1.05 73.96 ± 1.15 74.61 ± 1.11 94.94 ± 2.95 59.42 ± 0.68 71.98 ± 0.51 74.51 ± 0.25 98.52 ± 0.88 57.55 ± 0.60 68.75 ± 0.59 74.26 ± 0.37 107.08 ± 2.69 
 FixMatch 64.98 ± 1.11 75.22 ± 0.64 78.84 ± 0.68 93.14 ± 1.30 65.26 ± 0.38 74.92 ± 0.90 79.58 ± 0.65 100.01 ± 1.53 63.40 ± 0.80 74.06 ± 0.61 74.38 ± 0.05 110.36 ± 1.49 
 UniMatch 66.99 ± 0.69 76.44 ± 0.23 79.96 ± 0.95 95.35 ± 0.66 66.45 ± 0.24 75.82 ± 0.09 79.82 ± 0.16 99.11 ± 2.57 65.44 ± 0.19 75.52 ± 0.26 77.30 ± 0.12 102.66 ± 3.14 
 U2PL 67.58 ± 0.62 78.42 ± 1.25 79.85 ± 0.22 78.82 ± 2.59 66.01 ± 0.23 75.78 ± 0.42 80.46 ± 0.57 84.81 ± 2.72 65.61 ± 0.39 76.73 ± 0.99 80.19 ± 0.20 93.26 ± 2.45  
 DGCL 66.24 ± 0.32 75.78 ± 0.29 79.60 ± 0.25 80.73 ± 0.90 65.33 ± 0.81 74.89 ± 0.72 79.40 ± 0.31 80.96 ± 2.22 65.41 ± 0.41 75.23 ± 0.09 78.65 ± 1.13 88.73 ± 2.19  
 Ours 67.93 ± 0.53 77.90 ± 0.71 81.44 ± 0.34 78.34 ± 3.29 66.62 ± 0.60 78.20 ± 0.97 79.75 ± 0.46 79.83 ± 0.71 65.17 ± 0.47 76.63 ± 0.44 79.42 ± 0.34 80.72 ± 3.09  
Table 6
Results(%) of different methods on the CaveSeg dataset (using the ResNet101 encoder).
 Method 1/2 1/4 1/8

 mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓ mIoU↑ mPA↑ Dice↑ Hausdorff↓  
 OnlySup 33.62 ± 0.54 44.39 ± 1.09 45.83 ± 0.69 117.76 ± 2.14 32.51 ± 0.40 44.16 ± 0.39 44.37 ± 0.38 125.01 ± 0.97 26.53 ± 0.80 38.14 ± 0.56 40.36 ± 0.80 141.53 ± 1.60 
 ST++ 35.60 ± 0.43 45.25 ± 0.73 48.08 ± 0.28 115.64 ± 1.14 34.85 ± 0.49 46.52 ± 0.92 47.63 ± 0.43 112.77 ± 1.39 34.20 ± 0.59 43.91 ± 1.06 47.13 ± 0.58 118.74 ± 1.84 
 FixMatch 36.75 ± 0.80 44.01 ± 1.03 51.70 ± 0.38 100.87 ± 0.75 36.26 ± 0.25 43.61 ± 0.54 51.37 ± 0.42 103.70 ± 1.28 34.75 ± 0.42 42.40 ± 0.15 50.63 ± 0.15 117.99 ± 1.76 
 UniMatch 37.47 ± 0.94 45.57 ± 1.78 51.87 ± 1.35 102.26 ± 1.18 37.00 ± 0.86 45.29 ± 1.61 51.88 ± 1.31 104.26 ± 0.78 35.43 ± 0.86 43.29 ± 0.36 51.19 ± 1.42 111.17 ± 1.16 
 U2PL 36.02 ± 0.30 45.30 ± 1.85 50.01 ± 0.74 107.50 ± 1.43 35.77 ± 0.55 46.14 ± 2.76 49.35 ± 0.68 111.97 ± 1.80 34.86 ± 0.46 45.61 ± 1.52 49.44 ± 1.05 117.10 ± 0.54 
 DGCL 34.90 ± 0.70 43.66 ± 0.57 47.53 ± 0.34 97.67 ± 3.87 33.95 ± 0.32 42.59 ± 0.49 43.30 ± 0.56 99.40 ± 2.39 34.03 ± 0.19 43.35 ± 0.23 48.19 ± 0.13 106.35 ± 2.28 
 Ours 37.53 ± 0.66 46.52 ± 0.92 52.60 ± 0.81 95.19 ± 0.42 37.11 ± 0.60 47.23 ± 0.53 52.16 ± 0.39 98.65 ± 0.93 36.11 ± 0.43 46.40 ± 0.62 48.79 ± 0.59 100.04 ± 2.09 
Table 7
Experimental results (%) of multi-modal perturbation consistency.
 Method SUIM CaveSeg

 1/2 1/4 1/8 1/2 1/4 1/8  
 Baseline(NE) 70.08 69.66 68.32 37.42 36.58 36.17 
 Baseline 70.34 70.21 68.89 38.57 36.95 36.11 
 Single-flp 71.79 71.33 69.42 38.62 37.87 36.97 
 Multi-flp 72.06 71.45 70.05 39.09 38.19 36.90 

4.4.1. Multi-modal perturbation consistency
In order to verify the effectiveness of our proposed multi-

modal perturbation consistency, we conducted comparative ex-
periments on the basic perturbation consistency (Baseline), the 
9

single-branch structure with feature-level perturbations (Single-
flp), and the multi-branch structure with feature-level pertur-
bations (Multi-flp). The specific structure is shown in Fig.  6. 
As shown in Table  7, compared with the baseline method, the 
use of Single-flp has achieved significant performance improve-
ment. Under the 1/2, 1/4 and 1/8 settings of SUIM, mIoU has 
increased by 1.45%, 1.12% and 0.53%, respectively. This shows 
that the use of feature-level perturbations greatly expands the 
perturbation space and improves the model’s reasoning ability 
for adjacent pixels, thereby achieving performance gains. Com-
pared with Single-flp, Multi-flp obtains further improvement, 
with mIoU increasing by 0.27%, 0.12% and 0.63% respectively in 
1/2, 1/4 and 1/8 settings of SUIM. This also verifies that our 
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Fig. 8.  In the ViT-based model, the qualitative segmentation results of our method are compared with other semi-supervised methods under the 1/2 partition 
protocol for the SUIM dataset.
Fig. 9.  In the ViT-based model, the qualitative segmentation results of our method are compared with other semi-supervised methods under the 1/2 partition 
protocol for the CaveSeg dataset.
combination of multimodal perturbation consistency with image-
level perturbations and feature-level perturbations can learn im-
plicit feature information in images from different perspectives, 
thereby producing more accurate predictions.

Next, we also verified the effectiveness of underwater im-
age enhancement methods. Baseline(NE) shows the results using 
the original image. Comparison with the Baseline results shows 
that using image enhancement algorithms helps improve model 
performance. In addition, since our method is similar to ST++ 
in network structure (both are selective retraining networks), 
we apply Multi-flp to the ST++ for more thorough verification, 
as shown in Table  8. The analysis shows that although ST++ is 
a strong baseline, its segmentation performance on SUIM and 
CaveSeg is further improved after using Multi-flp.
10
Table 8
Comparison of ST++ experimental results (%) before and after using Multi-flp.
 Method SUIM CaveSeg

 1/2 1/4 1/8 1/2 1/4 1/8  
 Without Multi-flp 70.05 68.83 68.46 36.90 36.14 35.03 
 With Multi-flp 70.71 70.26 69.35 37.42 36.98 35.53 

4.4.2. Pseudo label screening based on semantic similarity
To further verify the impact of different pseudo label screen-

ing strategies on the final performance of the model, we com-
pared the random selection method, the prediction stability-
based method, and the semantic similarity-based method we 
proposed. The random selection method refers to randomly se-
lecting a part of the generated pseudo labels for retraining in 
the next stage without any additional processing. The prediction 
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Fig. 10.  In the ViT-based model, the qualitative segmentation results of our method are compared with other semi-supervised methods under the 1/2 partition 
protocol for the UWS dataset.
Table 9
Experimental results (%) using different pseudo label screening strategies.
 Method SUIM CaveSeg

 1/2 1/4 1/8 1/2 1/4 1/8  
 Random 69.36 67.32 66.17 34.21 34.39 30.87 
 Stability 70.67 70.03 69.72 38.55 36.91 36.51 
 Similarity 72.06 71.45 70.05 39.09 38.19 36.90 

stability-based method refers to saving the weights of some itera-
tions during the model training process, and using the stability of 
pseudo labels generated by weights at different stages as an eval-
uation indicator for screening. Table  9 shows that compared with 
the random selection method, the other two methods achieved 
better results, which shows that it is necessary to carefully de-
sign the pseudo label screening strategy. Compared with the 
prediction stability-based method, the semantic similarity-based 
method performs better, indicating that using labeled images 
with accurate annotations to assist in screening is more reliable.

In addition, we further evaluate the effectiveness of selec-
tive retraining of unlabeled images. The overall process is as 
described in Section 3.4. Fig.  11 presents the mIoU values at 
different training stages for various datasets under 1/2 and 1/8 
data splits. The overall upward trend indicates that the retraining 
stage effectively improves model performance, with more sig-
nificant improvement under the 1/8 split. This is because the 
number of labeled images in the initial stage is too small, re-
sulting in the model not being fully learned. With the gradual 
addition of a large amount of unlabeled data during the training 
process, the model is fully learned, thereby achieving a significant 
performance improvement.

4.5. Physical experiment

We conducted the experiments on a self-developed underwa-
ter robot platform. This platform mainly consists of a mechan-
ical structure, a propulsion system, a control system, a battery 
compartment, and a visual perception module, with its overall 
structure shown in Fig.  12. We adopted a more stable wired 
data transmission method to send the video streams collected 
underwater to the ground station. An umbilical cable, with a total 
length of 100 m, is used to connect the ground station and the 
11
Fig. 11. Training process of our method under 1/2 and 1/8 data splits. Re-train1 
is the initial training stage, Re-train2 is the training stage after the semantic 
similarity screening, and Re-train3 is the final training stage.

underwater robot body while transmitting signals. The camera 
mounted on the robot has a resolution of 2560 × 1440. The 
ground station can control the robot via a joystick, and inference 
is performed at the ground station using an NVIDIA GeForce 
RTX 4070 GPU. The parameter counts and inference speeds of 
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Table 10
Test results of different model parameter counts and inference speeds.
 Method Mit-B5 RestNet101

 Parameter FPS Parameter FPS  
 Mask2Former 108.50M 7.17 – –  
 KNet 72.16M 8.41 – –  
 ST++ 84.59M 14.09 59.30M 36.29 
 FixMatch 84.60M 7.56 59.50M 25.45 
 UniMatch 84.60M 7.39 59.47M 22.65 
 U2PL – – 64.46M 23.78 
 DGCL – – 62.22M 41.31 
 Ours 84.80M 13.94 59.30M 33.50 

Fig. 12. Underwater robot with visual perception function. On the right side are 
the front view and rear view of the robot body, where: 1 — Lightweight shell and 
buoyancy material; 2 — Thruster; 3 — Lighting lamp; 4 — Gimbal; 5 — Camera; 
6 — Lifting ring; 7 — Battery compartment; 8 — Electronic compartment.

Fig. 13. Underwater robot scene perception test results. The first and third rows 
are the original images, and the second and fourth rows are the corresponding 
prediction results (see SUIM for specific color-coded categories).

different models are presented in Table  10. It can be observed that 
our method achieves fast inference speeds, reaching 13.94 FPS 
and 33.50 FPS when using MiT-B5 and ResNet101 as encoders, 
respectively.

The results of the underwater robot scene perception test are 
shown in Fig.  13. We collected images under different scenarios 
(including turbid water, low-light environments, etc.) and per-
formed prediction on them. As can be seen from Fig.  13, our 
algorithm can accurately predict the categories and distribution 
of different objects in complex scenarios.

5. Conclusion

This paper proposes a novel semi-supervised semantic seg-
mentation framework for underwater ecological monitoring to 
achieve high-precision ecological target perception at low anno-
tation cost. The framework combines multi-modal perturbation 
consistency and semantic similarity screening. The multi-modal
perturbation consistency method is committed to exploring how 
to effectively utilize a large amount of unlabeled data. This method
extracts rich feature information contained in different views 
of the same image and guides the model to produce the same 
prediction for different views, so that the model can fully learn 
the consistency information implied in different perturbations. 
12
Pseudo labels screening based on semantic similarity establishes 
a mapping relationship between labeled and unlabeled images, 
fully utilizes accurate annotation information to screen reliable 
pseudo labels, and effectively reduces the negative impact of in-
correct pseudo labels. Experimental results on three underwater 
segmentation datasets demonstrate that our proposed method 
outperforms existing mainstream methods. Furthermore, we con-
ducted tests on a self-developed underwater robot platform.
Experimental results demonstrate that the algorithm maintains 
excellent performance in complex underwater environments,
which will significantly advance the intelligent development of 
underwater ecological monitoring platforms.
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