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Wittgenstein’s On Certainty? 
 
Abstract  Meta-philosophically speaking, the philosophy of artificial intelligence 
(AI) is intended not only to explore the theoretical possibility of building 
“thinking machines,” but also to reveal philosophical implications of specific AI 
approaches. Wittgenstein’s comments on the analytic/empirical dichotomy may 
offer inspirations for AI in the second sense. According to his “river metaphor” in 
On Certainty, the analytic/empirical boundary should be delimited in a way 
sensitive to specific contexts of practical reasoning. His proposal seems to 
suggest that any cognitive modeling project needs to render the system 
context-sensitive by avoiding representing large amounts of truisms in its 
cognitive processes, otherwise neither representational compactness nor 
computational efficiency can be achieved. In this article, different AI approaches 
(like the Common Sense Law of Inertia approach, the Bayesian approach and the 
connectionist approach) will be critically evaluated under the afore-mentioned 
Wittgensteinian criteria, followed by the author’s own constructive suggestion on 
what AI needs to try to do in the near future. 
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1  Introduction: The AI—Wittgenstein Relationship Revisited 

Meta-philosophically speaking, problems addressed in the philosophy of 
artificial intelligence (AI) can be roughly divided into two categories: first, 
high-level problems on the theoretical possibility of building “thinking 
machines,” as for example, John Searle’s (1980) controversial criticism of Strong 
AI; second, low-level problems related to the philosophical foundations or 
significance of specific technical approaches in AI, as for example, Paul 
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Churchland’s (1989; 2007) employment of the connectionist approach in his 
neuro-semantics. However, whichever category they may fall into, researches in 
this area have been routinely taxonomically related to philosophy of 
mind/psychology, rather than to philosophy of language. This taxonomy, so to 
speak, is partially based on a received (but somehow exaggerated) view that the 
primacy of linguistic issues, which once preoccupied analytic thinkers before 
1960s, has since been overthrown by the so-called “Cognitive Turn.”   

There remains, however, a few divergences from this orthodox taxonomy. For 
instance, Ludwig Wittgenstein, as the most representative philosopher of 
language in the pre-Cognitive-Turn era, is still discussed when the AI-philosophy 
relationship is at issue, despite the historical fact that the term “Artificial 
Intelligence” itself was coined by John McCarthy after Wittgenstein’s death in 
1951 (cf. McCarthy et al.’s [1955] report on the Dartmouth Conference). Insofar 
as I am aware, Stuart Shanker (1998), among other Wittgenstein scholars (such 
as Asher Seidel [1991], and Otto Neumaier [1987]), provides hitherto the most 
systematic evaluation of the foundation of AI (and cognitive science) from a 
Wittgensteinian perspective. However, instead of filling the AI-Wittgenstein gap 
as some may expect, what Shanker actually provides is a reconstruction of 
Wittgenstein’s criticism of the mechanist thought, which was circulated in 1930s 
and in which contemporary AI is supposed to be rooted, although he also claims 
that his book is not “to be seen as an indictment of AI simplicter” (Shanker 1988, 
p.x)． 

Notwithstanding my great reluctance to accept Shanker’s picture of the 
Wittgenstein-AI relationship, to be engaged in a systematic debate with him is 
not the purpose of this article, since a competing reconstruction of Wittgenstein’s 
original intentions may not be of interest to readers who are merely concerned 
with living problems in AI. Rather, I intend to view Wittgenstein as a 
norm-provider and wisdom-bank for specific researches in AI (i.e. a guide for 
probing problems in the afore-mentioned “second category”), while remaining 
neutral as to the question of whether his global attitude towards AI is hostile or 
not. Finally, even if logically speaking, Wittgenstein were as wholeheartedly 
hostile to AI as Shanker depicts, this would not be a sufficient reason to prevent 
AI scientists from learning something from his other teachings. 

Among all of the philosophical problems addressed by Wittgenstein in his later 
work, I found that the “analytic-empirical delimitation problem” in On Certainty 
(Wittgenstein [1969], hereafter “OC”) has a special meaning to AI, since it can 
be re-interpreted as a problem of how to avoid representing large amount of 
truisms in cognitive processes in order to achieve both representational 
compactness and computational efficiency. Although Wittgenstein himself has 
never provided any algorithm for solving this problem, he, at the very least, has 
articulated some normative requirements that a qualified solution is expected to 
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fulfill, and these norms may well aid contemporary theorists in their evaluation 
of existing technical approaches to the problem. In a nutshell, an AI-inspired 
reading of Wittgenstein is expected to inform us of where the mainstream of AI 
has gone wrong thus far and where it should go in the future. Although this can 
be regarded as a criticism of AI to a certain extent, it is not made in the same vein 
as Shanker’s (1998) work, since my diagnosis includes some constructive 
suggestions for AI whereas his may be said to be actively destructive. 

2  The Wittgensteinian Analytic/Empirical Dichotomy 

A philosophical account of the Wittgensteinian analytic-empirical dichotomy 
(hereafter “the A/E dichotomy”) may be helpful even before its correlation with 
AI is revealed. W. V. Quine’s (1951) rejection of the empiricist A/E dichotomy, 
as every beginner of philosophy of language knows, is one of the most influential 
aftermaths of the rise of logical pragmatism. Prima facie, it seems that 
Wittgenstein in his later work would stand alongside Quine (1951) in rejecting 
this dichotomy, since both philosophers appear to refuse to single out a certain 
part of human knowledge (constituted by, say, logical or analytic propositions) as 
something immune to challenges posed by new observations. However, this 
reading appears not to cohere with Wittgenstein’s following comments in his 
Remarks on Colour (Wittgenstein [1979], hereafter “RC”), where propositions 
expressing “internal relations” (e.g., the conceptual relationship between two 
color properties) are definitely distinguished from those expressing “external 
relations” (e.g., the ascription of a two-place color predicate to two entities): 
 

A language-game: Report whether a certain body is lighter or darker than 
another.—But now there’s a related one: State the relationship between the 
lightness of certain shades of color. … The form of the propositions in both 
language-games is the same: “X is lighter than Y.” But in the first it is an 
external relation and the proposition is temporal, in the second it is an internal 
relation and the proposition is timeless. (RC §1) 

 
What does this quotation mean exactly? It may be tempting to read it as an 
endorsement of the A/E dichotomy in the spirit of pre-Quinian empiricism. 
However, a more faithful interpretation of it seems to be that some propositions 
or beliefs should be identified as “logical” only in terms of the extrinsic relations 
that they bear with other propositions/beliefs within a local context. This point is 
rendered more intuitive by his metaphors of the “river bed” in OC: 
 

It might be imagined that some propositions, of the form of empirical 
propositions, were hardened and functioned as channels for such empirical 
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propositions as were not hardened but fluid; and that this relation altered with 
time, in that fluid propositions hardened, and hard ones became fluid. (OC 
§96) 
 
But if someone were to say “So logic too is an empirical science” he would be 
wrong. Yet this is right: the same proposition may get treated at one time as 
something to test by experience, at another as a rule of testing. (OC §98) 

 
Or, to put it in a less metaphorical way, Wittgenstein’s proposal is that we need to 
keep the A/E boundary in the knowledge-body (or belief-system) on the one hand, 
and leave the decision on where the boundary should be delimited to specific 
contexts of practical reasoning on the other. Three interesting consequences 
closely follow this reading: 

First, since contexts are different from one to another, it should be pointless to 
indicate where the boundary is once and for all, and hence, a Wittgensteinian 
notion of “logical/analytic proposition” has to be pragmatically (rather than 
syntactically or semantically) defined.  

Second, since no one can delimit the A/E boundary in a cross-contextual 
manner, it is also pointless to produce a cross-contextual catalogue including all 
“logical propositions” once and for all. This may be one of the reasons that 
Wittgenstein (in OC) so firmly rejects G. E. Moore’s (1925) proposal that 
commonsensical propositions should be articulated and then justified one by one. 

Third, a pragmatically identified Wittgensteinian “analytic proposition” may 
be of the outlook of an empirical proposition when detached from a 
corresponding context. Most Moore-type propositions (such as, “This is my 
hand.”) are of this kind and hence favored in the discussions of OC. By contrast, 
neither definitional knowledge (such as, “A bachelor is an unmarried man.”) nor 
mathematical knowledge (such as, “5+7=12”) nor meta-knowledge on logical 
inference (such as Modus Ponens) can provide exemplary instances of 
Wittgensteinian analytic propositions, because they all lack the context-relative 
feature that Wittgenstein is actually concerned with in OC.1 

                                                               
1  When traditionally construed, a proposition is “analytic” only when some internal features 
of it, e.g., its predicate’s being contained by its subject, are identified. Hence, one may feel 
terminologically unnatural to follow Wittgenstein by viewing a proposition as “analytic” or 
“logical” only when some of its external features, e.g. contextual features, are perceived by the 
language-users. Thus, it may be more precisely to label these propositions as  
“Wittgensteinian analytic propositions,” rather than “analytic propositions simpliciter,” 
However, mainly due to the sake of compactness, hereafter I will simply ignore the 
afore-mentioned unnaturalness by systematically using the expression of “analytic 
propositions,” which means nothing but “Wittgensteinian analytic propositions” in the context 
of this article. 
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So far, so good. However, given the context-sensitive nature of the 
Wittgensteinian A/E dichotomy, it also seems hopeless to formalize it. (This 
point is related to the difficulty of formalizing “contexts.” According to Hubert 
Dreyfus [1992, 289], a formalization of local contexts would lead one to 
formalize a broader one, and hence into infinite regress.) But many theorists may 
have fairly strong motivations to adopt this formalization, due to, say, the deeply 
imbedded Fregean tradition of formalizing everything that is philosophically 
interesting. And AI scientists may share the same motivation when they are 
taking pains to build artificial agents (say, programmed robots) which are 
expected to sustain the required A/E distinction in a context-sensitive manner on 
the one hand (otherwise it cannot work efficiently), and to work always in 
accordance with a pre-fixed algorithm on the other (otherwise its cognitive 
processes would not be computable).  

When viewed from the AI perspective, the A/E delimitation problem may 
remind some readers of the notorious “frame problem,” the typical formulation 
of which is: 

 
If a programmed artificial agent is expected to keep track of persisting facts 
when reasoning about change, how can the programmer make the artificial 
agent do this without representing the numerous non-effects of the focused 
change? (Shanahan 2009) 
 
Notwithstanding the conspicuous affinity between the two, there still lies a 

difference between the A/E delimitation problem and the frame problem. For the 
frame problem, the focus is on how to avoid representing “non-effects of a 
change” in the form of “frame axioms” (such as “To get anything’s 
location—wherever it is—changed will not result in the change of its 
shape—whatever the change of shape is”), whereas for the problem addressed 
here, the focus is on how to avoid representing all pragmatically identified 
“analytic propositions,” of which the routinely negatively formulated “frame 
axioms” merely constitute a small subset. Furthermore, the metaphysical 
assumption underlying the typical solutions to the frame problem is the 
“common sense law of inertia” (“CSLI” hereafter), according to which properties 
of a situation are assumed by default not to change as the result of an action 
(more on this immediately). Nonetheless, as I will argue in section 3, a 
Wittgensteinian AI worker does have good reasons to doubt the sufficiency of 
CSLI for handling the A/E delimitation problem, since this approach can hardly 
do justice to the dynamics of the underlying belief-forming processes which 
render the A/E dichotomy emergent merely as an epiphenomenon. 
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3  The Common Sense Law of Inertia (CSLI) and 
Wittgenstein: A First Approximation 

The Common Sense Law of Inertia was initially brought up by AI scientists 
McCarthy and Hayes (1969), and its least technical formulation is: 

 
Inertia is normal. Change is exceptional. (Shanahan 1997, 18) 
 

Or, in slightly more technical terms: 
 
Normally, given any action (or event type) and any fluent, the action does not 
affect the fluent. (Shanahan 1997, 18) 
 

The purported relevance of CSLI to the A/E dichotomy can be explicated in 
terms of the Wittgensteinian requirement that a global representation of analytic 
propositions should be avoided in practical reasoning for the sake of frugality. 
Conceivably, to appeal to CSLI makes a quick (if not partial) solution to this 
avoidance, in the sense that it is unnecessary for any typical CSLI formalism to 
explicate those commonsensical truisms representing the irrelevance of a type of 
event to another. For instance, given that most aspects of the world are “inert,” if 
one only knows that painting a picture will change its color, it would be 
unnecessary for him to formulate an extra frame-axiom-like sentence such as “Its 
size will not be changed after being painted.”  

One typical formulation of CSLI is provided by “circumscription” (McCarthy 
1980), and its technical meaning is as follows. Consider a conjunction of 
formulae Γ, from which we can derive P(A) (which means that a predicate P is 
ascribed to an individual A), but not P(x) or ~P(x) (for any x other than A). So the 
question comes: Is P(B) true or false given Γ ? This is simply undecidable 
according to classical logic. However, P(B) is definitely false in the framework 
of circumscription, which minimizes the effects brought out by P. (Or in another 
words, if P has affected A, it will automatically avoid affecting B and others.) 
More formally, from the circumscription of Γ minimizing P, written as “CIRC 
[Γ ; P],” it follows that P(x) is false or ~P(x) is true, unless Γ demands that P(x) 
is true (McCarthy 1980, 17). 

CSLI can also be formalized by default logic (Reiter 1980), which is used to 
express a meaning such as, “by default, a certain type of inference holds, unless 
there is contrary evidence against this.” For instance, if one knows that birds 
normally can fly and that x is a bird, so it is quite reasonable for him to conclude 
that x can fly, unless he has additional reason to doubt whether birds normally 
can fly. Such a default rule can be formalized as D: 

( ) : ( )
( )

Bird X Flies XD
Flies X

⎧ ⎫
= ⎨ ⎬
⎩ ⎭

 



What Can Artificial Intelligence Learn from Wittgenstein’s On Certainty? 447 

It is interesting to notice that even Wittgenstein himself seems to have 
implicitly assumed some version of CSLI in OC §315, where he imagines a 
mentally abnormal person doubting the validity of CSLI. More specifically, that 
person keeps on checking whether there is a certain object in a drawer again and 
again without awareness of the default rule D′ : 

  see ( ) :  ( )  
 ( )  

I cannot x in the drawer No x in the drawerD
No x in the drawer

⎧ ⎫′ = ⎨ ⎬
⎩ ⎭

 

Further, Wittgenstein suggests that the ignorance of D′  and the like will 
inevitably frustrate anyone’s attempts to learn anything from his own memory. 
Therefore, the adoption of some form of CSLI appears to be psychologically 
necessary for any form of learning. 

However, it is also important to note that Wittgenstein’s implicit endorsement 
of CSLI as a necessary condition for practical reasoning does not imply its 
sufficiency. As a matter of fact, a Wittgensteinian AI worker does have quite 
good reasons to doubt the sufficiency of CSLI. 

4  In What Sense Is CSLI Insufficient and Hence Auxiliary? 

Before reconstructing Wittgenstein’s possible criticism of CSLI, I would like to 
briefly survey Hanks and McDermott’s (1987) and Fodor’s (1987) criticisms of 
the same target, which are more highly cited in the literature. Although the 
counterexamples they have offered against the CSLI approach have different 
outlooks from each other, both intend to show that CSLI is not actually friendly 
to common sense in the sense that it allows possible situations where some 
crucial part of our ordinary knowledge about the physical world does not hold. 

For example, in Hanks and McDermott’s (1987) “Yale-shooting” scenario, an 
unlucky person, say, Fred, is initially alive and the gun is initially unloaded, and 
he is normally expected to be killed after the gun is loaded and fired at him. (We 
call this situation the “actual case.”) But the CSLI assumption allows other 
possible consequences, such as one in which Fred survives and the gun remains 
unloaded while the shooter fires at him, since this possibility keeps “most” 
aspects of the world as unaffected as the “actual case” does. However, this 
possibility violates our knowledge about the world, and hence cannot be realized 
in the actual world.  

Fodor (1987) provides another counterexample. Everyone knows that for 
someone who opens his fridge in his kitchen in, say, the downtown of Shanghai, 
his action of opening it normally will produce no effect on who will be the next 
U.S. president. But consider such a possible world where all particles in the 
universe will temporarily have the property of “being a ‘fridgeon’” when Fodor’s 
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own fridge in New Jersey is on, so his action of opening the fridge there will 
have the effect of spontaneously converting numerous non-fridgeons into 
fridgeons.  

Conceivably, every averagely intelligent person, even when inhabiting that 
abnormal world, can tell that the effect of globally converting numerous 
non-fridgeons into fridgeons is practically ignorable for solving any typical 
practical problem there. However, a programmed system working in accordance 
with CSLI alone cannot share this intuition. On the contrary, it will take all of the 
particles in the universe into account by using the default rule D′′  

    :  The fridge is on at t All particles are fridgeons at tD
All particles are fridgeons at t

⎧ ⎫′′ = ⎨ ⎬
⎩ ⎭

 

Therefore, the CSLI approach, according to Fodor, cannot do justice to our 
intuition about what aspects of the world are actually relevant to other ones. 

Typical solutions to the “Yale-shooting problem” have either introduced new 
non-monotonic reasoning methods (such as McCarthy 1986) or completely 
reformulated domain axioms to include a sufficiently rich theory of causality (as 
in Haugh 1987). A brief solution to the “fridgeon” problem is also provided by 
Shanahan (1997, 24–25). However, as Shanahan (2009) concedes, these solutions 
are justifiable only in the context of some right ontology, namely, the right choice 
of objects and predicates precluding “fridgeons” and the like. As Fodor sharply 
points out, to preclude “fridgeon” in such an ad hoc manner cannot help the 
system to automatically avoid involving indefinitely many other “fridgeon”-like 
concepts (Fodor 1987, 146). Or, to put it in a more explicit way, his concern can 
be reconstructed as the following argument: 

 
(1) Every convincing theory concerning default rules should be counterfactual- 
supporting in the sense that every possible world permitted by CSLI is 
permitted by common sense as well.  
(2) But no formalized story concerning CSLI can be completely counterfactual- 
supporting, since no such story can meet the challenge posed by the “fridgeon” 
case.  
(3) Hence, there can be no way to formalize CSLI.  
(4) Therefore, there can be no formalized story concerning CSLI. 

 
Now we need to turn to what Wittgenstein would say about this inference. 
According to my understanding of OC, he would barely agree to step (3), but this 
would be mainly due to the following considerations, which are not so obviously 
counterfactual-involving as Fodor’s steps (1)–(2) are: 
 

① Generally speaking, default rules, as we know, are fixed once and for all at 
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the very beginning in the CSLI approach, while—according to Wittgenstein— 
they should be more naturally viewed as components of stereotypes that the 
agents have gradually acquired through their own long-term learning histories. 
Hence, the CSLI approach cannot do justice to this dynamical nature of 
belief-forming process. (cf. OC §211) 

② More specifically, by relying on CSLI alone, one can hardly account for 
how a hypothesis is gradually confirmed, since the CSLI approach is only 
related to whether there are counterexamples against the hypothesis in 
question, rather than to how many proofs have been found for it. In this sense, 
every typical formalism of CSLI is separated from a theory of induction, 
whereas Wittgenstein seems to suggest that there may be a package solution 
both to the “justification of inductive argument” and to CSLI. (For example, 
OC §315 involves a discussion of CSLI just in the context of treating inductive 
reasoning.) 
 
③ A full list of default rules, according to the CSLI approach, will be required 
if we need to formalize them. But this move immediately brings about two 
further problems:  

 
(a) Default rules, even when all of the frame-axioms are subtracted from 
them, are still of abundant supply. Hence, for an agent with limited 
epistemic resources, how to retrieve the right default rule out of a huge 
bundle of them at the right time would still be a big challenge, given that the 
bundle in turn is constituted by numerous rules like “I normally have two 
hands” (a rephrased form of OC§ 1), and “Normally speaking, my body is 
on the earth” (a rephrased form of OC§ 117). 
 
(b) Moreover, there is an extra problem of how to make the whole catalogue 
of default rules fit the context-sensitive feature of the Wittgensteinian 
logical propositions, given the request that “hardened propositions” in 
context A should be made “fluid” in B. (recall OC §96 )  

 
Following the forgoing analyses, a Wittgensteinian AI worker may have figured 
out a different route-map for accepting step (3) in Fodor’s argument, and this 
difference may be followed by their further divergence with respect to their 
attitudes towards step (4). More specifically, a Wittgensteinian criticism of the 
CSLI approach, as afore-constructed, is underpinned by some constructive 
account of the dynamics of a global belief system, within which those default 
rules play only peripheral roles. However, this account is exactly what Fodor’s 
(1987) criticism lacks and Fodor (2000) seems to refuse to offer. Consequently, 
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for Fodor, to say that “There is no way to formalize CSLI” is tantamount to 
saying that “There is no formalized story of CSLI,” while for a Wittgensteinian 
AI worker, this may be untrue because there may be a formalism intimating the 
dynamics of the belief system on the one hand, and keeping default rules implicit 
and peripheral in that system on the other. 

Thus, for such a Wittgensteinian AI worker, the problem of how to avoid 
explicating default rules now turns out to be a problem of how to account for the 
dynamics of a belief-system, whose “solid part” (analytic propositions) would 
emerge as some epiphenomena accompanying its “fluid part” (non-analytic 
propositions). Albeit vague in technical details, this proposal seems to be the 
most realizable in a network-like complex, which may facilitate the 
representation of the dynamic interactions among stored beliefs. So a new 
question appears here: what kind of network is most akin to Wittgenstein’s spirit? 
Due to the limitation of space, I am going to evaluate only the two most 
frequently employed candidate networks in AI: the Bayesian network (in the next 
section), and the artificial neural network (in section 6). 

5  Wittgenstein’s Ideas Modeled via Bayesian Networks 

Bayesians (Pearl 1988; 2009) may feel it natural to represent Wittgenstein’s ideas 
on the A/E dichotomy via Bayesian networks, each of which encodes beliefs in a 
weighted acyclic graph that represents a single probability distribution on the set 
of states of the world. A more detailed recipe for bringing Bayesian networks into 
the picture of OC is as follows: 
 

(1) Since the original version of Wittgenstein’s “river metaphor” involves an 
interaction among stored beliefs, it is fairly natural to represent a certain part 
of the belief system as a network constituted by nodes and edges. More 
precisely, each belief can be mapped onto a node in a graph, and inferential 
relationship between any two beliefs can be mapped onto a directed edge 
connecting two nodes in the graph. Hence, an inference from one belief to 
another can be mirrored in the graph as an “adjacent” connecting two nodes 
(Pearl 2009, 12). Such a graph, called a “directed acyclic graph” (DAG) in AI 
literature (Pearl 2009, 13), provides a platform on which the dynamic 
processes of belief-revision can be performed. Cf. Fig. 1. 
 
(2) Now the epistemological distinction between analytic propositions and 
empirical ones can be technically represented as the distinction between nodes 
with either fairly high or low probability value (i.e. values approaching 1 or 0) 
and those with values around 0.5. To take the DAG in figure 1 as an 
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illustration: if the prior probability of “That person is Nixon.” is 0.9, it can be 
viewed as analyticly true (but if it were 0.1, this proposition would still be 
analytic in the sense of being definitely false). By contrast, since the posterior 
probability of “That person is a Quaker given that he is Nixon.” is only 0.6 
(which is a value close to 0.5), it should be viewed as empirically true. 
Conceivably, the contrast among different weight-values of the nodes also 
attributes a technical meaning to Wittgenstein’s metaphorical expression that 
some beliefs are “hardened” and others are “fluid” (OC §96). For instance, to 
significantly lower/raise the value of an initially highly/lowly-weighted belief 
to the level of 0.5 would make the local part of the system more frequently 
engaged in non-monotonic reasoning, and hence keep the system busier. In 
this sense, a belief with either a fairly high or low probability value can be said 
to be more “hardened” (or harder to update) than another one whose initial 
probability value is already around 0.5.  

 

 
Fig. 1  A Simplified Bayesian Network Illustrating the “Nixon Diamond” (Reiter & 
Criscuolo 1981) 
 
(3) By relying on the Bayesian networks, one can also explain how a 
“hardened” belief p in context A can be made “fluid” in context B. Here each 
“context” can be viewed as a possible situation in which a new set of 
probability values (acquired via observations) are attributed to a given set of 
beliefs. So, when fed with new data, the system will automatically revise the 
weights of nodes in accordance with probability theory. Consequently, it is not 
surprising to find that one analytic proposition in the context of old data will 
turn out to be an empirical one in the context of new data, and vice versa. 
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(4) It is needless to say that every typical Bayesian network is powerful in 
performing both inductive and abductive reasoning, so unlike the CSLI 
approach, here, an appropriate representation of the A/E dichotomy is not 
separated from the dynamic feature of the belief system. 
 

Nonetheless, such a Bayesian recipe for solving Wittgenstein’s problem is not 
without its own difficulties. In short, such a solution cannot meet the most basic 
Wittgensteinian requirement that an explicit representation of analytic 
propositions should be avoided. Rather, as aforementioned in point (2), both the 
content and truth-values (numerically represented however) of analytic 
propositions should be explicated in a DAG, so the computational burden of 
registering all of this would still be high if the DAG in question includes, say, 
500 beliefs or more. (And the possible number of the beliefs stored in human 
mind is definitely much bigger than this.)  

Bayesians may contend that even if 500 beliefs are included in a DAG, it will 
be unnecessary for the system to evoke all of them when the posteriori 
probability of one belief (with respect to a preceding one) is being computed, 
since nodes which are not directly connected to the current belief are viewed as 
conditionally independent of it and hence irrelevant to the current task. (This 
simplification is based on the “Markov Assumption” [Pearl 2009, 30], according 
to which only the correlations between a given node and its directly preceding 
nodes will be presented in a DAG.) Thus, the computational cost of doing this 
computation would not be as high as afore-estimated.  

Bayesians may also reply to the foregoing criticism by saying that it is 
misleading to compare a DAG with all of the possible beliefs stored in the human 
mind, since the Bayesian networks are only used to formalize human knowledge 
in a certain domain. 

My rejoinders to these replies are as follows: 
First, though Bayesians are right in saying that irrelevant nodes need not be 

evoked when the relevant nodes are being computed, the knowledge of which 
node is conditionally dependent of the node in question still has to be built into 
the topological structure of the DAG in advance, and the computational cost for 
checking and sustaining such knowledge should have been paid as “deposit.” 
Moreover, such checking and sustaining tasks are constrained by formal 
requirements such as, “The network building method never produces 
inconsistencies,” or “The ‘expert’ is asked exactly the amount of data required 
for ensuring the uniqueness of the underlying distribution” (Dubois, Didier 
&Prade 1996, 6), so the computational budget for completing them would still be 
large when the DAG becomes topologically complicated. Therefore, my concern 
about the affordability of this cost, no matter whether it is supposed to have been 
paid or going to be paid, is still there.  
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Second, the term “domain” is used in a fairly loose way in the second 
Bayesian reply. This is practically forgivable, however, since the size of a domain 
that a DAG is intended to cover is typically decided by users’ practical interests. 
In this sense, the term “domain” here may be more appropriately replaced by 
“context,” since in ordinary English, “domain” is often used to refer to areas 
delimited by explicit boundaries while the boundaries of “contexts” are often 
vague and somewhat changeable.  

Nonetheless, the real asymmetry between a DAG-manipulating program and a 
human mind emerges right here. The asymmetry in question lies in the fact that a 
DAG simply cannot do justice to “contexts” (construed in the foregoing way) as 
flexibly as a human mind does. The only “context” that Bayesians can fairly 
address, as mentioned above, is some correlations between different sets of data 
(which can be epistemologically viewed as a set of evidence) and one and the 
same DAG (which can be epistemologically viewed as a hypothesis), rather than 
something overarching different DAGs. So the following problem is still 
unsolved when “contexts” are considered in such a cross-DAG manner: how to 
build up a unified cognitive model in which the same p in one context 
(formalized as one DAG) would update its truth-value when it is embedded into 
another context/DAG? Conceivably, such a solution requires an explanation of 
how one DAG smoothly and diachronically evolves into another (but both 
contain p as a shared component), whereas the very metaphysical assumption of 
Bayesianism is precisely that all DAGs should be synchronically handled, 
despite the fact that some of them are substantially akin to each other. 

Now it’s time to draw some philosophical lessons from the failure of the 
Bayesian approach to Wittgenstein’s problem. As I have mentioned in the 
introduction, this failure is related to the difficulty of formalizing contexts in a 
manner which confirms human intuition. Recall that Moore’s defense of common 
sense is targeted by Wittgenstein in OC mainly due to the fact that the former’s 
treatment of analytic propositions is not context-sensitive. The CSLI approach, as 
illuminated in sections 2 & 3, partially fixes Moore’s problem by avoiding 
representing frame-axioms, but this move is not enough yet for meeting 
Wittgenstein’s challenge again, due to its incompetence of treating default rules 
in a context-sensitive manner. Bayesians definitely go further than CSLI theorists 
by achieving some limited success in modeling the dynamics of cognitive 
systems, but the Bayesian approach on the whole still presupposes the fixation of 
an implicitly given “context” in an inflexible way. 

Why are the Bayesian and CSLI approaches incompetent in handling contexts? 
This symptom is crying out for a deeper level of diagnosis. I propose one here: 
All of the foregoing failures are related to the theoretical nature of any axiomatic 
system. By “axiomatic system,” I mean any computing system designed under 
the assumption that any given parts of its knowledge-base, which can be labeled 
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as “axioms,” are immune to any revision in the whole operating history of the 
system. For instance, in Moore’s philosophical proposal, Moore-type 
propositions are axioms exactly in this sense, though he has never tried to 
formalize them. Axioms turn out to be default rules in the CSLI approach, and 
topological information on DAGs in the Bayesian networks, since both of them 
are immune to revision. (It is worth mentioning as an aside that even a Bayesian 
causal discovery framework, as an updated form of traditional Bayesian 
networks [Pearl 2009, §2.2], is still axiomatic in the afore-mentioned sense, 
since its capacity for discovering possible DAG models is backed by some 
meta-knowledge like “Occam’s Razor Principle” [Pearl 2009, §2.3], which is 
not itself revisable.) Hence, from the foregoing observation, now it can be 
concluded that the difficulty of treating contexts is rooted in the whole axiomatic 
approach, provided that all axioms themselves are context-insensitive. 

The natural response to this diagnosis may be: what if a non-axiomatic 
approach is taken?  

6  Wittgenstein’s Ideas Modeled via Connectionism 

Proponents of connectionism (which came into being in the 1950s and became 
popular in the 1980s due to the influence of Rumelhart et al. [1986]) may feel 
that their time has come, since a typical connectionist model (or an artificial 
neural network) does not appear to be axiomatic in the sense that no piece of 
knowledge about the external world needs to be installed in the system in 
advance (more on this later). In addition, thanks to Churchland’s (2007) 
contributions, nowadays the philosophical circle is not unfamiliar with how 
connectionist models can facilitate discussions in both philosophy of psychology 
and semantics. So, why not introduce connectionism into Wittgenstein’s picture 
on the A/E dichotomy? 

A more detailed route-map for introducing connectionism is as the follows. 
 
(1) Perhaps the concepts or terms (rather than propositions) need to play some 
role when the A/E delimitation problem is at issue. It is not only due to the 
practical consideration that connectionist models are often used in pattern 
recognition (viz. a process of mapping a set of sub-symbolic data onto a 
concept) rather than high-level propositional inference, but also due to the 
semantic consideration that a proposition is nothing but a complex constituted 
of concepts. Conceivably, a proper representation of concepts in a network 
would make the intra-propositional structure more retrievable, and hence make 
an inquiry into the composing principles for propositions easier.   
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(2) However, connectionism, among others, is quite a special 
sub-propositional approach. It is different from the semantic network (Quillian 
1967), inheritance network (Touretzky 1986) and description logic 
(systematically surveyed by Baader et al. eds. [2007]) in the sense that its 
computation is mostly conducted in a manner which is not only 
sub-propositional but also sub-symbolical. Or in Churchland’s (2001) terms, 
this is exactly where the boundary between the Language of Thought (LOT) 
Approach2 and State-Space Semantics (SSS) emerges: “For SSS theorists, 
concepts are functionally salient points, regions, or trajectories in various 
neuronal activation spaces; for LOT theorists, concepts are functionally salient 
wordlike elements in a languagelike system of internal representations” (ibid. 
117; Churchland 2007, 126). As to why SSS is preferable to LOT in the 
context of handling the A/E delimitation problem, an AI-related reason may be 
as follows: nearly all existing systems built in accordance with LOT are 
axiomatic and hence lack the required flexibility with respect to the change of 
contexts. Hence, it may be expected that the connectionism-backed SSS 
approach, whose technical base is neither formal logic nor probability theory, 
can achieve better performance. 

 
(3) Now a more detailed explanation of the non-axiomatic features of the 
connectionist approach can be offered. First of all, it is non-axiomatic in the 
sense that the structure of the network is not mostly explicated by “word-like” 
linguistic entities, constituting propositions. Rather, such a structure is 
constituted by (routinely) three layers of processing units (which can be 
viewed as the analogs of neurons in the biological brain), correlated with each 
other by weighted connections, just like biological synapses linking one 
neuron to another. Hence, just as no single neuron or single connection 
between neurons (physically realized by synapses) bears any semantic 
meaning in human brain, neither any single processing unit nor any weighted 
connection has the same function in a connectionist model. Rather, semantic 
meaning is some emergent property of the whole network, retrievable only 
when the very network is structured in a certain way and when each 
connection within it is fine-tuned to a certain weight-value. That is to say, no 
innate knowledge about the world (often formulated in the form of axioms) 
needs to be installed in such a model, since its initial state as “tabula rasa” 
would be immediately updated via its interaction with inputs from the 
environment. 

                                                               
2 Here the LOT Approach means any attempt to internalize a model of the external world via 
some linguistic entities or some psychological entities bearing affinity with them, so such an 
approach has a broader meaning than what Fodor’s (1983) original LOT theory covers.  
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(4) Besides the above-stated considerations, a connectionist model is 
non-axiomatic also in the sense that there is no unified axiomatic system 
underlying or guiding the construction of the model. More precisely, basic 
parameters with respect to the construction of such a model are determined 
mainly for fitting the missions that the systems are expected to complete, 
rather than for satisfying some purported theoretical constraints universally 
imposed on any model of this type. (These parameters include: how many 
layers need to be set, how many processing units need to be put into each layer, 
as well as how to set the propagation rule, activation rule, learning rule, etc.) 
Hence, although each single technique used in building such a model has its 
own solid mathematical foundation, a connectionist package including all of 
them is formed mainly in accordance with the builder’s own building 
experience. 
 

 
Fig. 2  A Highly Simplified Artificial Neural Network 

 
(5) Now we can set about explaining how the A/E delimitation problem can be 
settled in a connectionist model. Since there are no explicitly formulated 
propositions at all in such a model, the task for representing analytic 
propositions turns out to be a task for transforming the conceptual framework 
into some sub-symbolical data-structure. More concretely, in a typical 
connectionist model, such a structure is geometrically illustrated by salient 
prototypical points located in the so-called “activation-vector space,” viz. a 
multidimensional space where each distinct dimension (or axis) of which 
corresponds to one synaptic connection of the input processing units. Roughly 
speaking, figures in such spaces encapsulate some higher-level evaluation of 
the activity of a given neuronal layer when that layer is fed with input 
information about different samples of an object (e.g. Fig. 2). Since the 
process of being fed with various inputs itself is part of the system’s learning 
history, it can be easily inferred that the geometrical relationships among these 
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prototypical points are not initially given to the space. Rather, the emergence 
of these points is nothing but the result of system’s own learning process, 
during which “specific configuration of synaptic weights will partition the 
activation space of a given neuronal layer into a taxonomy of distinct 
prototypes.” (Churchland 1989, 232) 
 

Some readers may contend that the emergence of some salient points in the 
activation space doesn’t seem to suffice for encapsulating any full-fledged 
analytic proposition. However, such an interpretation may be based on a certain 
degree of misunderstanding. It is not a few emergent points but the whole figure 
constituted by these points that encapsulates analytic propositions. To take 
Wittgenstein’s comments on color concepts as an illustration again, a statement 
on the relationship between the lightness of certain shades of color is not a report 
on the status of any single color concept but a partial exposition of the “whole 
color space,” viz. a conceptual framework which can be (but does not have to be) 
transformed into a series of analytic propositions on colors. More specifically, 
such a color space should be “roughly represented by an octahedron, the pure 
colors being at the corners—and this representation is grammatical, not 
psychological” (Wittgenstein 2005, 322e). By relying on this color-octahedron, 
as Wittgenstein further points out, one can immediately infer that some color 
combination (like “reddish green”) is conceptually impossible, and hence has to 
be precluded from the candidate pool of analytic propositions on colors 
(Wittgenstein 2005, 322e).  

Although Wittgenstein’s proposal was formulated in the pre-cognitive era, it is 
not hard to vindicate it via a connectionist model trained to acquire color 
concepts. Churchland (2005) takes the Hurvich-Jameson (H-J) opponent-process 
network (Hurvich 1981) as a typical illustration of such models, and argues that 
“these ‘impossible’ color sensations are activation-vectors (across our 
opponent-process neurons) that lie inside the space of neuronally possible 
activation vectors, but outside the central ‘color spindle’ that confines the 
familiar range of sensations for possible objective colors” (Hurvich 1981, 527; 
Churchland 2007, 161).3 If Churchland’s philosophical interpretation of the H-J 
network is plausible and if a cluster of “possible” analytic propositions on colors 
can be thereby translated into a graphical representation of the geometrical 
relationship among certain salient points within the “color spindle,” then there 
should be no doubt about how analytic propositions on colors can be 
encapsulated in a connectionist model. Consequently, the geometrical features of 
such a “color spindle” can also be metaphorically viewed as Wittgenstein’s “river 
                                                               
3 Here the “color spindle” can be viewed as a refined version of Wittgenstein’s “color 
octahedron.” 
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bed” which confines the direction of the “water flow.” 
Nonetheless, the achievement demonstrated here is no less limited than that of 

Bayesianism due to some limits of the connectionist approach itself. Recall that 
the Wittgensteinian analytic propositions range over varied spheres of human life 
in the context of OC, of which color recognition is merely a small slice of life as 
a whole. In contrast, any typical connectionist model is elaborated mainly for 
dealing with problems in a specific domain, hence, it may be hard to find any 
universally applicable connectionist model for generally explaining why a 
statement of the relationship between two shades of color and, say, a statement of 
the relationship between two pitches are both analytic. Conceivably, the lack of 
capacity to treat both of them in a domain-free manner imposes an essential 
constraint on the system’s inferential capacities, viz. the capacity of retrieving 
useful conclusions from one problem-solving context in order to employ it in 
another. Moreover, it seems that the technical parameters of a connectionist 
model, like those of Bayesian networks, are also pre-set for making the system 
merely adapt to a carefully carved part of the actual environment, rather than 
adapt to indefinitely many unexpected problem-solving scenarios. 

It is worth noticing that the above criticism is not a repetition of Fodor & 
Pylyshyn’s (1988) complaint that “systematicity” is a feature of intelligence that 
connectionism cannot do justice to. By “the systematicity of mind,” they 
essentially mean some linguistic competence of understanding novel utterances 
by knowing their syntactical/semantic components. However, criticisms of 
connectionism along this line of inquiry may be refutable in face of the advances 
in the study of connectionist models specializing in complex semantic processing. 
Kent Johnson (2004) even suggests that today’s theorists free themselves from 
the semantic burden of defining “systematicity” and wholeheartedly devote 
themselves to the technical refinement of language processing models reacting 
immediately to the introduction of new items in the lexicon. However, a 
Wittgenstein-inspired criticism of connectionism takes another perspective of the 
scene. So to speak, even if a connectionist model capable of understanding novel 
utterances is at hand, it still cannot meet Wittgenstein’s requirement that the 
truth-value of a proposition needs to be updated when the context is changed, 
since competence in linguistic issues does not automatically bring about 
competence in, say, image-processing, and vice versa. In order to do both, a 
connectionist model is expected to overarch different domains and process inputs 
from all of them within a unified network. But this move would be followed by a 
more difficult issue. Technically speaking, the more domains included, the more 
processing units will be required for constituting the first neural layer (as the 
input layer), and the more synaptic weights would have to be evaluated by the 
hidden layer, which in turn would result in more dimensions for constructing the 
activation space. The whole methodology here is simply infeasible not only 
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because of the high computational cost of representing a high-dimensional space, 
but also due to the lack of the assurance that no unexpected domain will be 
involved in any new problem-solving scenario. In this sense, a Wittgensteinian 
challenge to connectionism may be harder to respond to than that of Fodor and 
Pylyshyn’s (1988). 

7  Some Brainstorms as Concluding Remarks 

Hitherto we have drawn a couple of lessons from the evaluation of the foregoing 
approaches to the A/E delimitation problem, such as “We need to avoid 
combining a problem-solving procedure with a pre-fixed problem-solving 
context” and “No axiomatic reasoning system is capable of avoiding taking the 
foregoing methodology,” etc. We have also seen that even by taking the 
connectionist approach, which is not “axiomatic” at least in its literal sense, AI 
workers still cannot give a satisfactory answer to Wittgenstein’s requirements. So, 
is there any hope for figuring out a new solution? For now, some brainstorms are 
needed for searching for it. 

First of all, we need to re-consider the basic units for knowledge 
representation. As we have seen, the propositional approach implied both by the 
CSLI and the Bayesian models appears inconvenient when representing 
infra-propositional semantic contents, whereas the sub-symbolic approach 
implied by the connectionist model also seems inconvenient for representing 
propositional contents overarching different domains. Hence, a midway between 
the two extremes seems to be worth pursuing as an alternative. So a new 
suggestion emerges: concepts or terms, which lie exactly between propositions 
and sub-symbolic neural activities, may be the most suitable fundamental units 
for knowledge representation throughout. Not surprisingly, unlike the axiomatic 
treatment of concepts in the inheritance network (Touretzky 1986) and the 
description logic model (Baader et al. 2007), they need to be connected with each 
other within a network in a non-axiomatic manner (which may neither intimate 
neural activities nor instantiate probability theory). Moreover, the topology of the 
whole network is expected to be revisable in accordance with its learning history 
(in this sense it should be more flexible than a Bayesian network), and the 
correlation between each conceptual node is expected to be weighted by, say, 
how many instances have been actually acquired by the system for confirming 
the existence of the conceptual correlation in question. Hence, when the 
weight-value of each correlation converges through learning, a conceptual 
framework constituted by highly-weighted edges would naturally emerge as the 
least vulnerable conceptual framework constraining the directions of thinking. If 
you like, you can metaphorically refer to this framework as Wittgenstein’s “river 
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bed,” or anything else that you like.  
What about “contexts?” As we have learned from our lessons, they cannot be 

objectified or axiomatized in the wanted solution, otherwise AI workers cannot 
avoid fixing them. The emergence of any problem-solving context, so to speak, is 
nothing but some epiphenomena following both the representation of a query to 
the system and system’s own processing of the query. As for example, when a 
key term T in the query is recognized by the system and T is also found to be 
exactly within its own vocabulary, then other concepts bearing a certain form of 
inferential affinity with T would be immediately evoked to participate in the 
current processing. Hence, AI workers no longer need to take pains to explicate 
what a “context” is from a fixed perspective, since a “context” containing T is 
constituted by nothing but all evoked knowledge-pieces appearing to be relevant 
to T in a given problem-solving scenario.   

By adopting this strategy, we may also conveniently explain why one and the 
same analytic proposition in one context will become empirical in another. Here 
is the explanation: whether a proposition is analytic, or whether a certain 
conceptual correlation between or among certain conceptual nodes in the 
network is sufficiently weighted, normally depends on what kind of contextual 
beliefs are being compared with it. And what kind of contextual beliefs are being 
compared with it in turn depends on what kind of problem-solving context has 
emerged, which in turn depends on what kind of query has been given to the 
system and how the system processes it. Therefore, it is not surprising to find that 
different queries will aid in picking out different beliefs as analytic propositions 
in different contexts, and consequently, the functional role of one and the same 
proposition (accidently occurring in different contexts) is surely subject to 
change when the context itself is changed.  

Readers may be curious about the technical feasibility of realizing these 
proposals. As far as I know, there is a mature reasoning system which can 
maximally fulfill the above requirements, viz. the Non-Axiomatic Reasoning 
System (or “NARS,” adjective form “Narsian,” Wang 1994; 2006; 2009). 
However, a detailed elaboration of the Narsian solution to the A/E delimitation 
problem is complicated and hence requires an independent paper to do justice to 
it. At the very least I have sought to “unpack” a high-level description of any 
qualified solution to this problem, and this may be enough for a philosophical 
paper initially inspired by Wittgenstein’s comments in OC. 
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