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This paper investigates a distributed heterogeneous hybrid blocking flow-shop scheduling problem 
(DHHBFSP) designed to minimize the total tardiness and total energy consumption simultaneously, 
and proposes an improved proximal policy optimization (IPPO) method to make real-time decisions 
for the DHHBFSP. A multi-objective Markov decision process is modeled for the DHHBFSP, where the 
reward function is represented by a vector with dynamic weights instead of the common objective-
related scalar value. A factory agent (FA) is formulated for each factory to select unscheduled jobs and 
is trained by the proposed IPPO to improve the decision quality. Multiple FAs work asynchronously to 
allocate jobs that arrive randomly at the shop. A two-stage training strategy is introduced in the IPPO, 
which learns from both single- and dual-policy data for better data utilization. The proposed IPPO is 
tested on randomly generated instances and compared with variants of the basic proximal policy opti-
mization (PPO), dispatch rules, multi-objective metaheuristics, and multi-agent reinforcement learning 
methods. Extensive experimental results suggest that the proposed strategies offer significant improve-
ments to the basic PPO, and the proposed IPPO outperforms the state-of-the-art scheduling methods in 
both convergence and solution quality. 

© 2024 THE AUTHORS. Published by Elsevier LTD on behalf of Chinese Academy of Engineering and 
Higher Education Press Limited Company. This is an open access article under the CC BY-NC-ND license 

(http://creativecommons.org/licenses/by-nc-nd/4.0/). 
1. Introduction 

Intelligent manufacturing has become a major trend in the 
development of manufacturing industries where production 
scheduling is a key technology [1]. The hybrid flow-shop schedul-
ing problem is widespread in various real-world industrial sectors 
such as the chemical, food processing, and steelmaking industries 
[2]. In some hybrid flow shops, there is no buffer zone between 
two successive stages because of special processing steps or pro-
cess constraints. When a downstream machine is not available, a 
job that has finished on the current machine can only temporarily 
remain on that machine, and therefore blocks the next job process 
until the downstream machine is available. The blocking con-
straints increase the production line cycle time and the ineffective 
occupation rate of the machines. Therefore, studying the hybrid 
blocking shop scheduling problem is of great significance for 
improving production efficiency and reducing production costs. 
When the number of machines is greater than five, the single-
constraint blocking flow-shop scheduling problem (BFSP) has been 
shown to be a typical class of nondeterministic polynomial (NP)-
hard combinatorial optimization problems [3]. Because the BFSP 
is a sub-problem of the distributed heterogeneous hybrid BFSP 
(DHHBFSP), it is also an NP-hard optimization problem. 

Distributed manufacturing enables the efficient distribution of 
raw materials and an optimal combination of productivity to 
achieve rapid manufacturing of high-quality and low-cost products 
[4]. The hybrid flow-shop scheduling problem combines both dis-
tributed manufacturing and blocking constraints and can be 
defined as the distributed hybrid BFSP (DHBFSP) [5]. Generally, in 
a DHBFSP, manufacturing tasks are collaboratively performed by 
several identical blocking floor shops. However, in real distributed 
manufacturing problems, the number of machines and machine 
processing times in shops vary from place to place owing to 
different production conditions, resulting in different energy con-
sumption [6]. Additionally, in mass personalization, jobs with 
heterogeneous requirements arrive dynamically over time, requir-
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ing scheduling decisions to be made on the fly. Therefore, studying 
the dynamic DHHBFSP is more relevant to the manufacturing 
industry. 

Increased energy consumption is a major global concern. 
Improving energy efficiency and achieving the goal of low-carbon 
development should focus on solving bottlenecks in production 
operations [7]. Iron and steel production is typically a blocking 
flow-shop manufacturing process that consumes significant 
energy. The iron and steel industry employs high-temperature fur-
naces for iron and steel production and has become the second-
largest energy consumer in the industry [8]. In 2013, the world’s 
total final industrial energy consumption was 113 131 PJ, of which 
the iron and steel sector accounted for 18% [9]. Hernandez et al. 
[10] summarized the energy intensity, exergy intensity, and 
resource efficiency results for three steelmaking routes and nine 
individual plants. The actual resource efficiency of global steel pro-
duction is only 32.9%, owing to significant energy losses. Similarly, 
the manufacturing of pharmaceutical products involves a variety of 
chemical reactions and syntheses, which are associated with high 
energy consumption [11]. 

The distributed BFSP (DBFSP) is mainly solved using exact 
methods [12], heuristic rules [13], and meta-algorithms [5]. Exact 
methods can obtain optimal solutions, but are not applicable to 
large-scale problems. Single heuristic rules are efficient but pro-
duce poor results for large-scale problems. Although metaheuris-
tics can obtain better scheduling solutions, their responsiveness 
is worse for dynamic production states and they are time-
consuming compared with heuristic rules. Reinforcement learning 
(RL) combined with intelligent agents, can efficiently use real-time 
data from the production process to make effective production 
decisions and respond quickly to dynamic changes. Riedmiller 
and Riedmiller [14] was the first to introduce RL to the field of 
dynamic scheduling, which allowed an agent to adaptively select 
the priority dispatching rule (PDR) that is most beneficial for the 
scheduling goal. This composite dispatching rule approach 
improves the dispatching performance of the PDR to a certain 
extent but reduces the solution space for a complex and variable 
production scheduling problem and does not result in a better dis-
patching solution. 

Our motivation for this work is to investigate the DHHBFSP with 
both productivity- and energy-related objectives and develop an 
end-to-end deep RL (DRL)-based scheduling method to make 
real-time decisions. Therefore, this study formulates a multi-
objective Markov decision process (MOMDP) model for the 
DHHBFSP and proposes an improved proximal policy optimization 
(IPPO) method to address this problem. The novelty and main con-
tributions of this study are as follows: 

(1) An MOMDP model is established for the DHHBFSP by defin-

ing the state features, a vector-based reward function, and the end-
to-end action space. 
(2) A multi-agent DRL (MADRL) framework is adopted for a dis-

tributed manufacturing environment, where a factory agent (FA) is 
equipped for each hybrid blocking flow shop, and multiple FAs 
work asynchronously to select unscheduled jobs. 
(3) An IPPO method is proposed to train a single agent that 

incorporates two proximal policy optimization (PPO) networks 
with different weights to explore additional Pareto solutions. 
(4) A two-stage training strategy is developed to improve data 

utilization by training with both single- and dual-policy data. 
The remainder of this paper is organized as follows. Section 2 
provides a literature review. Section 3 describes the problem and 
establishes a mathematical model for a multi-objective DHHBFSP. 
Section 4 elaborates on the MOMDP formulation and the proposed 
IPPO. Section 5 presents the numerical experimental results and 
279
analyses. Finally, Section 6 summarizes the study and discusses 
future research directions. 
2. Related Literature 

2.1. DBFSP 

For the DBFSP, Ribas et al. [12] first developed a mixed-integer 
programming model with makespan as an optimization objective 
to solve small-scale instances. To solve large-scale instances, they 
designed a hybrid iterative greedy algorithm with variable neigh-
borhoods and iterative local search algorithms. Zhang et al. [15] 
proposed two different mathematical models to calculate the 
makespan and a hybrid discrete differential evolution algorithm 
to deal with the DBFSP. For the DBFSP with the total flowtime cri-
terion, Chen et al. [16] took advantage of both the population-
based search approach and iterated greedy algorithm to generate 
offspring solutions and enhance the local exploitation ability. Shao 
et al. [5] first attempted to solve the DBFSP using a fruit fly opti-
mization algorithm and proposed a hybrid enhanced discrete fruit 
fly optimization algorithm, including effective initialization 
schemes based on scent- and vision-based foraging. In the same 
year, they [13] studied a distributed fuzzy blocking flow-field 
scheduling problem, and proposed two constructive heuristics 
based on problem-specific knowledge and Nawaz–Enscore–Ham 
(NEH) heuristics. Subsequently, they presented a mixed-integer 
linear programming model to formulate a heterogeneous DBFSP, 
and proposed a learning-based-selection hyperheuristic frame-
work for solving it [17]. Qin et al. [6] proposed a mathematical 
model of a DHHBFSP, and designed a collaborative iterative greedy 
algorithm. Zinn et al. [18] applied a deep Q-learning method to 
make decisions in a case study of a blocking flow shop. Ren et al. 
[19] studied the DPFSP using Nash Q-learning and obtained better 
results than the metaheuristics. Yang et al. [20] studied a DPFSP 
with dynamic job arrivals using DRL to select rules. 

Most studies on energy-aware flow-shop scheduling problems 
consider the energy consumption as an additional objective to 
productivity-related metrics, and adopt multi-objective optimiza-
tion frameworks for the tradeoff. Chen et al. [21] considered the 
effect of machine processing speed on energy consumption and 
proposed a collaborative optimization algorithm for a distributed 
no-idle flow-shop scheduling problem. Zhang et al. [22] investi-
gated the impact of production scheduling decisions aimed at 
improving production and energy performance simultaneously in 
distributed blocking flow shops. A Bayesian inference-based 
probabilistic model and specific speed adjustment operators were 
proposed to obtain better search spaces for both objectives. Mou 
et al. [23] studied the inside plant of distributed flow shops with 
energy consumption, proposed a knowledge-driven solution strat-
egy based on machine learning, designed a hybrid collaborative 
algorithm and dual-population collaborative search mechanism, 
and achieved a balance between global exploration and local 
development. Zhao et al. [24] presented a hyperheuristic with Q-
learning to address the energy-efficient DBFSP, where Q-learning 
was employed to select an appropriate pre-designed low-level 
heuristic. Shao et al. [25] proposed some constructive local search 
methods selected by Q-learning to address an energy-efficient dis-
tributed fuzzy hybrid BFSP. Zhao et al. [26] combined the neighbor-
hood perturbation operator and Q-learning algorithm to select the 
appropriate perturbation operator in the search process. Bao et al. 
[27] developed a top-level Q-learning model for improving 
machine utilization by finding scheduling policies from four 
sequence-related operations, as well as a bottom-level Q-learning
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model for improving energy efficiency by learning the optimal 
speed-governing policy. Most research efforts have been devoted 
to selecting operators or dispatch rules by Q-learning, whereas 
applications of end-to-end DRL in DBFSP are limited. 

2.2. Multi-objective RL (MORL) 

RL was developed based on the Markov decision process (MDP). 
MORL can be viewed as a combination of multi-objective opti-
mization and RL techniques to solve sequential decision-making 
problems with multiple conflicting objectives [28]. MORL is an 
MDP in which rewards are vectors (instead of scalars) whose com-
ponents, called objectives, are interpreted as different criteria. 
There have been several studies on MORL. Gábor et al. [29] 
assumed a fixed order between different rewards, where the 
sub-objectives of the problem were considered constraints. Tech-
niques based on formulating a multi-reward problem by optimiz-
ing the weighted sum of the discounted total rewards for multiple 
reward types were presented by Feinberg and Schwartz [30]. Rus-
sell and Zimdars [31] decomposed the reward function into multi-
ple components learned independently (with a single policy). 
Barrett and Narayanan [32] defined the convex hull as the smallest 
convex set that contains all the sets of points that lie on the 
boundary of a convex set, which are the extreme points that are 
maximal in some direction. This is similar to the Pareto curve, 
because both are maxima over the tradeoffs in linear domains. 
Instead of updating a single Q-value as the sum of the weighted 
objectives, they updated a set of Q-values in the convex hull. 
Van Moffaert and Nowé [33] proposed a Pareto Q-learning algo-
rithm with three mechanisms that allowed for action selection 
based on the content of the sets of Q-vectors. By storing the aver-
age observed immediate reward and the set of nondominated vec-
tors in the next state separately, they also allowed them to 
converge separately. 

With the development of deep learning, many scholars have 
focused on its application to MORL. Mossalam et al. [34] proposed 
deep optimistic linear support (OLS) learning to solve high-
dimensional multi-objective decision problems, where the relative 
importance between the objectives is not known a priori. This was 
the first time that deep learning was introduced into MORL. OLS 
takes an outer-loop approach, in which the convex coverage set 
is incrementally constructed by solving a series of scalarized Mar-
kov decision processes (MDPs) for different linear scalarization 
weight vectors. Abels et al. [35] proposed a conditioned network 
in which a Q-network was augmented to output weight-
dependent multi-objective Q-value-vectors. To train this network 
efficiently, they used an update rule to set the dynamic weights 
and a diverse experience replay to improve sample efficiency and 
reduce replay buffer bias. Nguyen et al. [36] introduced a scalable 
multi-objective DRL framework based on deep Q-networks (DQNs) 
that supports both single- and multi-policy strategies, as well as 
both linear and nonlinear approaches to action selection. Siddique 
et al. [37] used a nonlinear generalized Gini social welfare function 
to balance the objectives, instead of the usual linear weighted 
approach to action selection. He et al. [38] addressed the multi-
objective optimization problem of the textile manufacturing pro-
cess using a DQN-based multi-agent RL (MARL) system. They pro-
posed a self-adaptive DQN-based MARL framework in which 

N+ ) optimization objectives are formulated as DQN 
agents that are trained through a self-adaptive process constructed 
using a Markov game. Although multi-objective deep RL (MODRL) 
has developed significantly, there have been few studies on floor-
shop scheduling problems. Yang et al. [39] used vectorized value 
functions and performed envelope updates by utilizing the convex 

mA 

(mA mA 
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envelope of the solution frontier to update the parameters. Luo 
et al. [40] developed a two-hierarchy DQN to address the multi-
objective flexible job shop problem with new job insertions. A 
higher DQN is a controller that determines the optimization goal 
for the lower agent, serves as an actuator, and outputs the Q-
value of each dispatching rule. This method does not consider mul-
tiple objectives simultaneously. Therefore, an effective MODRL 
method for scheduling should be explored. 

2.3. Research gaps 

According to the aforementioned literature, it can be concluded 
that: ① DRL methods are usually applied to select operators for 
metaheuristics, which cannot respond to random job arrivals in 
real time; ② a DRL agent can be trained to select dispatch rules 
for better responsiveness, but the solution quality is not satisfac-
tory; and ③ end-to-end DRL has shown the potential for represent-
ing the vast action space in scheduling problems. To the best of our 
knowledge, end-to-end DRL has not been applied to distributed 
hybrid blocking flow-shop scheduling. Because the DHHBFSP 
includes even more complex characteristics and requires real-
time decisions, this study considers the development of an end-
to-end DRL-based online scheduling method that directly selects 
unscheduled jobs according to the probability distribution 
obtained by agents.

From the perspective of policy networks, DRL methods can be 
classified into single- and multi-policy methods. A single policy 
allocates weights to multiple objectives and merges them into a 
single objective for evaluation. Multi-policy methods can fully 
explore the convex hull for small-scale continuous optimization 
problems and have also been adapted to explore Pareto fronts in 
discrete optimizations, such as scheduling problems. However, 
the training time increases exponentially owing to the complexity 
of the state space. Therefore, this study adopts a single-policy 
framework and incorporates two PPO networks in a single agent, 
where a vector-based reward function is developed to address 
the intractable issue of setting the weights of different objectives. 
3. Problem descriptions 

The DHHBFSP addressed in this paper can be described as 
follows: 

There is a set of jobs that randomly arrives at 
the enterprise and must be allocated to F different hybrid flow fac-
tories All jobs have operations with the 
same processing routes. However, the processing time depends 
on the assigned factories. For example, the standard processing 
time for the jth operation of is represented as (i, j N+ ). Then, 
when is assigned to (f N+ ) and processed at the jth stage with 
the processing factor the actual processing time should be 

A hybrid flow shop contains processing stages and 
at least one stage is equipped with more than one available 
machine, where the number of machines at the same stage, 
denoted by can vary from different factories. In addition, a 
blocking constraint is considered in this environment, which 
means that a job can only be released if a machine is available in 
the next stage. Otherwise, it should be held at the current machine; 
such a blocking state consumes a certain amount of energy. Note 
that the total number of jobs is unknown for the DHHBFSP because 
of the randomness of the job arrivals. However, to simplify the 
mathematical formulation, it is assumed that there jobs exist 
during the entire scheduling horizon. The other common produc-
tion constraints are as follows:

J J1 J2 Ji 

H H1 H2 HF . K 

Ji pi j 

Ji Hf 

lf j, 
Hf pi j lf j. K 

Mf j, 

N 
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(1) All machines are available at time zero. 
(2) A job can only be processed by one factory. 
(3) A job can only have one operation processed at a time. 
(4) A machine can process only one operation at a time. 
(5) All setup and transportation times are neglected or included 
in the processing time. 

Therefore, the DHHBFSP comprises two decision-making pro-

cesses: allocating unscheduled jobs to factories and determining 
the processing sequence for each factory. The objective of the 
DHHBFSP is to minimize the total tardiness (TT) and total energy 
consumption (TEC) simultaneously. Once a feasible schedule for 
the DHHBFSP is given, the TT can be easily identified according 
to the completion time and due dates, whereas the TEC includes 
the energy consumption during the processing, idle, and blocking 
states. Here are the calculation of TT and TEC. 

Minmize TT 
N 

i 1 

max ci K Di 1 

Minimize TEC Ep Ei Eb 2 

Ep 
N 

i 1 

K 

j 1 

F 

f 1 
xi f p 

i j 
lf j ef j 3 

Ei 
N 

i 1 

K 

j 1 

F 

f 1 
xi f a

i j 
ef j eidle 4 

Eb 
N 

i 1 

K 

j 1 

F 

f 1 
xi f b 

i j 
ef j eblock 5 

where F is the total number of hybrid flow factories is due date of 
is completion time of the Kth operation of is the idle time 

of at the jth operation, is the blocking time of at the jth oper-
ation, is the process time factor of operations at the jth stage in 
factories is the standard unit time energy consumption at the 
jth stage in factories is the factor of unit energy consump-
tion during the idle time of machines, is the factor of unit 
energy consumption during the blocking time of machines. 

if is assigned to otherwise, TT is the total tar-
diness, TEC is the total energy consumption, is the energy con-
sumption during the processing state, is the energy 
consumption during the idle state, and is the energy consump-
tion during the blocking state. 

This work also establishes a mathematical model to describe 
the multi-objective DHHBFSP. This model can be found in Part A 
in Appendix A. 

, Di 

Ji Ji ci K, ai j, 
Ji Ji bi j 

lf j 

Hf ef j, 
Hf , eidle 

eblock 

Ji Hf , xi f 1, xi f 0. 
Ep 

Ei 

Eb 
4. PPO-based method for DHHBFSP 

4.1. Preliminary studies 

The proposed IPPO aims to address the multi-objective 
DHHBFSP by improving the PPO training method using a multi-
agent framework. Therefore, this subsection introduces some pre-
liminaries of the proposed IPPO for better understanding, including 
MORL and MADRL. 

4.1.1. MORL 
In RL, the environment is typically modeled as a MDP that con-

tains with five parts. S is a set of states s in the 
environment, A is a set of actions a for agents, P is the transition 
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function denoting the probability that the agent finds 
itself in each possible next state after executing action a in state 
s, a reward function denoting the immediate reward 
obtained by executing action a in state s. is the discount 
factor. In multi-objective optimization, the objective space consists 
of two or more dimensions. Therefore, regular MDPs are 
generalized as MOMDPs. MOMDPs are MDPs that provide a vector 
of rewards instead of a scalar reward, that is, R si ai R1 si ai 
R2 si ai Rm si ai , where m represents the number of objec-
tives (m N+ ). In MORL, the state-dependent value function V of 
state s is a vector. 

Single-policy MORL algorithms employ scalarization functions 
to define utility over a vector-valued policy, thereby reducing the 
dimensionality of the underlying multi-objective environment to 
a single scalar dimension. The scalarization function g projects 
the vector V to a scalar: 

Vw g V w 6 

where w is the weight vector that parameterizes g. A scalarization 
function can come in many forms, however, the most common 
function is the linear scalarization function, which is used in this 
study. 

4.1.2. Multi-agent DRL 
Typical MADRL algorithms such as multi-agent deep determini-

stic policy gradient (MADDPG) [41] and multi-agent PPO (MAPPO) 
[42] perform centralized training and distributed execution 
(CTDE). CTDE means that the networks of all agents need to be 
trained together with joint states and actions (centralized train-
ing), but each agent can make independent decisions and output 
its own actions (distributed execution). Because each agent must 
consider the actions and states of other agents when making deci-
sions, frequent data interactions are required between the agents. 
When individual agents are trained centrally, their critic networks 
are meant to use the global state; therefore, when the number of 
agents increases, learning becomes increasingly difficult to scale, 
which is also a challenge for the training cost and convergence of 
the algorithm. At the same time, not all agents need to make deci-
sions at the same moment, thus, if a synchronized decision mea-
surement is used, it may produce a large amount of invalid data, 
which reduces the training efficiency. 

Therefore, this study adopts a multi-agent DRL approach with 
asynchronous decision making, where multiple agents collaborate 
and influence each other through rewards. The agents are trained 
separately and executed asynchronously. When the simulation 
environment runs to the time of the first stage of the current job 
departures for one agent (decision time), the next job is selected 
from the job pool, and the reward generated after the selection is 
added to the state of the next decision point. Thus, the actions per-
formed by different agents before and after the selection of the jobs 
affect each other. Therefore, multiple agents are asynchronous in 
decision-making, but collaboration between agents is achieved 
through the change in the state of the jobs and rewards. 

4.2. Formulation of the MOMDP 

4.2.1. State 
The state features designed in this study consist of vectors of 

the state features of the jobs to be processed, and all features 
reflect the current global state of the factory. According to the 
MDP definition, the next decision is related only to the current 
state of the environment and is independent of the decisions made 
previously. Therefore, the state features of each job must contain 
only the processing information for unprocessed operations. Every 
agent makes decisions based on local observations, including the

P s s a 
s 

R s a 
c 0 1 
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Table 1 
State definitions. 

State Definition 

Process times All process times on all stages 
D-A Time difference between the due date and current time 
Blocking time Estimated blocking time after choosing this job 
Tardiness signal Equal to 1 if no tardiness, otherwise equal to −1 
Reward of last decision Reward vector of last decision 
Job type of last decision Job from new arrival pool or not 
Estimated immediate reward The estimated immediate reward after choosing this job 
Weights of all objectives Weights between two objectives 
state vectors of L jobs. Each vector contains 14 features that 
describe the state of the current manufacturing environment. The 
details of the state vectors are presented in Table 1. The state vec-
tor for one agent is shown in Fig. 1. State transfer was performed 
using the Python SimPy simulation library in a multi-agent 
environment. 

4.2.2. Action 
To improve training efficiency, each episode has initial jobs, and 

a scheduling plan is generated according to the hybrid genetic 
algorithm (HGA). Additionally, some jobs arrive randomly. New 
jobs do not select a factory autonomously but are placed in the 
job pool with all unprocessed jobs. The selected job is directly 
decoded and arranged into the corresponding factory stages, and 
machine selection is performed according to the first available 
machine (FAM) rules. The departure time of each stage is updated 
after decoding, and when the simulation environment runs to the 
departure time of the first stage of the current job of one agent 
(decision time), the next job is selected from the job pool. The 
action in our MOMDP is to choose a job from the current job pool. 
The number of jobs in the job pool changes with the process time. 
To fix the input size, this study sorts all jobs and selects eight jobs 
using the earliest due date (EDD) rule for the agent to make a 
decision. 
Fig. 1. States for one

282
4.2.3. Reward 

In this study, reward is a vector instead of a scalar and corre-
sponds to the two objectives. It comprises three parts: immediate 

reward episode reward and previous reward To avoid 
obtaining single-step rewards during the learning process of the 

agent, and functions were designed separately. is a 
vector of negative tardiness and negative energy consumption gen-
erated by the job selection. The actual average tardiness and 
energy consumption for all factories in each episode constitute 

the and are updated to the rewards for all agents at the end 
of each episode. The effect of the previous decision on the current 

state was considered by adding a with a discount factor. To 
avoid the negative impact of excessively large or small reward val-
ues on the training of the state-value function, this study applies 
the reward scaling method [43] to adjust the scale of the rewards. 

IR 
1 
Tt 

1 
ECt 

7 

PR 
i t 1 

i 0 

c 
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i t 1 
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Fig. 2. Multi-agent training framework. Fac: factory; Epi: the number of the episodes. 
ER 
1 

TT totalstepsf 

1 
TEC totalstepsf 

9

R IR PR ER 10 

where Tt is the tardiness at time t,  ECt is the energy consumption at 
time t , is a discount factor, totalstepsf is the number of the steps 
for factory f in each episode. 

4.3. Training process based on PPO 

4.3.1. MADRL-based training framework 
In this section, we introduce the MADRL-based training frame-

work for the proposed IPPO. In the DHHBFSP environment, a DRL 
agent is formulated for each factory and defined as an FA for job 
allocation. Multiple FAs work in an asynchronous manner without 
direct interaction, which means once an FA has selected a job and 
updated the schedule, other FAs will observe an updated state that 
includes such changes to avoid conflicts. The proposed multi-agent 
training framework is shown in Fig. 2. Each agent trains the net-
works independently; however, the action and reward of the pre-
vious step in the entire environment are considered as the states 
of the next step. The multi-agent virtual environment is initialized 
by a fixed number of jobs distributed by the HGA proposed in a 
previous study [44]. Before new jobs arrive, all agents process

c 
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the jobs in the sequences produced by the HGA. Once a new job 
arrives, all agents transfer to a learning process and must choose 
the next job at decision points with PPO networks until there are 
no jobs for all agents to choose. After an episode is completed, 
the virtual environment is reinitialized for a new episode. This pro-
cess ends when a predefined number of episodes is reached. 

Based on this training framework, we propose a training 
method for MODRL. Prior to the training process, the parameters 
of the environment and training are set. During each episode, the 
virtual environment is reset with 20 random initial jobs distributed 
by the HGA to different agents for processing. After new jobs arrive, 
when reaching a decision point, agent selects eight jobs from the 
job pool with the EDD as the input and obtains observations and 
masks As mentioned previously, each agent has two PPO net-
works: and If the episode is an odd number, agent 
chooses actions by receives reward next observation 
and next mask and stores the tuple into 

Otherwise, agent chooses actions using In the 
learning process, if the episode reaches half of the training itera-
tions for policy (TR), each network samples a continuous batch of 
memories to update the network parameters and retain the mem-
ories. If the episode reaches the TR, each network samples a contin-
uous batch of memories to update the network parameters and 
empties the memories. The training process is terminated when 
the maximum number of episodes M is reached. The MODRL train-
ing process is presented in Algorithm 1.

i 
oi 

mi. 
i PPOi 1 PPOi 2. 

PPOi 1, ri, oi, 
mi, oi mi ai ri oi mi

i PPOi 2. memoryi 1. 

move_f0010


Engineering 46 (2025) 278–291
Algorithm 1. Training process of the proposed IPPO. 
X. Sun, W. Shen, J. Fan et al.
1 
for episode = 1 to do M 

2 
Reset the training environment with 20 initial jobs 

randomly 

3
 Generate an initial schedule by the HGA 

4
 for =  1  to  do f F 

5
 Combine all unscheduled jobs and select 8 jobs by 

the EDD 

6
 The fth agent obtains the observation 

and mask mi oi o1 o2 oS 

Fig. 3. Training process in single PPO. V(s): the state-dependent value with state s. 
7
 if episode%2 = 1 then 
8
 Choose action for ai PPOf 1 
9
 Obtain reward the next observation and the 
next mask 

ri, oi 
mi 
10
 Decompose the action for the machine selection 

11
 Store the tuple into (oi, mi, ri, oi, mi) ai, memoryf 1 

12
 if episode%TR = TR/2 then 

13
 trained with a random B of PPOf 1 memoryf 1 

14 
Preserve the memory and update the network of 

PPOf 1 
15
 else if episode%TR = 0 then 

16
 trained with a random B of PPOf 1 memoryf 1 

17
 Empty memoryf 1 

18
 end if 

19
 else if episode%2 = 0 then 

20
 Choose action for ai PPOf 2 
21
 Obtain reward the next observation and the 
next mask 

ri, oi 
mi 
22
 Decompose the action for the machine selection 

23
 Store the tuple into (oi, mi, ri, oi, mi) ai, memoryf 2 

24
 if episode%TR = TR/2 then 

25
 trained with a random B of PPOf 2 memoryf 2 

26 
Preserve the memory and update the network of 

PPOf 2 
27
 else if episode%TR = 0 then 

28
 trained with a random B of PPOf 2 memoryf 2 

29
 Empty memoryf 2 

30
 end if 

31
 end if 

32
 end for 

33 
end for 
Table 2 
Layout of the multi-factory environment. 

Setting Values 

The number of initial jobs 20 
The number of factories 2 
The number of stages 4 
The number of machines in factory 1 [2, 3, 1, 4] 
The number of machines in factory 2 [4, 3, 3, 2] 
Time factors of factory 1 [1, 1.3, 0.7, 1] 
Time factors of factory 2 [1.3, 1, 1, 0.7] 
Energy consumption factors of factory 1 [1.3, 0.7, 1.3, 0.7] 
Energy consumption factors of factory 2 [0.7, 1, 1, 0.7] 
Energy consumption factors of blocking state 0.3 
Energy consumption factors of idle state 0.2 
4.3.2. PPO-based training in a single agent 
In this study, the PPO training framework is used to train a deep 

learning network [45]. Generally, each agent trains only one PPO 
network. However, training using only one network may reduce 
the solution range. Therefore, we train two PPO networks on an 
agent with different objective weight distributions. During the 
training process, these two PPO networks store the training data 
separately according to the odd and even numbers of episodes. 
The training processes for the two PPO algorithms are identical, 
as shown in Fig. 3. 

As mentioned previously, this is a multi-objective problem; the 
reward and state value functions should be vectors representing 
the two objectives. During the training process, the loss values of 
the actor and critic networks must be scalar to update the deep 
network parameters. Instead of using different linear scalarization 
weight vectors to solve a series of scalarized MDPs, in this study, 50 
sets of weight vectors are used to calculate the average 
scalarized loss value, as shown in Eq. (11) loss vector [l1, l2]. 

[w1 i w2 i] 
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loss 
i 

w1 il1 w2 il2 11 

The PPO algorithm trains the actor and critic once using the 
same training data TR times. To use data more efficiently, this 
study proposes an improved learning strategy that divides the 
training process into two parts: single-policy and dual-policy data 
training. For the first times, the networks are updated based on 
data from the old policy. Subsequently, the networks produce 
another set of training data with an updated policy and update 
the current networks by combining these two sets of data for the 
remaining times. 

In this study, we adopted the attention-based policy network 
(APN) proposed in Ref. [46], which mainly consists of a feature 
extraction layer, query glimpse layer, and pointer layer. The input 
of the APN is the proposed job vector and the output is the proba-
bility distribution of the input jobs. The details of the APN can be 
found in Part B in Appendix A. 

TR 
2 

TR 
2

5. Numerical experiments 

5.1. Experiment setups 

All the compared methods were coded in Python and performed 
on a computer with an Advanced Micro Devices (AMD) Ryzen 56 
600H (American Technology Company Inc., USA) with a Radeon 
Graphics Central Processing Unit (CPU) at 3.30 GHz (American 
Technology Company Inc., USA) with 16 GB of Random Access 
Memory (RAM; American Technology Company, Inc., USA) running 
the Windows 10 Standard 64 bits operating system (MicroSoft, 
USA). Before the training process, the layout of the multi-factory 
environment was defined as shown in Table 2. The running envi-
ronment for the DHHBFSP provides open access to GitHub. 

5.1.1. Setting of test instances 
The input was the states of eight jobs containing eight vectors in 

14 dimensions. The output for the actor was eight actions and the

move_f0015
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Table 3 
Levels of parameters. 

Level B c PR TR 

1 256 0.85 0.7 40 
2 512 0.90 0.8 60 
3 1024 0.95 0.9 80 
output for the critic was two Q values. The dimensions of both the 
hidden and embedded layers were set to 128. There are eight heads 
in the multi-head attention layer. The Adam optimizer was 
employed for parameter optimization. The initial learning rate 
was set as 1 × 10−5 . For new jobs, we assume that the job arrival 
pattern follows a Poisson distribution with arrival rate k, according 
to queuing theory. Instances of different scales were randomly 
generated for the experiments. Then, the number of total jobs 
was set as n total 10, 20, 50, 100, 200}. The due date for these 
jobs was calculated by summing the process times with different 
due date tightness (DDT) {1,1.5}. There were five examples for 
each number, for a total of 50 instances. 

5.1.2. Performance metrics 
Before the experiments, two indicators were defined to evaluate 

the performance: invert generational distance (IGD) and purity (P). 
The IGD is a measured value defined as the distance between each 
point in the optimal Pareto front (PF*) and the obtained Pareto 
front for an algorithm (PF). IGD is the variation in generational dis-
tance (GD) and is a more comprehensive indicator that reflects 
convergence and diversity simultaneously. It is shown as:

IGD 

n 

i 1 
d 2 i 

n 
12 

where denotes the Euclidean distance between each point con-
sisting of the PF* and the nearest points of the PF, is the number 
of PF* points. Therefore, a low IGD value is desirable. Because the 
true PF* may be unknown or difficult to obtain, in this study, PF* 
was obtained using all runs of the different approaches for each 
instance. P is the ratio of nondominated solutions generated by an 
algorithm X after comparison with the nondominated solutions 
generated by other algorithms. The P metric reflects the cardinality 
of an algorithm. It has a value range of [0, 1], where a value of 1 
indicates that the nondominated set completely dominates 
all solutions generated by other algorithms. Thus, a higher value 

{ 

di* 
n 

NDX 
Fig. 4. Factor level tr
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of P is desirable, and the formulation of P in algorithm X is described 
as 

PX 
NDX 

ND 
13 

where is the number of nondominated solutions generated by 
algorithm X after comparison with other nondominated solution 
sets, and is the number of solutions of all nondominated solu-
tion sets among the compared algorithms. 

5.1.3. Parameter tuning 
The proposed IPPO contains four key parameters: B (batch size), 

c, previous reward discount factor (PR), and training iteration for 
policy (TR). To take advantage of the IPPO and reduce the influence 
of the parameters on different instances, the Taguchi method, 
which is one of the best statistical analysis methods with fewer 
experiments, was adopted for several selected instances. 

The orthogonal array L9(34 ) is designed. Table 3 lists the values 
of each parameter. Each combination will run 1000 episodes and 
solve a random instance 30 times independently. From Fig. 4,  we
can see that the best parameter values for B, c, PR, and TR are 
1024, 0.95, 0.9, and 40, respectively. Furthermore, batch size B is 
the most sensitive to the training process. c shows the least impact 
on the training process. The response values for these parameters 
can be found in Part C in Appendix A. 

NDX

|ND | 
end of the IPPO.
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5.2. Comparison with PPO variants 

The training process is one of the most important components 
of DRL. Two experiments were conducted to demonstrate the 
effectiveness of the proposed training method. First, the training 
process with a single PPO network was compared to that with dual 
PPO networks. Second, the training framework with the new learn-
ing strategy was compared to the framework without the new 
learning strategy. Each instance was solved 30 times indepen-
dently. Detailed results can be found in Part D in Appendix A. 
Fig. 5. Convergence curves 

Table 4 
IGD values and P values between IPPO and PPO_S. 

Instance IGD (DDT = 1) P (DDT = 1)

PPO_S IPPO PPO_S IPP

J10 5.61 × 103 5.57 × 102 0 0.5
J20 6.97 × 103 3.04 × 102 0 0.7
J50 4.38 × 103 7.91 × 102 0.03 0.5
J100 4.96 × 103 2.85 × 103 0.23 0.3
J200 2.19 × 104 1.37 × 104 0.18 0.5

Fig. 6. Pareto fronts of I
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5.2.1. IPPO vs PPO_S: Validation of dual PPO networks 
In the proposed IPPO method, two PPO networks were used to 

search for solutions in different spaces. Therefore, we assigned dif-
ferent pairs of weights to each input. In addition, to simplify the 
training process, we placed the replay data in two buffers. In con-
trast, the input of the training process with a single PPO network 
(PPO_S) does not assign a set of weights, and the replay buffer 
requires only one. 

Fig. 5 shows the convergence of the two methods, and indicates 
that the PPO_S can reach the convergence state at approximately
of IPPO and the PPO_S.

IGD (DDT = 1.5) P (DDT = 1.5) 

O PPO_S IPPO PPO_S IPPO 

1 5.50 × 103 9.88 × 101 0 0.68 
5 5.48 × 103 4.67 × 102 0 0.72 
3 8.98 × 103 3.19 × 102 0 0.83 
6 1.29 × 104 2.67 × 103 0 0.72 
8 9.62 × 104 3.77 × 103 0.05 0.74 

PPO and the PPO_S. 
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the 4000th episode, which is faster than that of IPPO at the 6000th 
episode. In addition, without weights as input, the PPO_S training 
process was more stable than that of IPPO, indicating that the 
weights of the two objectives caused the training process to fluctu-
ate. However, considering the weights as input can lead to the PPO 
model being trained to obtain a higher average reward. This may 
allow the PPO to make better decisions at each point. To prove this 
hypothesis, we compared IPPO and the PPO_S in 25 instances with 
Fig. 7. Convergence curves o

Table 5 
IGD values and P values between IPPO and PPO_OL. 

Instances IGD (DDT = 1.0) P (DDT = 1.0)

PPO_OL IPPO PPO_OL IPP

J10 6.94 × 102 5.57 × 102 0.30 0.5

J20 2.00 × 103 3.04 × 102 0.06 0.7

J50 1.89 × 103 7.91 × 102 0.26 0.5

J100 5.26 × 103 2.85 × 103 0.17 0.3

J200 2.71 × 104 1.37 × 104 0.18 0.5

Fig. 8. Convergence curves 
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two DDT values. From Table 4, we can see that IPPO all best aver-
age IGDs and P values with DDT values of 1 and 1.5. Simultane-
ously, to verify the effectiveness of the two PPO networks in 
IPPO, we illustrate the Pareto fronts of IPPO and the PPO_S by ran-
domly choosing the two instances shown in Fig. 6. This indicates 
that the IPPO can obtain a broader Pareto front than the PPO_S in 
these instances. All IPPO Pareto solutions were better than those 
of the PPO_S.
f IPPO and the PPO_OL.

IGD (DDT = 1.5) P (DDT = 1.5) 

O PPO_OL IPPO PPO_OL IPPO 

1 2.41 × 103 9.88 × 101 0.08 0.68 

5 2.29 × 103 4.67 × 102 0.16 0.72 

3 3.10 × 103 3.19 × 102 0.10 0.83 

6 7.15 × 103 2.67 × 103 0.15 0.72 

8 1.74 × 104 3.77 × 103 0.14 0.74

of IPPO and the PPO_U.
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5.2.2. IPPO vs PPO_OL: Validation of the two-stage training 
This paper proposes a new learning strategy to use training data 

more efficiently. This experiment compared IPPO and PPO with the 
old strategy (PPO_OL). First, Fig. 7 shows that IPPO with the new 
learning strategy can converge 1000 episodes earlier than the 
PPO_OL. This indicates that reusing the training data can accelerate 
the convergence procedure. In addition, it causes the IPPO to con-
verge to a higher average reward of 18% and 27% for TT and TEC, 
respectively.

We compared IPPO and the PPO_OL in 25 instances with two 
DDT values to verify the effectiveness of the IPPO model. Table 5 
shows that IPPO all best average IGDs and P values with DDT val-
ues of 1 and 1.5. Generally, the IGD and P values exhibit the same 
trend, which means that if the ratio of nondominated solutions 
generated by IPPO increases, the IGD can perform better than the 
other methods. The higher IGD of the IPPO indicates that the 
nondominated solutions generated by the IPPO are closer to the 
real Pareto front.

5.2.3. IPPO vs PPO_U: Validation of the reward update 
In the proposed IPPO method, we improved the reward calcula-

tion function. To prove its effect on the IPPO, we compared the 
method with an improved reward (IPPO) and with an unimproved 
reward (PPO_U). Both methods used the same training framework 
and each instance was solved independently 30 times. As shown in 
Fig. 8, IPPO reaches a stable learning state by approximately 6000 
episodes regarding TT and TEC, whereas the PPO_U uses more than 
7000 episodes to converge, which indicates that IPPO can converge 
Table 6 
IGD values and P values between IPPO and PPO_U. 

Instance IGD (DDT = 1.0) P (DDT = 1.0)

PPO_U IPPO PPO_U IPP

J10 1.32 × 103 5.57 × 102 0.19 0.5
J20 2.06 × 103 3.04 × 102 0.19 0.7
J50 2.71 × 103 7.91 × 102 0.18 0.5
J100 6.50 × 103 2.85 × 103 0.14 0.3
J200 2.83 × 104 1.37 × 104 0.07 0.5

Table 7 
IGD values between IPPO and other rules. 

Instance EDD MDD MST

J10 2.09 × 104 1.58 × 104 1.74 × 104 

J20 2.41 × 104 1.19 × 104 1.72 × 104 

J50 2.57 × 104 3.58 × 104 2.92 × 104 

J100 1.29 × 105 9.11 × 104 7.53 × 104 

J200 3.15 × 105 2.65 × 105 3.21 × 105 

Table 8 
P values between IPPO and other rules. 

Instance EDD MDD MST

J10 0 0 0
J20 0 0 0
J50 0 0 0
J100 0 0 0
J200 0 0 0

Table 9 
IGD values between IPPO and other algorithms. 

Instances MOEAD23 Pdjaya23

J10 1.48 × 104 1.38 × 104 

J20 1.38 × 104 1.47 × 104 

J50 1.82 × 104 1.40 × 104 

J100 7.20 × 104 7.02 × 104 

J200 1.89 × 105 1.50 × 105 
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faster than the PPO_U with the same training framework. However, 
the reward training curve of IPPO is not smooth; it rises and drops 
several times before convergence is reached. In comparison, the 
curve of the PPO_U was relatively steady, and the overall trend 
gradually decreased.

We can see from Table 6 that the IPPO obtained best average IGDs 
and P values with DDT values equal to 1 and 1.5. This indicates that 
the updated reward in IPPO improves the performance of PPO, 
including accelerating the convergence and obtaining better solu-
tions for these 50 instances. Detailed analyses between IPPO and 
PPO_S, PPO_OL and PPO_U can be found in Part E in Appendix A. 

5.3. Comparison with dispatch rules 

After validating the effectiveness of every improved part in 
IPPO, this section discusses the comparison of IPPO and several 
useful dispatching rules containing EDD, modified due date 
(MDD), minimum slack time (MST), shortest process time (SPT), 
and largest process time (LPT), and one commonly used MODRL 
method (abbreviated as SW) [34] using the same PPO network 
structure as ours in DDT = 1.0. Tables 7 and 8 show that IPPO per-
forms better with IGDs and P values than with dispatching rules 
and SW. Detailed results can be found in Part F in Appendix A. 

5.4. Comparison with metaheuristics and DRL methods 

To further investigate the performance of the proposed IPPO, it 
was compared with the metaheuristics and DRL methods reported
IGD (DDT = 1.5) P (DDT = 1.5) 

O PPO_U IPPO PPO_U IPPO 

1 1.72 × 103 9.88 × 101 0.25 0.68 
5 1.57 × 103 4.67 × 102 0.13 0.72 
3 3.93 × 103 3.19 × 102 0.07 0.83 
6 7.50 × 103 2.67 × 103 0.13 0.72 
8 4.91 × 104 3.77 × 103 0.06 0.74 

LPT SPT SW IPPO 

2.42 × 104 1.45 × 104 1.50 × 104 3.27 × 102 

2.12 × 104 1.74 × 104 1.33 × 104 0 
2.17 × 104 2.58 × 104 2.18 × 104 6.53 × 103 

8.65 × 104 8.97 × 104 4.35 × 104 2.76 × 104 

2.20 × 105 2.43 × 105 7.22 × 104 4.64 × 104 

LPT SPT SW IPPO 

0 0 0 0.90 
0 0 0 1.00 
0 0 0 0.67 
0 0 0 0.53 
0 0 0 0.87 

MAEQL MAGPI IPPO 

2.13 × 104 1.53 × 104 3.27 × 102 

2.80 × 104 1.20 × 104 0 
3.72 × 104 1.40 × 104 6.53 × 103 

4.66 × 104 3.37 × 104 2.76 × 104 

6.81 × 104 5.55 × 104 4.64 × 104 
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in recent publications, including multi-objective evolutionary algo-
rithm based on decomposition 2023 (MOEAD23) [47], Pareto-
based discrete jaya algorithm (Pdjaya23) [48], and multi-agent 
envelope Q-learning (MAEQL) [39]. In addition, IPPO was com-
pared with a multi-agent generalized policy improvement (MAGPI) 
method, which adopts the generalized policy improvement (GPI) 
developed in Ref. [49] to train multiple agents under the collabora-
tive framework of this work. To implement MAGPI, baseline GPI 
codes were adopted from GitHub, and the GPI component was 
incorporated into the multi-agent framework of this study. The 
dimensions of the hidden layers of MAEQL and MAGPI were the 
same as those of IPPO. 
Table 10 
P values between IPPO and other algorithms. 

Instance MOEAD23 Pdjaya23

J10 0.05 0.05
J20 0 0
J50 0 0
J100 0.10 0
J200 0 0

Fig. 9. Pareto fronts of IPPO

Fig. 10. Pareto fronts of IPPO a
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As shown in Tables 9 and 10, IPPO performs better in terms of 
IGDs and P values compared with the metaheuristic algorithms 
and two MODRLs, which indicates the effectiveness of the learning 
strategy and network design. Detailed results can be found in Part F 
in Appendix A. 

The Pareto fronts shown in Figs. 9 and 10 present the Pareto 
approximations obtained by the different algorithms on two ran-
domly selected instances. It can be observed that the Pareto fronts 
generated by IPPO are closer to the bottom-left corner of the fig-
ures than those obtained by other algorithms in two-dimensional 
coordinates, indicating that IPPO obtains a broader Pareto front 
than the others in these two instances. The distribution of the non-
MAEQL MAGPI IPPO 

0 0 0.90 
0 0 1.00 
0 0.33 0.67 
0 0.37 0.53 
0 0.13 0.87 

 and compared rules. 

nd compared algorithms.
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dominated solutions obtained by IPPO is also better. Compared 
with the other two DRL algorithms, the results indicate that the 
proposed method for calculating the loss functions can better opti-
mize both objectives. In addition, the results show that IPPO and 
MAGPI can obtain better solutions than the other metaheuristic 
algorithms because global information is considered in the learn-
ing process.

6. Conclusions and future work 

This study presented a DHHBFSP with TT and TEC criteria. To 
solve this complex problem efficiently, this study proposes a 
multi-objective DRL approach based on PPO, called IPPO. We define 
the state spaces, action spaces, and reward functions for different 
agents to complete a MOMDP and improve the reward function 
from three aspects. Then, a new learning strategy is introduced 
in the IPPO by training the single-policy data and dual-policy data 
separately to use the old policy data repeatedly. Meanwhile, for 
agents in the framework, two PPO networks with the same 
structure and different target sets of weights are defined in a single 
agent to broaden the Pareto front. Extensive experiments showed 
that the improved reward function and new learning strategy 
can speed up the convergence procedure and obtain a better model 
for most instances. In addition, the two PPO networks allow the 
distribution of nondominated solutions to be more scattered, 
although the IPPO convergence process is unstable and sensitive 
to the training setting. The promising abilities of the proposed IPPO 
algorithm were demonstrated in comparison with other MODRLs, 
metaheuristics, and dispatching rules. IPPO cannot only obtain bet-
ter nondominated solutions in all instances, but also forms a 
broader Pareto front. This indicates that the proposed loss function 
calculation method can optimize both objectives better than the 
other methods. 

In future work, we will optimize the training settings to ensure 
that IPPO performs equally among various instances. In addition, 
we may consider the applicability of the proposed algorithm to dif-
ferent types of distributed scheduling problems, such as dis-
tributed job shop scheduling problems and distributed flexible 
job shop scheduling problems. Finally, because metaheuristics 
can achieve better solutions, a new DRL method combining meta-
heuristics for multi-objective problems will be investigated. 
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