
Journal Pre-proofs

Article

CktGen: Automated Analog Circuit Design with Generative Artificial Intelli‐
gence

Yuxuan Hou, Hehe Fan, Jianrong Zhang, Yue Zhang, Hua Chen, Min Zhou,
Faxin Yu, Roger Zimmermann, Yi Yang

PII: S2095-8099(25)00814-8
DOI: https://doi.org/10.1016/j.eng.2025.12.025
Reference: ENG 2200

To appear in: Engineering

Received Date: 19 March 2025
Revised Date: 6 November 2025
Accepted Date: 28 December 2025

Please cite this article as: Y. Hou, H. Fan, J. Zhang, Y. Zhang, H. Chen, M. Zhou, F. Yu, R. Zimmermann, Y.
Yang, CktGen: Automated Analog Circuit Design with Generative Artificial Intelligence, Engineering (2025),
doi: https://doi.org/10.1016/j.eng.2025.12.025

This is a PDF of an article that has undergone enhancements after acceptance, such as the addition of a cover
page and metadata, and formatting for readability. This version will undergo additional copyediting, typesetting
and review before it is published in its final form. As such, this version is no longer the Accepted Manuscript, but
it is not yet the definitive Version of Record; we are providing this early version to give early visibility of the
article. Please note that Elsevier's sharing policy for the Published Journal Article applies to this version, see:
https://www.elsevier.com/about/policies-and-standards/sharing#4-published-journal-article. Please also note that,
during the production process, errors may be discovered which could affect the content, and all legal disclaimers
that apply to the journal pertain.

© 2025 THE AUTHORS. Published by Elsevier LTD on behalf of Chinese Academy of Engineering and Higher
Education Press Limited Company

https://doi.org/10.1016/j.eng.2025.12.025
https://doi.org/10.1016/j.eng.2025.12.025
https://www.elsevier.com/about/policies-and-standards/sharing#4-published-journal-article


Research

Artificial Intelligence—Article

CktGen: Automated Analog Circuit Design with Generative Artificial 
Intelligence
Yuxuan Hou a, Hehe Fan a,*, Jianrong Zhang b, Yue Zhang a, Hua Chen c,*, Min Zhou c, Faxin Yu c, Roger Zimmermann d, Yi 
Yang a

a College of Computer Science and Technology, Zhejiang University, Hang Zhou 310027, China

b Australian Artificial Intelligence Institute, University of Technology Sydney, Sydney , NSW 2007, Australia

c School of Aeronautics and Astronautics, Zhejiang University, Hang Zhou 310027, China

d School of Computing, National University of Singapore, Singapore 117417, Singapore

* Corresponding authors. 

E-mail addresses: hehe.fan.cs@gmail.com (H. Fan), chenhua@zju.edu.cn (H. Chen).

ABSTRACT 

The automatic synthesis of analog circuits presents significant challenges. Most existing approaches formulate the problem as a single-objective 
optimization task, overlooking the fact that design specifications for a given circuit type can vary widely across applications. To address this 
limitation, we introduce specification-conditioned analog circuit generation, a task that directly generates analog circuits based on stated 
specifications. The motivation is to find an effective method that leverages existing well-designed circuits to improve automation in analog circuit 
design. Specifically, we propose CktGen, a simple yet effective variational autoencoder model that maps discretized specifications and circuits 
into a joint latent space and reconstructs the circuit from that latent vector. Notably, as a single specification may correspond to multiple valid 
circuits, naively fusing the specification information into a generative model does not capture these one-to-many relationships. To address this, 
we first decouple the encoding process of circuits and specifications and align their mapped latent space. Then, we employ contrastive training 
with a filter mask to maximize differences between encoded circuits and specifications. Furthermore, classifier guidance along with latent feature 
alignment promotes the clustering of circuits sharing the same specification, thus avoiding model collapse into trivial one-to-one mappings. By 
canonicalizing the latent space with respect to the specifications, we can further optimize and search for an optimal circuit that meets the valid 
target specification. We conduct comprehensive experiments on the open circuit benchmark and introduce several metrics to evaluate cross-model 
consistency in the specification-conditioned circuit generation task. The experimental results demonstrate that CktGen achieves substantial 
improvements over existing state-of-the-art methods. 
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1. Introduction

Analog circuits are essential for processing continuous signals, but their design remains labor-intensive and highly 
dependent on expert intuition. Automated design aims to bridge this gap by directly mapping target specifications to viable 
circuit implementations. Despite the apparent correspondence between specifications and realizable circuits, modeling this 
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complex, high-dimensional mapping remains a major challenge. As circuit complexity grows, there is an urgent need for 
automated tools to accelerate the analog design process.

Analog circuit synthesis involves two principal tasks: topology selection and device sizing [1]. The objective of analog 
circuit synthesis is to ensure that the circuit meets the target specifications and achieves better trade-offs among them. Most 
previous studies treat analog circuit synthesis as an optimization problem [2–4]. One optimization goal is to maximize the 
figure of merit (FoM), which quantifies the trade-offs between specifications within given constraints [5–7]. Another 
optimization objective is to ensure that the performance of the synthesized circuits meets the target specifications [8,9]. 
Existing approaches can be broadly categorized as knowledge-based [10,11], learning-based [6,12], and simulation-based 
methods [13,14].

Knowledge-based approaches use domain rules [8,10] or analytical models [11,15], which work well for simple circuits 
[16–18] but do not scale to more complex designs. To improve scalability, heuristic algorithms have been applied to automate 
both topology generation [19–22] and device sizing [23,24]. However, such methods are highly dependent on initialization, 
and the performance is often unpredictable. More recently, machine learning has enabled new progress. Graph-based 
generative models [25] and reinforcement learning [12,13] allow more efficient circuit exploration, while Bayesian 
optimization [26,27] and surrogate models [7,28–30] help reduce reliance on expensive simulations. Deep learning also 
enhances circuit analysis, such as by enabling better feature extraction [31] or fault detection [32]. While simulation-based 
methods using tools such as simulation program with integrated circuit emphasis (SPICE) [33] remain the standard for 
accuracy, they are computationally costly and are often combined with faster learning or heuristic models [34].

Despite these advances, most existing approaches treat topology selection and device sizing as separate steps. Some 
recent methods aim to address both tasks jointly, using genetic programming [5], integrated pipelines [9,35], or neural network 
models [7,36,37]. For certain specific circuit types, such as operational amplifiers, classical sizing techniques are combined 
with automated topology searching [38–40]. Yet, most solutions cannot easily adapt to changing requirements [6,14,41–43]. 
A generalizable approach that can automatically generate circuits from changing specifications remains a major open 
challenge.

A key limitation of current approaches is their reliance on a small number of manually predefined specification settings. 
Most methods either explicitly optimize for these fixed target cases or only focus on maximizing the FoM [7,13,14,25]. In 
practice, design requirements often shift, requiring new specifications even for the same circuit type. Existing methods can 
only address a limited set of predefined target cases and require additional training or complete re-optimization when 
specifications change, severely restricting their generalization and flexibility. To overcome these limitations, we reformulate 
analog circuit synthesis as a conditional generation problem, enabling the model to capture one-to-many relationships between 
specifications and circuit implementations from existing design data. This paradigm allows the model to accommodate 
shifting requirements and support a broader spectrum of design scenarios through test-time optimization without retraining.

In this work, we introduce CktGen, a conditional generative framework for automated analog circuit design. As 
illustrated in Fig. 1(a), to facilitate joint representation learning for specifications and circuits, we discretize performance 
specifications (gain 𝑠Gain, bandwidth 𝑠BW, and phase margin (PM) 𝑠PM) into intervals, grouping circuits by their joint 
specification class s = [𝑠Gain, 𝑠BW, 𝑠PM]. To align circuits and specifications, CktGen maps both specifications and paired 
circuits into a canonical joint latent space, using a transformer-based variational autoencoder (VAE) [44] for circuits ( ℰckt) 
and a multilayer perceptron encoder for specifications (ℰspec). We structure this space using contrastive training [45–48] and 
classifier guidance with feature alignment, which enforces discriminative boundaries between classes while preserving those 
within class cohesion. This enables CktGen to learn robust one-to-many mappings from specifications to candidate circuits. 
Given a valid discretized specification, the circuit generator 𝒢 produces diverse corresponding circuits. As shown in Fig. 1(b), 
at test time, the specific design requirements are modeled as inequality constraints defined by target specification thresholds 𝒔∗

 for gain, bandwidth, and PM (i.e., 𝑠Gain > 𝑠∗
Gain, 𝑠BW > 𝑠∗

BW, and 𝑠PM > 𝑠∗
PM), defining a feasible region in the latent space. 

The framework identifies valid joint specification classes that overlap with this feasible region, then performs test-time 
optimization without model retraining, employing a multi-armed bandit algorithm (MAB) to efficiently search for a high-
performance circuit in the learned latent space. This framework generates and optimizes designs for diverse specified 
requirements, without retraining or restriction to preset cases.
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Fig. 1. Overview of the CktGen framework for specification-conditioned analog circuit generation and optimization. (a) Joint representation 
learning. Performance specifications (gain 𝑠Gain, bandwidth 𝑠BW, and phase margin 𝑠PM) are discretized into interval-based classes, grouping 
circuits by their joint specification class 𝒔. Dedicated encoders map circuits and specifications into a canonical joint latent space. Contrastive 
training and classifier guidance enforce discriminative boundaries between classes while preserving within-class cohesion, enabling one-to-many 
mapping from specifications to diverse circuits. The circuit generator 𝒢 synthesizes circuits from specification latent vectors. (b) Test-time 
optimization. The specific design requirements are modeled as inequality constraints defined by target specification thresholds 𝒔∗for gain, 
bandwidth, and PM (i.e.,  𝑠Gain > 𝑠∗

Gain, 𝑠BW > 𝑠∗
BW, and 𝑠PM > 𝑠∗

PM), defining a feasible region in the learned latent space. The framework 
identifies valid joint specification classes that overlap with or approximate this feasible region, reporting an out-of-domain error if none exist. For 
valid cases, a Bayesian multi-armed bandit (MAB) algorithm performs test-time optimization without model retraining, iteratively searching the 
latent space, sampling candidates, generating circuits via 𝒢, and evaluating their FoM via a surrogate model. The algorithm adaptively refines its 
strategy based on the observed FoM values, converging to an optimal circuit that meets the target specification. ℰckt: a transformer-based 
variational autoencoder for circuits; ℰspec: a multilayer perceptron encoder for specifications; s1,..., sn: all the joint specification classes in the 
training dataset, n: the number of the joint specification classes in the dataset range; 𝒛1,…,𝒛𝑛: latent vectors sampled for each joint specification 
class; 𝑠∗

Gain, 𝑠∗
BW, and 𝑠∗

PM: target specification thresholds for gain, bandwidth, and phase margin, respectively; s𝑘: the kth valid specification 
candidate in the dataset range that meets the threshold (k = 1, 2, …, ktotal, with ktotal being the total number of available candidates); 𝑠𝑘

Gain, 𝑠𝑘
BW, 

and 𝑠𝑘
PM: the gain, bandwidth, and phase margin of the kth valid joint specification class candidate, respectively.

To evaluate the generated circuits, we train a graph isomorphism network (GIN)-based [49] surrogate model with cross-
modal alignment losses to verify whether each candidate meets its target specifications and to predict its FoM value. We also 
introduce new metrics to systematically measure how well the generated circuits match their specifications, addressing an 
important gap in previous work. Our approach achieves substantial improvements in conditional circuit generation, automated 
design, reconstruction, and unconditional generation tasks.

In summary, our contributions are as follows:

 We present a specification-conditioned generation framework for analog circuit synthesis that overcomes the 
flexibility limitation of traditional optimization-based approaches, enabling adaptation to changing design 
requirements without retraining.

 We employ contrastive training and classifier guidance with feature alignment to align circuits and specifications in 
a canonical joint latent space. Our CktGen learns a clustered representation that naturally supports a one-to-many 
relationship from specifications and diverse circuits.

 We introduce test-time optimization using an MAB algorithm, which efficiently searches for high-performance 
circuits without model retraining.
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 We introduce a few metrics to quantitatively assess the consistency between generated circuits and their 
specifications, filling a gap in the evaluation methods. Our model significantly outperforms previous methods across 
all tasks.

2. Methods

2.1. Task statement

The specification-conditioned analog circuit generation task aims to generate analog circuits based on given 
specifications. More specifically, given 𝒔 = [𝑠Gain, 𝑠BW, 𝑠PM], the analog circuit is expected to be generated from 𝒔. To 
achieve this, we preprocess the specifications from datasets, including Ckt-Bench-101 and Ckt-Bench-301 [7]. We first 
discard the data with invalid specifications (i.e., PM < 0). Next, we simplify the specifications by truncating the fractional 
parts and categorizing them. Finally, each specification element is processed into a one-hot representation. The ranges and 
discretized class counts of the processed data are detailed in Table 1, and the data distribution is shown in Appendix A Section 
S1.

The circuit is represented as a directed acyclic graph (DAG) 𝐺(𝑉,𝐸), where 𝑉 denotes the nodes and 𝐸 represents the 
directed edges. Note that the specifications are graph-level features. The node feature matrix is denoted as 𝑿 = [𝒙1, 𝒙2, …,𝒙𝑁]T, 
where 𝑁 is the number of nodes in a DAG. Specifically, the feature vector for the ith node is defined as 𝒙𝑖 = 𝑥type

𝑖 ,𝑥pos
𝑖 ,𝒙size

𝑖  
(i = 1, 2,…, N). Here, 𝑥type 

𝑖 denotes the type feature of the ith node, selected from 26 subgraph categories; details are provided 
in Appendix A Section S2. 𝑥pos

𝑖  represents the node position feature, which indicates whether the node is in the main path of 
the circuit (i.e., a feedforward path where the direction flows from the input node to the output node). 𝒙size

𝑖  is a vector 
representing the device parameters for the ith node. The edges 𝐸 are represented as the adjacency matrix 𝑨 ∈ ℝ𝑁×𝑁 and the 
flattened edge list 𝒙edge ∈ ℝ

𝑁(𝑁―1)
2 , where ℝ is the set of real number.

Table 1

Value ranges and discretized class counts in the processed datasets.

Ckt-Bench-101 dataset attribute Ckt-Bench-301 dataset attributeItem

𝑠Gain 𝑠BW 𝑠PM 𝑠Gain 𝑠BW 𝑠PM

Valid range [0, 4) [0, 32) [0, 6) [0, 4) [0, 19) [0, 5)

Discretized class count 4 32 6 4 19 5

2.2. Architecture of CktGen

CktGen is a conditional VAE model with three main components: a circuit encoder, specification encoder, and circuit 
generator. The overall architecture is illustrated in Fig. 2. The circuit encoder and specification encoder map circuits and 
specifications into a latent space, and the circuit generator reconstructs the circuits from the latent vectors. Furthermore, 
contrastive training and classifier guidance with feature alignment are used to construct a high-quality joint latent space of 
circuits and specifications

https://www.sciencedirect.com/topics/engineering/real-number
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Fig. 2. Overview of the CktGen architecture. The model consists of four modules: (a) a circuit encoder ℰckt, (b) a specification encoder ℰspec, (c) 
latent space alignment, and (d) a circuit generator 𝒢. The circuit encoder and specification encoder map circuits and specifications into a latent 
space. To cluster circuits with the same specification and distinguish different ones, we employ contrastive training and classifier guidance to train 
a joint latent space. In the circuit generator, a generative pre-trained transformer (GPT)-like model generates the features of the circuit 
autoregressively. GNN: graph neural network. The definitions of the variables in the figure can be found in Sections 2.2.1 and 2.2.2.

2.2.1. Circuit encoder and specification encoder

We introduce two encoders to map the circuits and their specifications into latent vectors. Our goal is to align the latent 
representations from these two modalities. Two different architectures are considered for these two modalities. For the circuits 
(as shown in Fig. 2(a)), the inputs include the node type feature vector 𝒙type = [𝑥type 

1 ,…,𝑥type 
𝑁 ], the node position feature 

vector 𝒙pos = [𝑥pos 
1 ,…,𝑥pos 

𝑁 ], the device parameter feature matrix 𝑿size = [𝒙size 
1 ,…,𝒙size 

𝑁 ], an adjacency matrix 𝑨, and two 
learnable distribution tokens 𝝁ckt and 𝜮ckt. The node feature vector 𝒙type and 𝒙pos are projected into embedding  
𝒙′type ∈ ℝ𝑁×𝑑 and 𝒙′pos ∈ ℝ𝑁×𝑑, respectively, where 𝑑 is the dimension of the node feature embedding. We feed 𝑨 into a 
graph neural network (GNN) [50] to obtain connectivity embedding 𝑨′ ∈ ℝ𝑁×𝑑. Then, we use a transformer-based VAE ℰckt 
to obtain 𝝁′ckt and 𝜮′ckt, which can be computed as follows:

𝝁′ckt,𝜮′ckt = ℰckt(𝝁ckt,𝜮ckt, 𝒙′type,𝒙′pos,𝑨′)(1)

where 𝝁′ckt and 𝜮′ckt represent the learned distribution parameters from the circuit encoder. Furthermore, 𝑿size is projected 
using an MLP and then concatenated with 𝝁′ckt and 𝜮′ckt separately. Finally, two fully connected layers are used to obtain 
the final distribution parameters 𝝁′′ckt  and 𝜮′′ckt, which incorporate the device parameters.

For the specifications (as shown in Fig. 2(b)), we take 𝒔 as input. Each specification (i.e., 𝑠Gain, 𝑠BW, and 𝑠PM) is first 
projected into the ℝ𝑑 space, obtaining the embedded specifications 𝒔′Gain, 𝒔′BW, and 𝒔′PM. We then concatenate them to form 
a unified vector 𝒔′ ∈ ℝ3𝑑 and employ an MLP encoder ℰspec to obtain the joint specification representation  𝒔′′ ∈ ℝ𝑑, which 
can be written as follows:

𝒔′′ = ℰspec concat 𝒔′Gain, 𝒔′BW, 𝒔′PM (2)

Finally, two fully connected layers are used to extract the specification distribution parameters 𝝁spec and 𝜮spec, 
respectively.
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By applying the reparameterization trick [44], we sample the circuit latent vector 
𝒛ckt ∈ ℝ𝑑′ and  the specification latent vector   𝒛spec ∈ ℝ𝑑′ from their respective learned distribution parameters (i.e., {
𝝁′′ckt,𝜮′′ckt} and {𝝁spec, 𝜮spec}), where 𝑑′ denotes the dimension of the latent vector.

Optimization goal. To optimize two encoders, we employ four Kullback–Leibler (KL) losses inspired by TEMOS [51]. 
More specifically, we minimize the KL divergences between the outputs of the two encoders and the normal distribution 𝜷 =
𝒩(𝟎,𝐈), where 𝒩 indicates the normal family of distributions, 𝟎 represents the zero mean vector, and 𝐈 represents the 
identity covariance matrix. Additionally, we use the KL losses to refine the alignment between the output features of the two 
modalities. The overall KL loss (ℒKL) is as follows:

ℒKL = KL 𝜶ckt,𝜷 + KL(𝜶spec,𝜷) + KL(𝜶ckt,𝜶spec) + KL(𝜶spec,𝜶ckt)(3)

where 𝜶ckt = 𝒩(𝝁′′ckt,𝜮′′ckt) and 𝜶spec = 𝒩(𝝁spec,𝜮spec) denote the distribution of the circuit and specification latent 
vectors, respectively. 

2.2.2. Specification-circuit alignment

A single specification usually corresponds to multiple circuits. We observe that simply using the KL loss to align the 
latent vectors cannot capture these one-to-many relationships (Section 3.2). To address this issue, we leverage contrastive 
training, classifier guidance, and feature alignment to improve the joint latent space.

Contrastive training. We incorporate contrastive training to emphasize the distinctions between circuit latent vectors 
corresponding to different specifications (i.e., negative pairs). Consider a batch containing 𝑀 positive pairs 𝒛spec

1 , 𝒛ckt
1 , 

𝒛spec
2 , 𝒛ckt

2 ,…, 𝒛spec
𝑀 , 𝒛ckt

𝑀 , where any pair 𝒛spec
𝑝 , 𝒛ckt

𝑞  for 𝑝 ≠ 𝑞 (𝑝 = 1,2,…,𝑀;𝑞 = 1,2,…,𝑀)  is treated as negative. We 

calculate a similarity matrix 𝑅𝑝𝑞 = cos 𝒛spec
𝑝 , 𝒛ckt

𝑞  to capture the cosine similarities among pairs. Subsequently, we apply 
the information noise-contrastive estimation (InfoNCE) loss (ℒcont) [45] to optimize the circuit encoder and specification 
encoder, which can be defined as follows:

ℒcont = ―
1

2𝑀
𝑝

log
exp

𝑅𝑝𝑝
𝜏

∑
𝑞 exp

𝑅𝑝𝑞
𝜏

+ log
exp

𝑅𝑝𝑝
𝜏

∑
𝑞 exp

𝑅𝑞𝑝
𝜏

(4)

where 𝜏 is the temperature hyperparameter. As depicted in Fig. 2(c), diagonal pairs (colored green) represent positive latent 
vector pairs, while off-diagonal pairs (colored red) represent negatives. It should be noted that we treat circuits that share 
the same specifications but differ in topology and device parameters as negatives (colored white) and filter them out during 
loss computation.

Classifier guidance. We propose a classifier-guidance loss (ℒguide) to further improve the cross-modal consistency in 
the latent space. We feed the encoded circuit latent vector 𝒛ckt into three MLPs to predict gain, bandwidth, and phase margin, 
thereby obtaining the predicted specifications 𝑠Gain, 𝑠BW, and 𝑠PM, respectively. Then, ℒguide can be computed with the 
ground-truth specifications as follows:

ℒguide = ℒCE(𝑠Gain,𝑠Gain) + ℒCE(𝑠BW,𝑠BW) + ℒCE(𝑠PM,𝑠PM)(5)

where ℒCE denotes the cross-entropy loss.

Feature alignment. Following TEMOS [51], we further encourage consistency between 𝒛ckt and 𝒛spec:

ℒfeat = ℒ1(𝒛ckt,𝒛spec)(6)

where ℒ1 denotes the smooth ℒ1 loss.

Finally, our specification–circuit alignment loss ℒalign is the sum of these three losses:

ℒalign = ℒcont + ℒguide + ℒfeat(7)
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2.2.3. Circuit generator

We propose a generative pre-trained transformer (GPT)-like model as the circuit generator 𝒢. During the training stage, 
given a latent vector 𝒛 (which can represent either 𝒛ckt or 𝒛spec), the circuit can be reconstructed from 𝒛. Initially, 𝒛 is 
projected to 𝒛′ ∈ ℝ𝑑′′ through a fully connected layer, where 𝑑′′ denotes the dimension of both the projected latent vector and 
feature embeddings in the generate phase. Then, the model generate the circuit properties sequentially, where the hat notation 
( ∙ ) denotes the generated features: the node type 𝒙type , node position 𝒙pos, device parameters 𝑿

size, and edges 𝒙edge.

For node types and positions, as illustrated in Fig. 3, the node type vector 𝒙type is first fed into the embed layer, obtaining 
the embeddings 𝒙′type ∈ ℝ𝑁× 𝑑′′, then concatenated with the projected latent vector 𝒛′, obtaining 𝒙′′type =
𝒛′;𝒙′type

1 ;𝒙′type
2 ;…;𝒙′type

𝑁 . We then use a transformer [52] decode 𝒙′′type to obtain 𝒙type = 𝑥type
1 , 𝑥type

2 , …,𝑥type
𝑁 , where 𝒙type 

represents the node type features of the generated nodes and the last node type 𝑥type
𝑁  is the output, indicating the completion 

of the generation process. Thus, this process can be formulated in an autoregressive manner, and the output distribution of 
the ith node type can be written as the likelihood 𝑝𝒢(𝑥type

𝑖  | 𝒙′′type
<𝑖 ,𝒛). The node position features of the generated nodes 𝒙pos is 

obtained similarly to 𝒙type. Additionally, the device parameters of the generated nodes 𝑿
size are directly derived from 𝒛 

through an MLP-based device parameters regressor  𝑓size, which predicts continuous sizing values for each circuit component. 
This conditioning mechanism enables the generator to reconstruct circuits that align with the specifications encoded in 𝒛.

For edge generation, as shown in Fig. 3, we follow a similar approach to PACE [53]. First, the connectivity embedding 
𝑨′ ∈ ℝ𝑁× 𝑑′′ is derived using a GNN [50]. Then, we concatenate 𝑨′ with 𝒛′ to obtain the concatenated embedding 
𝑨′′ ∈ ℝ(𝑁+1)× 𝑑′′. The transformer takes 𝑨′′ as input and outputs the contextualized connectivity embedding 
𝒙′edge ∈ ℝ(𝑁+1)× 𝑑′′. We use a fully connected layer to get the projected embedding 𝒙′′edge ∈ ℝ(𝑁+1)×𝑑. Next, as shown in 
Fig. 4, for the jth node 𝑣𝑗 and the ith node 𝑣𝑖, where 𝑗 < 𝑖, we obtain the pairwise edge feature 𝒚𝑗→𝑖 = 𝒙′′edge

𝑖 ,𝒙′′edge
𝑗 ∈ ℝ2𝑑, 

representing the connection state of a directed edge from node 𝑣𝑗 to 𝑣𝑖. The probability of each directed edge from 𝑣<𝑖 to 𝑣𝑖 
can be computed by inputting the set of edge features representing the states of the edges connected to the ith node, denoted 
as 𝒀𝑖 = [𝒚1→𝑖; 𝒚2→𝑖; …;𝒚(𝑖―1)→𝑖] ∈ ℝ(𝑖―1)×2𝑑 into the edge prediction MLP 𝑓edge. Formally, 𝑓edge is defined as a scoring 
function that evaluates the likelihood of a directed connection based on the pairwise edge features. The probability of an edge 
existing between 𝑣𝑗 and 𝑣𝑖 is defined as 𝑝𝑗→𝑖 = 𝜎(𝑓edge(𝒚𝑗→𝑖)), where 𝜎( ∙ ) is the sigmoid activation function. The 
generated edge list 𝒙edge is obtained applying  𝑓edge to the complete set of edge features 𝒀 = [𝒀1, 𝒀2, …,𝒀𝑁] ∈
ℝ(𝑁×(𝑁―1)/2)×2𝑑 , followed by the sigmoid activation function. This autoregressive design naturally preserves the DAG 
constraint by only considering edges from previously generated nodes.

During the inference stage, we first input specifications into the specification encoder, obtaining the latent vectors 𝒛spec. 
Next, we feed 𝒛spec into the circuit generator and generate nodes and edges in an autoregressive fashion. The decoding process 
stops when the model generates the output type.
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Fig. 3. Feature generation scheme in the circuit generator. The projected latent vector 𝒛′ is concatenated with embedded node features before being 
processed by the transformer decoder. The definitions of the variables in the figure can be found in Section 2.2.3.

Fig. 4. Edge reconstruction mechanism in the circuit generator. Concatenated node embedding is processed to predict directed edge probabilities 
in an autoregressive manner. The definitions of the variables in the figure can be found in Section 2.2.3.

Optimization goal. We feed the encoded circuit and specification latent vectors into the circuit generator and obtain the 
reconstruction losses ℒckt

recon and ℒspec
recon, respectively. Specifically, both latent vectors are expected to reconstruct the same 

target circuit. The circuit reconstruction loss ℒckt
recon is computed using the output conditioned on 𝒛ckt, while ℒspec

recon is 
computed using the output conditioned on 𝒛spec. Both losses are calculated by comparing the generated circuit features 
against the ground-truth values as follows:

ℒckt/spec
recon = 𝜆typeℒtype(𝒙type,𝒙type) + 𝜆posℒpos(𝒙pos,𝒙pos) + ℒedge 𝒙edge,𝒙edge + 𝜆sizeℒsize 𝑿size,𝑿

size
(8)

where ℒtype and ℒpos represent the cross-entropy losses, ℒedge denotes the binary cross-entropy loss, and ℒsize refers to the ℒ2 
loss. 𝜆type, 𝜆pos, and 𝜆size are the weight hyperparameters for the node type, position, and edge reconstruction losses, 
respectively. ℒspec

recon is calculated similarly to ℒckt
recon. The final reconstruction loss (ℒrecon) is the total sum of these two 

modality specific reconstruction terms: ℒrecon = ℒckt
recon + ℒspec

recon.

1 2 3 i

MLP     

Sigmoid



  9

In summary, our optimization goal ℒ is shown as follows:

ℒ = 𝜆KLℒKL + ℒrecon + ℒalign(9)

where 𝜆KL is the weight of ℒKL. 

Fig. 5. Architectural comparison of related models: (a) PACE, (b) CktGNN, (c) conditional VAE generative adversarial network (CVAEGAN), 
(d) latent diffusion transformer (LDT), (e) surrogate, and (f) our CktGen. G: the input circuit DAG; G': the generated circuit DAG; 𝒟: 
discriminator; ℒdisc: discriminator loss; ℒMSE: mean squared error loss; 𝒛∗: latent vector with added noise.

2.3. Baselines and surrogate

We provide a general architectural comparison among the baselines, surrogate, and our proposed CktGen (Fig. 5). For 
PACE [53] (Fig. 5(a)), a transformer-based DAG generative model, we adapt its architecture by incorporating a specification 
encoder analogous to our own. We further employ our specification–circuit alignment strategy during loss computation to 
ensure a fair comparison. Similarly, for CktGNN [7] (Fig. 5(b)), a leading method for reconstruction and unconditional 
generation tasks, we retain the original circuit encoder and generator architectures. We augment CktGNN with a specification 
encoder and incorporate our specification-circuit alignment strategy in the same manner. Additionally, to conduct a more 
comprehensive evaluation, we implement both a conditional VAE generative adversarial network (CVAEGAN [54]; Fig. 5(c)) 
and a latent diffusion transformer (LDT [55]; Fig. 5(d)), each built upon our circuit encoder and circuit generator. For 
CVAEGAN [54], we introduce a discriminator 𝒟 to compute the discriminator loss ℒdisc. The specification condition is 
incorporated through an embedder that directly adds the embedded specification to the circuit latent vector. For LDT [55], 
we employ a frozen VAE implementation, as in CktGen, to maintain architectural consistency. The denoiser is trained using 
the mean squared error loss ℒMSE. For the surrogate model (Fig. 5(e)), we use a GIN [49] as the circuit encoder, training only 
the encoder to ensure reliable evaluation. Our proposed CktGen (Fig. 5(f)) is detailed in Section 2.2.

2.4. Implementation details

We detail the implementation configurations for CktGen. Architecture, hyperparameters, and optimization strategies are 
described separately for specification-conditioned generation and reconstruction and unconditional circuit generation tasks, 
as settings differ to optimize performance for each task.

Specification-conditioned circuit generation. For the architecture of CktGen, we employ a transformer [52] for both 
the circuit encoder and generator, featuring eight attention heads and four layers. The dimension of the feed-forward layers is 
set to 512. The embedding and latent vector dimensions are set as follows: 128 for feature embedding in the encoding stage 
(𝑑), 64 for latent vectors (𝑑′), and 512 for feature embedding in the generate phase (𝑑′′).

Dropout rates are applied as follows: In the circuit encoder, they are set as 0.2 for the position embedding layer and 
GNN, and 0.3 for the transformer blocks; in the circuit generator, the dropout rate is set to 0.1. For the hyperparameters, 𝜆type 
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and 𝜆pos are set at 0.5, 0.05 for Ckt-Bench-101 and at 0.7, 0.07 for Ckt-Bench-301. 𝜆size is set at 0.01 for these two datasets. 
The KL loss weight 𝜆KL is set to 1 × 10―5. The temperature hyperparameter 𝜏 for contrastive loss is set to 0.1.

During training, we used the AdamW optimizer [56] with a learning rate of 1 × 10―4, and the batch size was maintained 
at 32. All experiments were performed on a single NVIDIA RTX 4090 graphics processing unit (GPU).

Reconstruction and unconditional circuit generation. In the reconstruction and unconditional circuit generation 
experiments, we set the KL loss weight to 5 × 10―3. The remaining model configuration and experimental settings were the 
same as those used in the specification-conditioned circuit generation.

3. Results

In this section, we first describe the datasets we used in our experiments (Section 3.1). Then, we describe three different 
experiments: specification-conditioned circuit generation (Section 3.2), automated design with given target specification 
(Section 3.3), and reconstruction and unconditional circuit generation (Section 3.4). CktGen significantly outperforms 
existing state-of-the-art methods across all tasks and benchmarks.

3.1. Datasets

We conducted experiments on the open circuit benchmark (OCB) [7], which includes open-source analog circuits along 
with their specifications. The OCB comprises two sub-datasets: Ckt-Bench-101 with 10 000 circuits and Ckt-Bench-301 with 
50 000 circuits. Each dataset is divided into training and test datasets, with respective proportions of 90% and 10%. Each 
circuit joint specification class is a combination of gain, bandwidth, and phase margin. Ckt-Bench-101 contains 376 joint 
specification classes, and Ckt-Bench-301 contains 238 joint specification classes.

3.2. Specification-conditioned circuit generation

Our framework takes interval-based joint specification classes as input and requires corresponding circuits to be 
generated based on these specifications. To evaluate specification-to-circuit generation performance, we first group the 
circuits in the test dataset by joint specification class. For each joint specification class, we sample a specification latent vector 
using the reparameterization trick [44] and randomly select a ground-truth circuit. We then decode this specification latent to 
a circuit. Finally, using CktGen as a pre-trained surrogate model, we encode both the generated circuit and its specification 
condition into the latent vectors. 

We evaluate our method by following the metrics for 120 rounds on the test dataset: Consistency metrics: ① Retrieval 
precision (top-K) measures the proportion of generated circuits that are relevant to the specification query based on cosine 
similarity in the latent space. ② Specification accuracy (Spec-Acc) quantifies the proportion of generated circuits where the 
specifications estimated by the surrogate model match the original generation conditions. ③ Multimodal distance (MM-D) 
[57] calculates the average cosine distance between encoded latent vectors of generated circuits and specifications. ④ 
Frechet Inception Distance (FID) [58] evaluates the latent distributional differences between the generated circuits and the 
ground truth. Diversity metrics: ⑤ Inter-class diversity (Inter-D) measures the average Euclidean distance between circuits 
generated from different joint specification classes. ⑥  Intra-class diversity (Intra-D) measures the average Euclidean 
distance between circuits generated from the same joint specification class. ⑦ Validity measures the proportion of generated 
circuits that are a valid DAG with a single input and output node, free of cycles, and without feedback paths in the main path 
[7]. More detailed formulations of the evaluation metrics are shown in Appendix A Section S3. Quantitatively, we compare 
CktGen with baseline models on specification-conditioned generation. Qualitatively, we analyze the latent encodings of 
circuits and specifications from the dataset to demonstrate the model’s one-to-many mapping capability.

3.2.1. Quantitative results

We conducted the specification-conditioned analog circuit generation experiments on Ckt-Bench-101 (Table 2 [7,53]) 
and Ckt-Bench-301 (Table 3 [7,53]). CktGen consistently outperforms all baseline methods across both datasets. The key 
challenge in specification-conditioned generation is learning the one-to-many mapping from specifications to valid circuit 
implementations. CktGen addresses this challenge effectively, achieving top-1 retrieval precision of 35.73% on Ckt-Bench-
101, representing more than ten-fold improvements over existing methods. This indicates that CktGen can reliably identify 
and generate circuits corresponding to given specifications, a capability essential for practical design automation. More 
importantly, CktGen achieves Spec-Acc of 47.57% on Ckt-Bench-101, substantially exceeding all baselines (below 3%). This 
metric directly measures whether generated circuits meet target specifications, and the substantial gap demonstrates that 
CktGen’s specification-circuit alignment strategy is critical for learning accurate conditional generation. CktGen achieves the 
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lowest MM-D values and competitive FID scores, indicating that generated circuits are not only functionally valid but also 
closely aligned with target specifications in the latent space. For diversity metrics, CktGen exhibits Inter-D values that exceed 
Intra-D values on both datasets, demonstrating successful clustering by joint specification class while maintaining diversity 
within each class. This pattern indicates that CktGen learns a well-structured latent space where circuits with similar 
specifications are grouped together, yet can still generate multiple distinct implementations for the same specification, 
enabling design space exploration. CktGen maintains high validity rates (above 95%) on both datasets, ensuring that generated 
circuits are structurally sound and can be directly used in design workflows.

Table 2

Quantitative results of specification-conditioned circuit generation on Ckt-bench-101. 

Retrieval precision (%)Method

Top-1 Top-2 Top-3

Spec-Acc (%) MM-D FID Inter-D Intra-D Validity (%)

PACE [53] 3.415 6.081 8.572 2.839 0.684 5.653 6.964 6.064 64.16

CktGNN [7] 1.160 2.141 3.078 1.000 0.964 33.92 5.907 5.521 85.28

CVAEGAN 0.789 1.468 2.179 0.635 0.865 4.782 7.575 7.362 98.05

LDT 2.371 4.981 7.471 1.915 0.598 30.72 11.26 7.200 98.32

CktGen 35.73 55.93 65.21 47.57 0.385 6.092 8.574 1.987 95.47

w/o ℒalign 1.965 3.883 5.424 1.638 0.725 6.765 7.444 6.579 99.12

w/o ℒKL 32.45 52.07 62.64 43.39 0.390 6.574 8.486 0.000 95.84

w/o ℒKL and ℒalign 0.000 0.000 0.754 0.377 1.041 33.58 6.014 0.000 96.22

Bold indicates the best results, an underline indicates the second best, and w/o denotes the absence of a specific loss term. Retrieval precision, Spec-Acc, and validity are 
higher-is-better metrics, while MM-D and FID are lower-is-better metrics. For diversity metrics, Inter-D measures the distance between circuits generated under different 
joint specification classes, while Intra-D represents the distance among circuits generated for the same joint specification class. The key requirement is that Inter-D should 
be greater than Intra-D, indicating effective clustering of circuits by joint specification classes. Under the condition of meeting this requirement, higher values for both 
Inter-D and Intra-D are desirable, as they indicate greater diversity across and within joint specification classes, respectively.

Table 3

Quantitative results of specification-conditioned circuit generation on Ckt-bench-301. 

Retrieval precision (%)Method

Top-1 Top-2 Top-3

Spec-Acc (%) MM-D FID Inter-D Intra-D Validity (%)

PACE [53] 4.188 8.263 12.165 3.649 0.485 4.795 5.714 4.158 69.39

CktGNN [7] 2.059 3.825 5.723 1.321 0.862 27.65 4.761 4.032 85.56

CVAEGAN 0.796 1.479 2.268 0.730 0.815 6.311 6.033 5.801 95.93

LDT 4.313 8.171 11.87 4.104 0.378 7.016 8.474 5.343 99.16

CktGen 26.81 42.16 52.42 22.64 0.269 2.136 6.875 0.988 97.99

w/o ℒalign 2.041 4.225 6.284 2.000 0.568 6.390 6.234 4.721 97.22

w/o ℒKL 24.66 39.64 48.89 23.34 0.277 2.180 6.922 0.000 99.55

w/o ℒKL and ℒalign 0.000 1.321 2.643 0.000 1.165 41.85 4.263 0.000 92.07

The baseline methods reveal distinct failure modes. CVAEGAN achieves a competitive FID on Ckt-Bench-101, 
suggesting it can generate circuits with realistic distributions, but performs poorly on retrieval precision and Spec-Acc (below 
1%). This indicates that while CVAEGAN can generate diverse and valid circuits, it fails to establish the critical link between 
specifications and circuit implementations. LDT achieves high Inter-D values and validity, demonstrating its ability to 
generate diverse and structurally valid circuits. However, its weak performance in retrieval precision and Spec-Acc reveals 
that the generated diversity does not align with specification requirements, suggesting that the diffusion process does not 



12                           

effectively incorporate specification constraints. PACE and CktGNN yield uniformly low scores across all metrics, with top-
1 retrieval precision and Spec-Acc both below 5%. These results demonstrate that even when equipped with the alignment 
strategy employed by CktGen, existing architectures remain incapable of capturing the complex one-to-many mapping 
relationships. In contrast, CktGen uniquely integrates high specification alignment, circuit validity, and controlled diversity, 
enabling effective design space exploration while ensuring strict adherence to target requirements.

To better understand the impact of hyperparameters and components in CktGen on the specification-conditioned circuit 
generation task, we first conducted an ablation study of its key components, which indicated that the proposed specification–
circuit alignment loss ℒalign is the key to the performance improvement. Since PACE and CktGNN also employ this alignment 
loss during training but are poor in performance, their inferior results suggest that their VAE architectures lack the capacity 
to effectively learn this challenging task. When trained without the KL loss ℒKL, CktGen degenerates into a deterministic 
generator that yields a single circuit for each joint specification class, collapsing into a one-to-one mapping and exhibiting 0 
intra-class diversity. When both ℒalign and ℒKLare removed, CktGen fails to generate specification-aligned circuits, with top-
1 retrieval precision dropping to near zero and Spec-Acc falling below 0.4%, indicating that both losses are essential for 
learning the specification-conditioned generation task. Next, we performed an ablation study on two critical hyperparameters: 
the KL loss weight 𝜆KL and the temperature hyperparameter 𝜏 in contrastive training. The results are shown in Table 4. For
 𝜆KL, we explored values ranging from 10―7 to 10―2. Since our goal was to generate high-quality circuits with given 
specifications, we fixed the 𝜆KL at 10―5. Similarly, for the temperature hyperparameter 𝜏, we evaluated values from 0.001 to 
1 and selected the optimal setting. Additionally, we investigated the impact of training epochs on model performance for 
CktGen, CVAEGAN, and LDT; the results are provided in Appendix A Section S4.

Table 4

Ablation study of 𝜆KL and 𝜏 for specification-conditioned circuit generation on Ckt-Bench-101.

Retrieval precision (%)𝜆KL 𝜏

Top-1 Top-2 Top-3

Spec-Acc (%) MM-D FID Inter-D Intra-D Validity (%)

10―7 0.100 34.58 52.63 62.64 40.47 0.393 6.637 8.520 0.906 94.00

10―6 0.100 33.66 50.51 60.90 40.74 0.401 6.387 8.519 0.999 95.74

𝟏𝟎―𝟓 0.100 35.73 55.93 65.21 47.57 0.385 6.092 8.574 1.987 95.47

10―4 0.100 35.29 56.01 63.11 45.44 0.393 5.867 8.602 2.472 96.74

10―3 0.100 33.42 53.87 61.39 43.18 0.402 5.359 8.576 3.166 94.38

10―2 0.100 23.63 38.34 45.40 32.46 0.454 5.766 8.701 4.539 94.68

10―5 0.001 33.29 54.20 63.65 47.03 0.383 5.438 8.614 1.914 93.76

10―5 0.010 34.83 52.77 59.50 42.11 0.410 5.956 8.596 1.813 94.13

𝟏𝟎―𝟓 0.100 35.73 55.93 65.21 47.57 0.385 6.092 8.574 1.987 95.47

10―5 1.000 34.87 56.73 64.76 44.70 0.395 6.359 8.612 1.638 94.38

3.2.2. Qualitative results

We provide qualitative analysis through two complementary perspectives: latent space clustering visualization to assess 
the discriminative capability of learned representations, and direct inspection of generated circuit topologies to evaluate 
generation quality and validity.

Clustering capability. To assess the clustering capability of our models against the baselines, we randomly selected 100 
ground-truth circuits for each of ten joint specification classes from the Ckt-Bench-101 dataset and visualized the latent 
representations using t-distributed stochastic neighbor embedding (t-SNE). For models without a specification encoder 
(CVAEGAN and LDT), only the circuit latents are shown. For other models, circuit latents are depicted as circles and 
specification latents as “+” symbols, with each color representing a joint specification class. As illustrated in Fig. 6, PACE 
(Fig. 6(a)) and CktGNN (Fig. 6(b)) exhibit multiple clusters but with less compactness and significant overlap, indicating 
weaker disentanglement between joint specification classes. CVAEGAN shows a complete lack of clustering (Fig. 6(c)), with 
all data points forming a single amorphous cloud without any discernible separation, demonstrating its inability to distinguish 
between different joint specification classes. LDT displays several distinct clusters (Fig. 6(d)), but they are more elongated 
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and less uniformly compact, suggesting suboptimal organization of the latent space. The surrogate model achieves very 
compact and exceptionally well-separated clusters (Fig. 6(e)), with tight grouping that demonstrates effective class 
discrimination. CktGen achieves clear, compact, and well-separated clusters comparable to the surrogate (Fig. 6(f)), 
demonstrating superior capability to distinguish and organize circuits by joint specification class. These results highlight that 
while some baseline methods can form clusters, CktGen uniquely achieves both compact clustering and clear separation, 
enabling effective organization of the latent space for specification-conditioned generation.

Fig. 6. t-SNE visualization of latent representations for different models on Ckt-Bench-101: (a) PACE, (b) CktGNN, (c) CVAEGAN, (d) LDT, 
(e) surrogate, and (f) our CktGen. Circuit latents are shown as circles and specification latents as “+” symbols, with each color representing a 
different joint specification class.

Qualitative results of conditional generation. To provide qualitative insights into model generation capability, we 
visualized circuits generated by CktGen and baseline models under identical target specifications (gain = 2, bandwidth =15, 
and PM = 2) in Fig. 7. Across PACE (Fig. 7(a)), CktGNN (Fig. 7(b)), CVAEGAN (Fig. 7(c)), and LDT (Fig. 7(d)), the 
baselines frequently yield structurally invalid topologies, including floating nodes, multi-input node conflicts, and incorrect 
feedback loops. These errors, highlighted by red dashed boxes in Fig. 7, violate fundamental analog design constraints and 
render the circuits non-functional. By contrast, CktGen (Fig. 7 (e)) produces topologies that satisfy key validity checks, 
indicating that it learns and enforces physical design constraints. We also report failure cases for CktGen under input 
specifications that are relatively underrepresented in the training data, as shown in Fig. 8. Although infrequent, these include 
floating nodes and incorrect feedback paths, pointing to opportunities for further refinement.
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Fig. 7. Circuits generated by different models under given specifications (gain = 2, bandwidth = 15, and PM = 2): (a) PACE, (b) CktGNN, (c) 
CVAEGAN, (d) LDT, and (e) our CktGen. Red dashed boxes highlight electrical errors in baseline models.

Fig. 8. Failure cases of CktGen for underrepresented specifications in the training data: (a) gain = 2, bandwidth = 22, and PM = 1; (b) gain = 2, 
bandwidth = 3, and PM = 1.

3.2.3. Training and inference efficiency

We evaluated the training and inference efficiency of CktGen compared with those of the baseline models on the 
specification-conditioned circuit generation task (Fig. 9 (a) and (b)). For the LDT model, the reported training time is the sum 
of the VAE and denoiser stages. In terms of training efficiency (Fig. 9(a)), PACE requires 87.64 s per epoch, while CktGNN 
exhibits the highest training cost at 163.69 s per epoch, nearly double that of PACE. CVAEGAN requires 101.66 s per epoch, 
and LDT achieves the lowest training time at 58.51 s per epoch. CktGen achieves 77.35 s per epoch, representing a 53% 
reduction compared with CktGNN and remaining competitive with other baselines. For inference efficiency (Fig. 9(b)), PACE 
requires 6.75 ms per circuit, while CktGNN achieves the fastest inference at 4.33 ms per circuit. CVAEGAN and LDT require 
5.63 ms and 7.22 ms per circuit, respectively, with LDT exhibiting the highest inference latency. CktGen achieves 4.59 ms 
per circuit, closely matching CktGNN’s inference speed and representing a 36% improvement over LDT. All results are 
averaged across Ckt-Bench-101 and Ckt-Bench-301. These findings demonstrate that CktGen achieves a favorable balance 
between training and inference efficiency, delivering fast inference comparable to the best-performing baseline while 
maintaining competitive training costs.

Fig. 9. Comparison of (a) training and (b) inference efficiency.

3.3. Automated design with given target specification



  15

Our trained model is designed to generate valid circuits with a target joint specification class. For a target such as 𝑠Gain >
𝑠∗

Gain, 𝑠BW > 𝑠∗
BW, and 𝑠PM > 𝑠∗

PM, any joint specification class that satisfies these constraints and exists in the datasets is 
considered valid. The FoM metric quantifies the overall trade-off among circuit specifications. To identify the optimal circuit, 
we employ an MAB algorithm to search for the highest FoM design among all valid candidates.

To evaluate model performance in this realistic setting, we use all the joint specification classes in the datasets as target 
specifications. Furthermore, to evaluate the robustness, we randomly sample 50 target joint specification classes, ensuring 
that each has valid candidate circuits in the dataset. For each method, we use a surrogate model to evaluate the generated 
circuits specification class and its FoM value, and apply the same multi-armed bandit search algorithm for fair comparison 
across CktGen and baseline models.

As shown in Fig. 10(a) and (b), we report both the average FoM and the Spec-Acc. Across Ckt-Bench-101 and Ckt-
Bench-301, the pattern is consistent: PACE fails to produce specification-satisfying circuits (0 accuracy), and CktGNN attains 
low Spec-Acc (11.03% and 22.92%) with the poorest FoM. CVAEGAN and LDT improve to moderate Spec-Acc (around 
40%–50%) while achieving higher FoM, with LDT typically leading FoM among baselines. CktGen delivers the highest 
Spec-Acc on both datasets (87.09% and 85.07%) while retaining competitive FoM, indicating the best balance between 
meeting target specifications and circuit quality. This level of Spec-Acc is critical for ensuring that generated designs satisfy 
target requirements in practical design tasks.

Fig. 10(c) and (d) show a similar distributional structure on both datasets during MAB optimization: PACE and CktGNN 
cluster at low Spec-Acc and low FoM; CVAEGAN and LDT occupy the mid-accuracy band (40%–60%) with higher FoM, 
with LDT showing slightly higher FoM concentration; CktGen remains tightly clustered at high Spec-Acc (80%–100%) with 
stable FoM. These consistent patterns highlight that CktGen uniquely achieves both high specification satisfaction and reliable 
FoM, whereas baselines either miss specification constraints or trade accuracy for higher FoM.

Fig. 10. Automated analog circuit design with target specifications. (a, b): Spec-Acc (bar) and average FoM (dot) of the optimal circuits found for 
each target specification set across different methods on (a) Ckt-Bench-101 and (b) Ckt-Bench-301. (c, d):  Distribution of Spec-Acc and average 
FoM for the generated circuits in each sampling process during MAB algorithm optimization: (c) Ckt-Bench-101 and (d) Ckt-Bench-301.

3.4. Reconstruction and unconditional circuit generation

 Since our approach is developed based on the datasets proposed by CktGNN, we adopt the same evaluation settings 
reconstruction and unconditional circuit generation tasks. We encode the circuits in the test dataset into latent vectors and 
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decode them back into circuits to measure the reconstruction accuracy (Recon-Acc) metric. We then sample 1000 latent 
vectors from the Gaussian distribution and decode them into circuits to evaluate validity and novelty. Specifically, the 
CktGNN baseline results reported in this work correspond to the latest version of their implementation, which includes 
updated datasets and performance results.

We conducted reconstruction and unconditional generation experiments on Ckt-Bench-101 and Ckt-Bench-301, 
respectively. The results, shown in Table 5 [7,53], compare CktGen with the previous state of the art [7]. CktGen outperformed 
the state of the art in Recon-Acc and validity. In terms of the novelty metric, although the baselines achieved higher scores, 
they incorrectly classified some invalid circuits as novel ones. These results suggest that CktGen effectively captures the 
intricate patterns within circuit topologies, thereby enhancing the validity of the circuit generation process.

Table 5

Comparison of reconstruction and unconditional generation on Ckt-Bench-101 and Ckt-Bench-301. Higher is better for all metrics.

Ckt-Bench-101 Ckt-Bench-301Methods

Recon-Acc (%)Validity (%)Novelty (%)Recon-Acc (%)Validity (%)Novelty (%)

CktGNN [7]45.3 91.9 96.3 99.0 97.8 95.2

PACE [53] 99.7 72.9 96.7 99.9 80.5 97.7

CktGen 99.9 98.7 95.0 99.9 98.4 93.1

We also conducted an ablation study of  𝜆type and 𝜆pos (introduced in Section 2.2) on Ckt-Bench-101 (Table 6) and Ckt-
Bench-301 (Table 7). These experiments aimed to identify the optimal weights for ℒtype and ℒpos. For 𝜆type, we varied it from 
0.1 to 1, and the interval is 0.1. For 𝜆pos, we varied it from 0.01 to 0.1, and the interval is 0.01. Additionally, we reported 
results without setting weights (i.e., 𝜆type = 𝜆pos = 1). For 𝜆size, we followed the value in CktGNN, setting it to 0.01. In Ckt-
Bench-101, a too-low weight caused a significant decline in Recon-Acc, while in Ckt-Bench-301, it stabilized around the 
optimal value. This demonstrates that our transformer-based architecture improves stability as the data scale increases. In 
summary, a very low weight severely impacts the learning ability of the model, while a too-high value also degrades 
performance. We adjusted the loss weight hyperparameters to 𝜆type = 0.5 and 𝜆pos = 0.05 for Ckt-Bench-101 and 𝜆type
= 0.7 and 𝜆pos = 0.07 for Ckt-Bench-301, respectively.

Table 6

Ablation study of 𝜆type and 𝜆pos for reconstruction and unconditional generation on Ckt-Bench-101.

𝜆type 𝜆pos Recon-Acc 
(%)

Validity (%) Novelty (%)

0.1 0.01 26.0 96.6 88.3

0.2 0.02 80.2 98.1 89.5

0.3 0.03 85.5 97.8 91.4

0.4 0.04 98.1 96.4 93.4

0.5 0.05 99.9 98.7 94.9

0.6 0.06 97.6 98.2 94.6

0.7 0.07 96.7 96.8 93.8

0.8 0.08 98.2 97.3 92.4

0.9 0.09 99.8 95.8 92.8

1.0 0.10 98.8 97.0 93.4

1.0 1.00 99.0 96.7 92.4

Table 7

Ablation study of 𝜆type and 𝜆pos for reconstruction and unconditional generation on Ckt-Bench-301.

𝜆type 𝜆pos Recon-Acc 
(%)

Validity (%)Novelty (%)
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0.1 0.01 98.3 97.9 87.6

0.2 0.02 99.6 98.2 89.1

0.3 0.03 99.7 97.8 92.1

0.4 0.04 99.9 96.9 91.9

0.5 0.05 99.9 96.9 92.7

0.6 0.06 99.9 97.3 93.1

0.7 0.07 99.9 98.4 93.1

0.8 0.08 99.9 95.5 92.3

0.9 0.09 99.9 97.4 92.6

1.0 0.10 99.9 97.9 92.6

1.0 1.00 99.9 97.2 93.7

Table 8 presents the ablation study of transformer block configurations on the Ckt-Bench-101 and Ckt-Bench-301 
datasets. We systematically varied the embedding dimension, number of attention heads, and number of transformer layers 
to assess their impact on Recon-Acc, validity, and novelty. The results show that increasing the embedding dimension and 
number of layers beyond a certain point does not necessarily improve performance and can actually degrade both Recon-Acc 
and novelty. Notably, the configuration with an embedding dimension of 128, eight heads, and four layers achieves the best 
overall trade-off, yielding the highest Recon-Acc (99.99%) and strong validity and novelty across both datasets. In contrast, 
models with excessively large embedding dimensions or deeper architectures (e.g., 16 layers) suffer from significant drops in 
both Recon-Acc and novelty, indicating potential overfitting or optimization difficulties. These findings highlight the 
importance of balanced model capacity and demonstrate that a moderate configuration is most effective for our circuit 
generation tasks.

Table 8

Ablation of transformer block configuration.

Ckt-Bench-101 Ckt-Bench-301Embedding 
dimension

Number of attention headsNumber of transformer layers

Recon-Acc (%)Validity 
(%)

Novelty 
(%)

Recon-Acc 
(%)

Validity 
(%)

Novelty 
(%)

64 4 4 96.80 97.60 95.91 99.87 96.30 90.68

64 8 4 97.30 97.70 92.43 99.99 97.70 91.96

64 8 8 78.40 99.10 90.74 99.76 98.40 90.88

128 4 4 94.60 96.80 91.08 99.99 96.70 91.96

128 8 4 99.99 98.70 94.95 99.99 98.40 93.11

128 8 8 78.30 98.20 91.28 99.74 98.30 90.65

256 4 4 86.60 97.60 93.47 99.99 96.30 94.61

256 8 4 96.30 97.70 94.09 99.99 97.20 91.79

256 8 8 81.20 98.40 91.28 99.76 97.80 92.24



18                           

256 16 8 78.10 98.40 93.31 99.79 98.90 91.83

256 16 16 0.90 94.50 54.44 26.31 96.40 39.88

4. Discussion

Our results show that specification-conditioned generative modeling can serve as a foundation for scalable analog circuit 
synthesis. CktGen learns structured relations between specification targets and circuit topologies, demonstrating the potential 
to augment existing analog design workflows. However, closing the remaining gap toward manufacturable and interactive 
automation requires advances in evaluation accuracy, generalization to diverse devices, and deep integration with electronic 
design automation (EDA) tools. Below, we discuss key directions toward this goal.

4.1. Closed-loop surrogate feedback for self-improving circuit generation

Although surrogate evaluation enables efficient generative exploration, current statistical models often fail to capture 
fine-grained circuit errors and layout-dependent parasitics. Neural simulators such as INSIGHT [59] provide richer physical 
behaviors than scalar performance prediction. Reinforcement-based refinement frameworks including AutoCircuit-RL [60] 
further demonstrate adaptive improvement of topologies toward design-rule satisfaction. Meanwhile, log-driven diagnosis 
and autodebug [61], as well as structured circuit reasoning benchmarks such as CIRCUIT [62], encourage continuous model 
evolution under realistic verification. The recent SPICEPilot framework [63] also shows promise for coupling code generation 
with simulation feedback. Together, these advances point toward a closed-loop paradigm in which generation, evaluation, 
and constraint learning mutually reinforce one another. Within such loops, CktGen serves as a topology generator whose 
latent manifold can be progressively aligned to silicon-validated behaviors. 

4.2. Unified generative modeling across different analog circuit types

Expanding to more diverse analog circuit types requires unified representations. Code-based and topology-based 
generation frameworks (e.g., AnalogCoder [64,65], LaMAGIC [66,67]) demonstrate that language priors can support diverse 
architectures. AnalogGenie [68] adopts a sequence-based topology generation paradigm that is conceptually aligned with ours, 
enabling the synthesis of diverse analog blocks such as low-dropout regulators (LDOs), comparators, low-noise amplifiers 
(LNAs), mixers, and voltage-controlled oscillators (VCOs). Dataset and benchmark contributions [69,70] improve robustness 
against distribution shift. Multi-agent and hierarchical modeling [71,72] expand support to more complex analog systems, 
and foundation-model advances [73,74] highlight generalization across technology nodes. Yet, diverse specification 
semantics remain a key barrier to unified generation. CktGen offers a specification-grounded latent space capable of spanning 
multiple circuit types. We suggest encoding circuit type information (e.g., with one-hot vectors) and standardizing 
specification vectors via zero-padding. Strengthening its conditioning through compact type embeddings and broader cross-
domain datasets could enable a more universal generator with robust generalization across heterogeneous analog building 
blocks.

4.3. Large language model assisted co-design within industrial EDA ecosystems

For practical impact, integrating generative models into existing EDA workflows is essential for scalable deployment. 
Large language model (LLM)-based assistants demonstrate complementary strengths in parameter design [75] and document-
driven intent extraction [76], and increasingly support standard workflows in SPICE-oriented generation [70], netlist editing 
[77], and layout verification [78]. Layout-centric copilots [78,79] and constraint-aware editing frameworks [80,81] further 
indicate the potential to propagate symmetry and matching intent into physical implementation. Moreover, incorporating 
knowledge from design rule checking (DRC), layout versus schematic (LVS), and routing logs [82,83] allows the continuous 
refinement of design heuristics tailored to specific process design kits (PDKs) and technology nodes. Taken together, these 
trajectories support a human-in-the-loop co-design paradigm in which LLM agents interact directly with commercial EDA 
environments. In this setting, CktGen serves as the generative backbone: supplying high-diversity, specification-consistent 
candidates that LLM copilots can adapt through native tool feedback toward manufacturable, low-effort implementation.

5. Conclusions

We have demonstrated that specification-conditioned generative modeling effectively maps performance requirements 
to diverse and valid analog circuit implementations. Through joint representation learning, CktGen learns robust one-to-many 
mappings that enable flexible adaptation to changing design requirements without retraining, achieving superior performance 
in specification-conditioned generation compared with existing methods. MAB-based test-time optimization enables efficient 
search for high-performance circuits that meet target specifications while obtaining higher FoM, demonstrating significant 
improvements in automated design tasks. CktGen also achieves high Recon-Acc and validity in unconditional generation 
tasks. While the current approach demonstrates promising results, future work should address limitations, including fine-
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grained circuit behaviors, generalization to broader circuit types, and integration with industrial EDA workflows. By 
reformulating analog circuit synthesis as a conditional generation problem, this work establishes a new paradigm that 
overcomes the flexibility limitations of traditional optimization-based approaches, positioning generative artificial 
intelligence as a transformative tool for accelerating analog design automation.
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