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ABSTRACT

The increasing deployment of edge devices and the deep integration of cyber-physical infrastructures have made modern power systems highly
dependent on measurement data and consequently more vulnerable to false data injection attacks (FDIAs). To overcome the communication,
computational, and privacy limitations of centralized FDIA detection, this paper proposes a differentially-private robust distributed (DiPRoD)
detection framework. First, FDIA behavior under incomplete system knowledge is explicitly modeled as an adversarial optimization at the regional
level, yielding a regional robust detection problem with a composite index that jointly captures attack cost and state estimation deviation. The
convexity of this problem and the convergence of an alternating gradient algorithm are established. Second, by exploiting spatiotemporal
measurement redundancy, an active measurement transformation mechanism is designed and theoretically shown to enlarge the separability
between attacked and normal samples in the composite-index space, thereby improving the detectability of stealthy FDIAs. Third, at the
coordination level, a differential-privacy mechanism is incorporated such that each region uploads only Laplace-perturbed local parameters, while
the control center performs weighted aggregation to construct a global robust detector. Finally, an online joint adaptation strategy for the global
detection threshold and regional privacy budgets is developed to dynamically balance detection performance and privacy protection. Case studies
on standard test systems demonstrate that, under prescribed privacy budgets, the proposed DiPRoD method achieves superior detection accuracy
and robustness compared with centralized baselines, while maintaining favorable scalability for large-scale power systems.

1. Introduction

1.1. Background and motivation
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(PMUs), smart meters, and edge devices continuously stream high-frequency, multimodal data over wide-area communication
networks. Driven by the needs of dynamic security assessment (DSA), hybrid measurements with high spatiotemporal
resolution from supervisory control and data acquisition (SCADA) and PMUs provide system operators with richer state
information, enabling significantly improved observability and timeliness for online state estimation (SE) [2]. Meanwhile, the
pervasive deployment of field devices and the high degree of cyber interconnection substantially expand the attack surface,
allowing adversaries to exploit this highly sensed and networked infrastructure to launch widespread data-integrity attacks
[3.4].

Bad data detection (BDD) schemes based on residual thresholds are primarily designed to handle occasional measurement
outliers or gross errors, and can mitigate certain random or information-limited data tampering attempts. However, extensive
studies have shown that once an attacker gains knowledge of the system topology and measurement matrix, it can construct
false data injection attack (FDIA) vectors that induce systematic bias in SE while leaving the residual statistics unchanged.
Such attacks can bypass BDD, mislead SE, and ultimately cause incorrect dispatch decisions and possible system failures,
exhibiting strong stealthiness and destructiveness [5—7]. This challenge is further aggravated by continuously changing
operating conditions and measurement configurations, which may reduce the effectiveness of detection schemes developed
under relatively fixed settings. Moreover, even when the attacker possesses only partial or regional system knowledge, it may
still launch stealthy attacks, which makes robust detection under incomplete-information scenarios practically important.

1.2. Related work and research gaps

Existing FDIA detection methods for power systems are predominantly developed under a centralized framework, where
the control center collects measurements from the entire network and makes unified decisions. Representative approaches can
be broadly divided into two categories. The first includes model-based and statistical methods, such as statistical hypothesis
tests based on the measurement matrix [8], residual distribution characteristics [9], covariance perturbations [10], and
generalized likelihood ratio tests [11]. These methods are closely coupled with SE models and usually offer strong physical
interpretability, but their detection capability may still be limited against carefully designed stealthy FDIAs. The second
category includes data-driven schemes that leverage spatiotemporal deep learning models such as long short-term memory
(LSTM) networks [12], convolutional neural networks (CNNs) [13], and graph neural networks (GNNs) [14]. These methods
can capture complex spatial and temporal patterns from measurement data and have demonstrated practical value in small to
medium-scale systems with relatively stable topology and manageable communication conditions [15], although their
effectiveness may still depend on data availability, training conditions, and the stability of operating environments.

With the continuous expansion of system scale, the increasing interconnection of multiple regions, and the pervasive
deployment of edge measurement devices, centralized FDIA detection is confronted with two fundamental challenges. First,
the rapid growth of data volume and update frequency drives centralized schemes toward communication and computation
bottlenecks, making it difficult to jointly ensure real-time performance and high detection accuracy. For instance, statistical
detection methods based on matrix factorization or structured sparse decomposition require eigenvalue or singular value
decomposition of high-dimensional observation matrices [8], whose complexity grows polynomially with the number of buses
and PMUs. Detection methods based on deep learning typically rely on large models hosted at the control center [16], and
their offline training demands substantial computational resources and long convergence times, while online inference
introduces non-negligible latency. Second, multi-stakeholder data governance and privacy regulations impose stringent
restrictions on data centralization and repeated sharing of raw measurements [17]. Persistently aggregating and storing
massive raw data at the control center creates a high-value attack target, amplifies intrusion and ransomware risks, and
increases data governance and security operation costs. Moreover, many existing hardening solutions for centralized big data
analytics or cloud platforms implicitly assume a trusted central repository. Under the emerging context of multi-region
interconnection and ubiquitous edge access, FDIA detection schemes that rely on full-network data aggregation are
increasingly unable to maintain high detection rates and real-time performance while simultaneously satisfying regulatory
and robustness requirements.

Under these practical constraints, FDIA detection is shifting from the centralized paradigm toward distributed architectures
[18-21]. The whole network is partitioned into multiple operating regions, features and models are trained locally at
substations, and the control center performs lightweight aggregation of model parameters or statistics. In Ref. [18], a
distributed secure SE framework is developed for large-scale, multi-area unbalanced active distribution systems, effectively
alleviating the scalability issues of centralized SE in terms of computation and communication. In Ref. [19], federated learning
is introduced into FDIA detection to mitigate cross-area data fragmentation and privacy risks, enabling collaborative modeling
across multiple regions without sharing measurements. Ref. [20] further considers a cloud-edge-end collaborative scenario,
where distributed and federated architectures are leveraged to enhance FDIA detection capability in resource-constrained
distribution networks. The core idea of these approaches is to learn a global model by performing local training and sharing
updated parameters rather than exchanging raw data. In addition, Ref. [21] focuses on secure SE and exploits homomorphic
encryption to achieve cross-area consensus computation and privacy preservation in cloud environments, addressing security
and compliance challenges in cloud-based multi-party data processing. These methods represent encouraging progress toward
alleviating the computational and communication bottlenecks of centralized architectures and reducing cross-region flows of
raw measurements, thereby facilitating privacy compliance.

However, several important gaps still remain in existing studies: (1) most existing methods focus primarily on improving
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(2) many existing methods implicitly rely on fixed measurement configurations and therefore do not fully exploit

spatiotemporally redundant hybrid measurements as an active defense mechanism to reshape the feasible attack space and
improve FDIA detectability; (3) from the privacy perspective, although federated or encryption-based schemes can reduce

direct exposure of raw measurements, they usually do not explicitly characterize the trade-off between privacy-preserving
perturbations and detection performance, nor do they provide an online coordination mechanism suitable for distributed
architectures. These limitations motivate the development of a unified framework that jointly integrates distributed robust
detection, redundancy-driven active defense, and rigorous differential-privacy (DP) protection.

1.3. Contributions

This paper proposes a differentially private distributed robust FDIA detection framework, termed DiPRoD. At the regional
level, a distributed adversarial robust optimization scheme is introduced, in which offline training is used to optimize the
parameters of local detectors against worst-case attacks. A composite detection index that jointly captures attack cost and
state deviation is constructed, and an equivalent convex reformulation together with convergence guarantees for the proposed
alternating gradient algorithm are established, ensuring stable detection performance under adversarial conditions. To actively
enhance detectability, DiPRoD embeds a spatiotemporal measurement transformation that exploits redundant hybrid
measurements, and it is theoretically shown that this design reduces the success probability of stealthy FDIAs and enlarges
the separability of the detection statistics. Furthermore, at the cross-region coordination level, a DP mechanism is adopted,
where calibrated noise is injected into uploaded local model parameters to provide quantifiable privacy guarantees without
exchanging raw measurements, and an upper bound on its impact on robust detection performance is derived. In the online
detection phase, a joint adaptation strategy for the global detection threshold and regional privacy budgets is designed,
enabling the detection rate and false alarm rate to be dynamically regulated within desired ranges during real-time operation.

The main contributions of the proposed DiPRoD framework are summarized as follows:

(1) A distributed robust FDIA detection framework is developed, which explicitly models incomplete-information attacks
within regional perturbation sets and enables robustness guarantees through a convex optimization formulation.

(2) A redundancy-driven active defense mechanism is introduced, which exploits spatiotemporal measurement redundancy
to reshape the feasible attack space and enhance the detectability of stealthy FDIAs, rather than relying only on passive
detection under fixed measurement configurations.

(3) A privacy-preserving coordination strategy is established by combining differentially private parameter sharing with
online adaptive adjustment of detection thresholds and regional privacy budgets, enabling a quantitative trade-off between
privacy protection and detection performance.

The remainder of this paper is organized as follows: Section 2 formulates FDIAs in hybrid measurement-based SE. Section
3 develops the distributed robust FDIA detection model and the redundancy-based measurement transformation. Section 4
presents the DP mechanism and its privacy guarantees. Section 5 introduces the online detection scheme and the dynamic
adjustment strategy. Section 6 reports case studies on systems of different scales. Section 7 concludes the paper.

2. SE and FDIA modeling
2.1. Hybrid measurement-based SE

In hybrid measurement-based SE, the measurement vector Z is composed of SCADA and PMU data, and under the direct
current (DC) power flow approximation the SE model can be written as

z=|%3] = [{,’;]H 6] =Hx+e 1)

where z; € R™ and z, € R™ denote the SCADA and PMU measurements, respectively (here R denotes the set of real
numbers, and ms and m;, are the numbers of SCADA and PMU measurements, respectively); Hg and Hy, are the linearized
Jacobian matrices of SCADA and PMU measurement functions, respectively; H = [HE,HE]T is the hybrid measurement
matrix; X is the state vector; e is the measurement error vector, where es and e}, are the SCADA and PMU measurement-
error vectors, respectively.

The SE model can be solved by the weighted least-squares (WLS) method [22]:
x =argmin(z — Hx)"R~1(z — Hx) )
X

where X is the estimated state vector, and R is the noise covariance matrix. The corresponding residual vector r is
r=z—Hx, J.=r"R7r (3)

where J, is the weighted residual statistic used for bad data detection. In traditional BDD, a y*-type test is usually applied: If
> T,, the measurements are declared to contain bad data; otherwise, they are regarded as normal, here 7, is the prescribed
detection threshold, typically determined according to the desired significance level and the degrees of freedom of the residual
statistic. However, if an attacker constructs an attack vector @ = Hc and injects it into the measurements (here a is the false
data injection vector, and c is the attack-induced state-deviation vector designed by the attacker), the attacked measurements
and residual become

z=z+a (€))
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measurements. The residual statistics under attack are identical to those in normal cases, thus BDD fails to identify such
attacks.

2.2. FDIA with incomplete system information

In practical scenarios, it is often difficult for an attacker to obtain complete information about system topology and system-
wide measurements [23]. A more realistic assumption is that the attacker only has incomplete knowledge of the system.
Consider partitioning the grid into K regions, each corresponding to a subgraph. Let V', denote the node set of region £, and
M, denote its measurement set. Neighboring regions are interconnected through boundary buses and network branches.

2.2.1. Attack assumptions

The local measurement model of region £ is
Zszkxk+ek, ek~N(0,Rk) (6)
where Zy, is the local measurement vector of region k; Hy, is the local measurement matrix of region k; Xy, is the local state
vector; ey is the local measurement-error vector, which is assumed to follow a zero-mean Gaussian distribution with
covariance matrix Ry.

An incomplete-information FDIA injects the attack vector ay into the measurements. The attacker modifies a small number
of measurements so that key states are significantly biased:

Ur(ax) = [[Wi(Z3™ — x| 2 (7
X — % = K(H)a (®)
K(Hy) = (H,"R,"H,)"'H, R, ! 9)

where Ug(ay) is the state-impact utility of the attack; X3 is the state estimate under attack; Xy, is the reference estimate

without attack; Wy is a selection and weighting matrix for key states; and K( - ) denotes the WLS gain.

To reflect the constraint of limited resources, we assume
supp(ay) S Sk, |lakllo < sk (10)
where &} denotes the set of feasible attackable measurements, and s is the upper bound on the attack sparsity.

Then, the residual of SE can be written as
r=2—Hi=(I— HHRH)"'H'R)z (1)

P

where I is the identity matrix; P is the WLS residual projection matrix, whose role is to project the measurement vector onto
the subspace that cannot be explained by the estimation model, yielding the residual 7 = Pz. Weighting by R~! ensures that
measurements with different noise variances are treated appropriately. Under attack, the residual-based statistic is
Fik=(e+a)TPTR"'P(e + a) (12)

In the full-information case, if @ = Hc holds, then Pa = 0 and the attack is perfectly stealthy. Under incomplete knowledge,
this condition is no longer guaranteed, so F2% must remain sufficiently small to avoid being detected by residual-based tests.

2.2.2. FDIA optimization model

Within region %, the attacker seeks to maximize its impact subject to resource and stealthiness constraints:
max Uy (ak)
a

st 2% =2, + ay,

Sult)lP(altclzgSk' llakllo < sk (13)
F(@™) s
a; € Aj.
where z3% denotes the measurement after attacks; Uy is the attack utility, A}, is the feasible attack set, and 7) denotes the
k y

regional stealthiness threshold.
3. DiPRoD framework and distributed robust detection

As illustrated in Fig. 1, the proposed DiPRoD framework consists of three main components: (1) distributed robust detection
models and offline training, (2) a differential privacy-based local parameter upload mechanism, and (3) online detection with

dynamic updates of the global threshold and regional privacy budgets.

Assumptions. To clarify the scope of the proposed framework, the following assumptions are adopted throughout this
section and the subsequent online detection stage:

Regional observability. Each region is assumed to have sufficient local SCADA/PMU measurements, possibly together
with boundary information from neighboring regions, so that local SE, feature construction, and composite-index computation
can be carried out.

Time alignment. Measurements and regional outputs are assumed to be time-aligned to the extent required for distributed
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uploaded model parameters or local detection statistics and for distributing the corresponding global model, thresholds, or
coordination signals.

These assumptions are standard operational prerequisites for distributed monitoring in power systems and are adopted here
to focus on the main methodological issues of robust detection, redundancy-driven active defense, and privacy-preserving
coordination.

This section first formulates the distributed robust detection problem, then establishes its convexity and tractability, and
finally develops a distributed robust training algorithm with convergence guarantees.
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Fig. 1. Diagram of the DiPRoD framework. The definition of parameters can be found in Section 3.

3.1. Composite detection index

Based on the hybrid measurement vector and the corresponding state estimate obtained in Section 2, we construct a
composite detection index J(zy;0}) that jointly accounts for attack cost and SE deviation. It is defined as
Jk(Zi:0k) = aCi(21;01) + BrEw(Z1;0k) (14)
where 0} denotes the detection parameters, including the weight vectors and bias terms learned in the subsequent robust
training; Cj(Z;;0}) represents the attack-cost term, which characterizes the sparsity and magnitude of the local residuals and
key measurements and is used to reflect the difficulty for the attacker to launch an FDIA under limited resources; E(Zy;0%)
denotes the state-deviation term, which measures the change in states from a reference operating point; and ay,f are
weighting coefficients balancing the contributions of the attack-cost and state-deviation, respectively.

Specifically, the two components Cj, and E, are given by
Cr(21;01) = W rills (15)
E(21501) = |Wy A, |13 (16)
where Axj denotes the state deviation, and W, and Wy are diagonal weighting matrices for the residual and state
components, respectively. Their entries depend on 8}, and are adaptively learned from data. Accordingly, Cj, reflects the
number of measurements that must be manipulated under the current residual pattern, whereas E}, quantifies the magnitude
of the deviation of the estimated state from normal operating conditions. From a statistical perspective, increases in the
residual magnitude lead to larger values of both ||W . ;7|1 and ||Ax]||2; hence, the state-deviation term E}, can be interpreted
as an enhanced residual-based indicator [24].



In_ctovmmary I.( .\ intearates three tynec of infarmation: (1) recidnal infarmation_cantured hy 7. which raflecte the

CONS.0 e VSO SUVE SUE R VNN S SO SO L0 ot S S UV VO U U U U VI UURUOUUNt s o) 1 B

represented by E, which characterizes the impact of FDIAs on critical state variables and increases significantly even when
residuals are carefully constrained; and (3) attack-cost information, quantified by Cj, which measures the number and

magnitude of measurements that must be manipulated to sustain the current residual pattern and state deviation from the
attacker’s perspective. With increased measurement redundancy or active reconfiguration, this cost term typically becomes
larger and more pronounced.

3.2. Distributed robust detection

Based on the above index construction, we next formulate the regional robust detection problem, where the detector is
trained to remain effective against worst-case perturbations induced by incomplete-information FDIAs.

In the offline training stage, the attacker is modeled as a theoretical worst-case adversary that optimizes its perturbation
within a bounded set, which serves to enhance the robustness of the regional detector rather than to describe a realistic online
attack behavior. Thus, this subsection establishes a regional robust detection model based on the composite detection index
J1(Z1;0}). On the one hand, the model exploits /i and its related features to characterize local samples; on the other hand, it
explicitly considers the worst-case impact that an attacker can induce within the local perturbation set, so as to achieve robust
detection against incomplete-information FDIAs. Let 8, denote the trainable parameter vector of region &, which includes the
weighting matrices W, and Wy appearing in the composite index, as well as the weights and biases of the subsequent
classification model. The following presents the formal formulation of the robust detection model and analyzes its convexity.

3.2.1. Regional robust detection model

Let the input feature vector at time » be defined as
Xin = Du(Zin) = Uk(Zini0 ), Gi(zin)"T" (17)
where ¢}, denotes the regional feature-construction mapping; 91(<0) denotes the current parameters used for feature construction,
and g ( ) collects auxiliary features extracted from the raw hybrid measurements, residual vector, load forecast error, among
others. The label yi , € {0,1} indicates whether the sample contains an FDIA. In this way, each sample embeds not only the
original measurement information but also the composite detection index J;, explicitly.

Consider a linear discriminant model
fr(Xin;Ok) = WiXin + by (18)
where wy and by, are the weight vector and bias to be learned, both included in 8. The output is mapped to the probability
that an FDIA is present in region £ at time # via the sigmoid function:
PiVin = 1Xkn) = 0(f 1 (Xk,n;0k)) (19)
where pr(Vin = 1|Xk,) denotes the conditional probability that an FDIA is present in region k at time n; Yy, = {0,1} is the
binary label, with yj, = 1 indicating an attacked sample and yy, , = 0 indicating a normal sample; and o( -) is the sigmoid
function.

For a sample (Xy Vi), denoting fi = fi(Xkn;0%), the cross-entropy loss is
00Xk Vi) = — Vinlog a(f1) — (1 — yimlog (1 — a(f1)) (20)

To capture the attacker’s impact on local measurements and the composite index, we abstract the attacker’s action as a
perturbation 8y, added to the input feature Xy ,,, yielding the perturbed feature

xk,n =Xpn t é‘k,n (21)

where 6y, ,, is constrained within a given perturbation set

By = {8 € R%|||8]|, < pi} (22)

where By, is the admissible perturbation set for region k; dj denotes the dimension of the regional input feature vector; || - ||,

denotes the p-norm; and pj > 0 characterizes the maximum feature perturbation intensity that the attacker can induce in
region k, serves as a conservative outer bound on the feature-level impact induced by feasible incomplete-information FDIAs
under the resource and attack-cost constraints in Section 2. The correspondence between the set By, and physically realizable
measurement-level FDIAs is further discussed in Appendix A.

The robust risk is defined as
\ rob 1 Ny
RO) =) max o0+ Snyin) 23)

n=18, € By

where Ny is the number of samples. The inner maximization corresponds to the attacker searching for the worst-case
perturbation under limited resources, while the outer average reflects the defender’s overall trade-off across all historical
operating conditions.

To control model complexity, an €,-regularization term is added, and the robust detection problem is formulated as

. arob A
min &, (6, + Jllwi? 24)
k

where Ay > 0 is the regularization coefficient.
Thus, Eq. (24) is equivalent to choosing parameters 8} such that, under the given regional topology and measurement
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the model in essence learns an optimal decision boundary jointly in the space of the composite index and the feature
representation.

3.2.2. Convexity and existence of optimal solution

To ensure that problem (Eq. (24)) can be solved efficiently, we first analyze its convexity and the existence of an optimal
solution. Two lemmas are introduced.

Lemma 1. For any fixed sample (Xyn.Ykn), the cross-entropy loss €(0y;Xy Vi n) is convex with respect to the linear
model parameter 0.

Proof. Let u = wj X}, + by. Then the cross-entropy loss and its second derivative can be written as
(660 = log (1 + ¢%) = )

f(WwW=0cw)(1—-0ow)=0

Hence €(u) is convex in u. Since u is an affine function of 8y, and the composition of a convex function with an affine
mapping is still convex, €(0p;Xy Vi n) is convex in .

Lemma 2. For each n, the function i’n(ek) = .smz)é; (01X n + Ok Vi) is convex with respect to .

k,n k

Proof. According to Lemma 1, for any fixed perturbation &y, €(01;Xkn + Ok nYin) is convex in Bj. The pointwise
maximum of a family of convex functions is still convex, therefore ?n(ﬂ ) is convex in @y,

Theorem 1. Given the perturbation set By, and the training dataset, the regional robust detection problem is a convex
optimization problem with respect to 0. If the regularization coefficient A, > 0, then the objective function is strictly convex
and Eq. (24) admits a unique optimal solution.

N 1 .
Proof. According to Lemma 2, each ¢ (6;) is convex in 6, and their average N_kz ¢,(By) is also convex. The
n

regularization term 3"||wk||§ is strictly convex for 4; > 0, hence the sum in Eq. (24) is a strictly convex function. By standard

convex optimization theory, a strictly convex function defined on a nonempty closed convex set has a unique minimizer, so
Eq. (24) has a unique optimal solution.

Remark. Under the given construction of the composite detection index and the adversarial perturbation set, the regional
robust detection problem is convex. This provides a solid theoretical foundation for the distributed robust training algorithm
in Section 3: Gradient-based methods can converge to the unique global optimum, which corresponds to the best trade-off
between fitting historical data and resisting worst-case feature perturbations. In particular, since the input features include
both the composite index and measurement-related attributes, the obtained classifier can be interpreted as learning a decision
boundary that remains robust against FDIA-induced changes in the composite index, rather than merely memorizing fixed
residual patterns.

3.3. Impact of measurement redundancy transformation

While the robust detection model improves resistance to adversarial perturbations, the detectability of stealthy attacks can
be further enhanced by actively modifying the effective measurement configuration. The measurement redundancy
transformation mechanism can break the attacker’s prior knowledge and enhance the system’s active defense capability
against FDIAs. By selectively enabling different combinations of PMU and SCADA measurements at each bus, the structure
of the measurement matrix H is changed, so that attack vectors computed under the original measurement configuration lose
their optimality [25]. Measurement redundancy transformation can be divided into spatial and temporal transformations. The
former randomly activates or deactivates specific PMU channels over time, causing the measurement set M, involved in SE
to change dynamically; the latter modifies the sampling resolution of PMUs or fuses measurements over multiple time
windows, thereby exploiting temporal redundancy [26]. In what follows, we theoretically analyze the active defense effect of
measurement redundancy transformation.

The measurement vector after redundancy transformation is
z, = T® . 5O . z, (26)
where S® = diag(s1,52,--Sm,) € {0,1}™*™ is the spatial selection matrix, where s; = 1 if the ith PMU measurement is
selected, and s; = 0 otherwise; T® = diag(w1,W2,....Wr, ) € R™>™
temporal influence of each PMU channel.

The temporal operator is defined as

is the temporal weighting matrix, where w; reflects the

1, high-frequency sampling
TW®,i) ={0<yp <1, low-frequency sampling 27
0, not sampled

where ¥ is the temporal weighting coefficient for low-frequency sampling, and the PMU residual after redundancy
transformation is

ri’p =7O .50 . rp (28)
Thus, the hybrid SE model after measurement redundancy transformation becomes



rZs1 1 h_(x\ 1 1T«
Z =
where 75 ~ N'(0,Rs), 1, ~ N(0,T® - S® - R, - (SO)T . (7O)T),
Let the original local measurement matrix be H ,({O); after spatiotemporal redundancy transformation, it is updated to

M _ hs(x) ]
H;, [ O (1) hp(x) (30)

Suppose the attacker has constructed the attack vector based on the original measurement model. If the state estimator still
uses H ,(CO), the attack vector can remain perfectly stealthy. When the system switches to the updated matrix H ,(cl) for SE, the
residual becomes

.".l(cl) — Al (0) _ H(l) v (1) (31)
k,((l) =arg m1n||z(0) H; Dy x||3 (32)

Lemma 3. If Hj, 0 o H; M and the vector ¢y does not lie in the null space of H,(cl) (ie., H,(cl)ck # 0), then, neglecting

measurement noise (e = 0), the residual after redundancy transformatlon r( ) is non-zero.

Proof. Neglecting noise, the original true measurement is zj, = HY k xk, and the attacked measurement becomes
(O) = H(O)x + H(O)c = H,((O)(xk + ) (33)
Using the new matrix H ,El) for estimation, the optimal estimate satisfies the normal equation

(H(l))TH(l) (1) (H(l))T (0) (34)

If we assume that there exists x,(cl) such that the residual is zero, then substitute into Eq. (33) yields

HY (x + ¢) = HO %) (35)

(D _

If there exists Ck such that H mck = 0, then we can write X}, = X} + ¢, + ¥, where v lies in the discrepancy between the

row spaces of HY P ) and HY k , so that Eq. (35) may hold. However, under the assumption H ,({ )ck # 0, the previous attack
N . . . . (1
direction ¢y is no longer in the null space of the new measurement matrix, and therefore Eq. (33) cannot hold. Hence r,(c dx0.
Next, consider the composite detection index. In the absence of attacks, the redundancy transformation only changes the
numerical entries of the measurement matrix, but does not introduce systematic bias into the index [24]. Thus, we expect
]EU,((D [no attack] = IEU,(CO) |no attack] (36)
In contrast, if an attack exists but the attack vector has not been updated, Lemma 3 implies that the residual will increase
significantly, which in turn enlarges both E and Cj.

Theorem 2. Neglecting the difference in measurement noise covariance, and assuming that FDIA-induced bias is much
larger than random noise, if the defender and attacker satisfy the following conditions: (1) The attacker constructs the attack

vector based on the original measurement matrix H,(CO), and the attack strategy is not updated between two consecutive

redundancy transformations; (2) the new measurement matrix after redundancy satisfies H ,(cl)ck # 0; (3) the error term in the

composite index is monotonically increasing with respect to the residual norm; then there exists a constant ¥, > 0 such that
EJ — 79 attack] =y, > 0 (37)

while in the normal case, the expected difference between J, M and Tk ©) can be neglected.

Proof. According to Lemma 3, when an attack is present, the residual norm after redundancy transformation satisfies | |rk |
|2 > 0, whereas under the original configuration the residual is approximately zero. Since Ej is assumed to increase

monotonically with the residual norm, we have E S) >E ,(CO). Moreover, if C contains sparsity or magnitude features related
to the residual, its statistical expectation also increases as the residual grows. Since the composite index uses positive weights
apPr > 0, there exists a constant 0 > such that Eq. (37) holds. In the normal case, the redundancy transformation only
changes how measurement noise is projected, causing only minor variations in the residual statistics. Hence the difference

between IE[],((D] and IE[],({O)] can be neglected. Therefore, under the stated assumptions, the redundancy transformation
increases the expected composite index in the attack case while having negligible influence in the normal case.

Theorem 2 therefore shows, from a theoretical perspective, that combining active measurement redundancy transformation
with regional robust detection can significantly enhance the detectability of FDIAs.

3.4. Optimization algorithm for regional robust training

After establishing the robust detection model and analyzing the role of redundancy transformation, we next present the
practical optimization procedure used to obtain the regional robust detector. The robust detection problem minimizes the

model parameters 6 in the outer layer, while maximizing the loss over the perturbation set By in the inner layer. For this
min—-max structure, an alternating gradient ascent—descent algorithm is adopted to perform offline robust training in each

region.

3.4.1. Alternating optimization steps
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Inner perturbation update (gradient ascent). At the rth iteration, fixing the current parameters 0,(:), an adversarial
perturbation is searched for each sample to maximize the loss. Using step size s > 0, a gradient ascent step with respect to
6. is performed and projected onto the feasible set By:

(t+3)
Sn? =60+ ‘l’hgv,g‘g(ek Kion + 850 Vien) (38)
6(t+1) H'Bk((sk,nE )I n= 1""’Nk (39)

Outer parameter update (gradient descent). After obtaining the updated perturbations {6,(::{ 1)}, they are fixed and the robust
empirical risk is minimized. With step size 17g > 0, a gradient descent step on 8, is performed:

1
0 =00 Vo, (L) o0+ 85 ) + 2 W) (40)
-

where w,(f is the linear classifier weight contained in 0,((0. This step corresponds to adjusting the detection model against the
worst-case perturbations.
Iteration and stopping criterion Steps are repeated until the maximum number of iterations 7 is reached, or until

s rob
105 — 0P, < e or IR (OFD) — R (0] < e (41)

where €>0 and £x>0 are the prescribed convergence tolerances for the changes in the parameter vector and the robust

empirical risk, respectively. The final 9,(5) is taken as the regional offline robust detection model.
Each step of the alternating algorithm relies only on local training data and current parameters in region &, which does not
require access to data or parameters from other regions and is therefore well suited for distributed implementation.

3.4.2. Convergence analysis

To ensure the reliability of the above alternating optimization procedure, we provide a convergence result as follows.
Theorem 3. Suppose that: (1) the gradient of the loss function £(0y;x,y) with respect to 8, and & is L-Lipschitz continuous;

(2) the perturbation set By, is a nonempty compact convex set; (3) the step sizes 15 and 1g are sufficiently small and satisfy the

standard conditions for gradient-based methods. Then the sequence {(0;(5),{5;({?1})} generated by the alternating gradient
ascent—descent algorithm converges to a stationary point of the min—max problem (Eq. (24)), which coincides with the unique

global optimum due to strict convexity.
Proof. Eq. (24) can be rewritten as
min  max  Ly(0p{6yn}) (42)

Ok 8i1,40in, € B
where L, denotes the robust empirical risk including the €,-regularization term. In practice, the inner maximization is not
solved exactly at each iteration. Instead, the perturbations 8y ,, are updated approximately by projected gradient ascent within

By, and the detector parameters are then updated by gradient descent. Therefore, the implemented method is an alternating
first-order ascent—descent scheme.

Under the Lipschitz continuity of the gradients and the compactness and convexity of By, standard results on projected
first-order methods for saddle-point optimization imply that, with sufficiently small step sizes, the generated sequence
converges to a stationary point of L. Moreover, by the convexity analysis in Section 3, the objective is convex in 8, and
strictly convex when A > 0. Hence the corresponding stationary point yields a unique @y, giving a stable robust detection
model. Therefore, the convergence result applies to the alternating gradient ascent—descent procedure actually used in the
paper, rather than to an idealized algorithm with exact inner maximization. Details follow analyses of adversarial training and
convex-concave saddle-point optimization [27].

Remark. From Theorem 3, under reasonable step-size and model assumptions, each region can obtain a stable set of local
robust parameters via the proposed alternating training scheme. These parameters are then used as inputs to the differential
privacy-based parameter upload in Section 4, ensuring that the learned model not only converges but also maintains strong
detection robustness after the addition of privacy noise.

4. Differential privacy-based regional parameter upload mechanism
Based on the regional robust detection, this section introduces a DP mechanism and develops a regional parameter upload

and aggregation framework based on differential privacy, so as to train a global robust detection model without disclosing
raw measurement data. The DP mechanism is illustrated in Fig. 2.
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Fig. 2. DP mechanism within the DiPRoD framework. The definition of parameters can be found in Section 4.

4.1. Aggregation of detection parameters

Suppose region k owns a local training dataset Dy, with N, samples. According to the alternating optimization algorithm in
Section 3, region & can locally run multiple rounds of robust training to obtain the regional parameter vector 8. To enhance
detection performance at the system level, the control center aggregates the parameters uploaded from all regions to form the
global detection model parameter 85. A natural and computationally efficient aggregation rule is weighted averaging 6% =

K

Zk w0}, where the weight wy, is typically chosen in proportion to the sample size. Regions with more samples contribute
=1

more to the global model, which helps improve the overall generalization capability.

Multiple communication rounds are usually required between the control center and the regions. In each round, the control
center broadcasts the current global model parameter 6,; each region k initializes its local model with 8, continues local
robust training to update 8, and then uploads the differentially-private version of its parameters to the control center. The
control center updates 8, according to the weighted averaging rule above, and the process repeats until convergence. Since
the uploaded 8}, implicitly contains information about local operating conditions, load patterns, and the distribution of attack
samples, a sophisticated attacker may still infer sensitive regional information by intercepting model parameters, even without
direct access to raw measurements. Therefore, privacy-preserving mechanisms must be incorporated into the parameter upload
stage.

4.2. Definition of differential privacy in Laplace mechanism

Definition 1 (e-differential privacy). Given two neighboring datasets Dy, and D}, which differ in exactly one sample, a
randomized algorithm M': D—0 is said to satisfy €,-differential privacy if, for any measurable output set S € O,
Pr[M (D) € §] < e - Pr[M (D)) € S] (43)
where, D is the domain of admissible datasets, O is the output space, M is a randomized mechanism, § is any measurable
subset of O, and Pr[ - ] denotes probability over the randomness of M. The scalar €, > 0 is the privacy budget of region k; a
smaller €}, corresponds to a stronger privacy guarantee.

Meanwhile, the uploaded local detection parameter is viewed as the query on the dataset (i.e., f(Dy) = 6}), and the notion
of €1-sensitivity is introduced to quantify the influence of a single sample on the uploaded parameters.

Definition 2 (¢1-sensitivity). The £1-sensitivity of the query function f%( - ) is defined as

A = max||fx (D) — fr(D 1 (44)

Dy, D,

where Dy, and D), are any pair of neighboring datasets. Ay characterizes the largest possible change in the local parameter 6y,
caused by adding or removing a single sample. A computable upper bound on the sensitivity Ay under the proposed robust
training formulation is provided in Appendix A.

Once an upper bound of the sensitivity is obtained, the Laplace mechanism can be used to achieve differential privacy.

Definition 3 (Laplace mechanism). When uploading parameters in region k, a noise-perturbed parameter vector is

constructed as ék =0, + &, where the noise vector &, € R% has independent entries, each drawn from the Laplace



distribution
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The corresponding upload mechanism is denoted as M (D) = 0 + &.

Theorem 4. For any region k, if the noise vector & is generated as above, then the upload mechanism M (D) satisfies
ei-differential privacy. The proof is given in the Appendix A.

Corollary 1. As long as each regional parameter vector is perturbed by Laplace noise with an appropriate scale before

upload, the influence of any single sample’s participation on the uploaded result can be theoretically bounded, thereby

protecting the privacy of local measurements and attack samples [28]. In multi-round training, the composition property of

differential privacy can be used so that the overall privacy level is obtained by accumulating the per-round privacy budgets E}({q)

(here g is the round index).
4.3. Differential privacy-based robust offline training algorithm

By combining the regional robust training in Section 3 and the DP mechanism in this section, the complete offline robust
training procedure can be summarized as follows.

Algorithm 1. Privacy-preserving distributed robust offline training.

1 Input: Local training datasets {Dk}§=1; initial global parameter Og)); aggregation weights {wk}£=1 with Zf:l Wk = 1; maximum number

of global rounds Rmax; local privacy budgets {E;(cq)} and sensitivity bounds {A;(cq)}; convergence tolerance £rr..
2 Output: Final global robust detector 5.

3 Initialization:

N

Set global round index q<0.

> Broadcast 9;(;0) to all regions and set 9,§°)<—0§0), k=1,.K
6  Repeat

7 (i) Local robust training

8  for eachregion k =1,...K do

9 Initialize local model parameter 91((q)<—9éq).

10 Run the alternating robust optimization on Dy to update 9;({(1).
Il end for

12 (ii) Differentially private parameter upload

13 for each region k =1,...K do

Compute and estimate the £1-sensitivity bound A;(cq).
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16 Construct noised parameter 6 kq = ez(cq) +$ I(‘tq)‘
17 > (@)
Upload 8, to the control center.
18  end for

19 (iii) Server aggregation and global model update

NO) 5@
Aggregate received {qu }e=1 by weighted averaging: eéq_'—l) =¥ wkekq .

20
21 (iv) Stopping criterion

22 Setq—q +1.

23 until ¢ = Rmax or Heg‘” — Géq_l)”Z < €pL.

24 Set 0§<—0éq) and return 6.

5. Online detection with joint adaptation of threshold and privacy budget

After offline training, the final aggregated global model is deployed at the control center for online detection, while each
region retains its local robust model for local feature construction, composite-index computation, and auxiliary analysis. In
practical operation, each region first acquires real-time SCADA and PMU measurements, performs preprocessing and the
current spatiotemporal redundancy transformation, and then computes its local detection statistic using the trained local model.
These regional outputs are transmitted to the control center, where the deployed global model, together with the current
detection threshold, is used to generate the final attack decision. In the online stage, the attacker is assumed to have limited
real-time adaptability, as it does not have access to the real-time spatiotemporal redundancy switching and therefore cannot
instantaneously update its attack strategy. Under this practical assumption, the data distribution observed online may still
deviate from that during offline training due to varying attack modes, operating conditions, and redundancy configurations.
Therefore, the proposed framework performs online adaptation mainly through dynamic adjustment of the detection threshold
and regional privacy budgets in coordination with the PMU redundancy strategy, whereas full model retraining or parameter
refreshing is carried out only when a new round of distributed updating is triggered.

5.1. Online detection procedure

During online detection, the interaction between the control center and local substations proceeds as follows.

Real-time measurement acquisition and preprocessing. At each time ¢, region & collects the current SCADA and PMU
measurements, and forms the original hybrid measurement vector zy(t). Following the modeling in Section 2, format
unification, anomaly preprocessing, and other operations are applied to obtain the input for SE and feature construction.

Random redundancy transformation. According to the redundancy configuration or randomized strategy, the PMU

measurement set and sampling rate are switched, and the corresponding measurement matrix H ,(f) is updated in real time.

Local composite index computation. Each region computes its local composite index ] ,(f) using the current local model and
the index definition in Section 3.

Global detection decision. The control center aggregates the indices from all regions and maps them to a global detection
statistic J®, which is then compared with the current detection threshold 7® to determine whether an FDIA is present.

Performance evaluation. To support dynamic adjustment of the detection threshold and privacy budgets, the system records,
for each detection interval, the detection results, ground-truth labels and performance statistics.



5.2. Dotoction nerformance metrics and ctatictics

Consider a recent sliding window containing W detection intervals. Denote by N the number of time instants in the window
where an FDIA actually occurs, and by Ny the number of attack-free instants. Let Ntp be the number of intervals in which
an FDIA is present and the detector correctly declares attack, and Ngp the number of intervals in which no FDIA is present
but the detector incorrectly declares attack. The true positive rate (TPR) and false positive rate (FPR) are defined as

TPR=17% FPR=17 (46)
TPR and FPR are constrained within given target intervals and serve as the main objectives for online adjustment. Following

the indicators in Ref. [29], we further adopt accuracy (ACC) and F1 score to estimate the detection performance. Furthermore,

Dy, is used to reflect the statistical separability of the composite index between attack and non-attack samples.
[E[ k,al —El k]l

Dk = Val‘(]k_A)"'var(]k,N) (47)

5.3. Adjustment of detection threshold and privacy budget

In the online stage, two key parameters are the global detection threshold 78(t) and the privacy budget el(cq) used by each

region in the next round of training or parameter updating. To balance detection performance and privacy protection during

operation, 78(t) and G,Eq) are jointly updated with small steps at the end of each sliding window according to the observed

TPR and FPR. Let the desired performance targets be TPR, and FPR,;.

The parameter update rules are
8(t +1) = 8(t) + N1 R(TPRyr —TPR) — nEPR(FPRy, —FPR) (48)

e = e + yIPR(TPR — TPRyor) + NEPR(FPReay —FPR) (49)
where nip R anR, nEPR, and nEPR are tuning gains.

When the observed TPR is below the target, 78 is decreased and €y is increased to enhance detection sensitivity and model
accuracy; when the FPR is higher than desired, 78 is increased and €, is reduced to suppress false alarms and strengthen
privacy protection. When both TPR and FPR are close to their target ranges, the update terms tend to zero and the system
operates around an equilibrium operating point.

5.4. Online adjustment of PMU redundancy strategy

During online operation, the PMU redundancy strategy is dynamically adjusted according to detection performance and
attack alarms. When attacks are rarely detected and the system operates in a relatively benign regime, lower spatial redundancy
and coarser temporal resolution are adopted to reduce communication and computational burdens. When suspicious attacks
are detected or the detection performance degrades, the spatial redundancy is increased and the sampling resolution of PMUs
is refined, so as to improve measurement accuracy and enhance sensitivity to changes in the attack strategy.

According to Theorem 2, increasing the frequency and magnitude of redundancy transformations is beneficial for breaking
the stealthiness of attackers who rely on prior knowledge of the measurement model, but it also incurs additional resource
consumption. Therefore, the redundancy strategy is coordinated with threshold and privacy-budget adaptation to achieve a
trade-off between defense effectiveness and operational cost.

6. Case study

To validate the effectiveness, robustness, and scalability of the proposed DiPRoD method, case studies are carried out on
the Institute of Electrical and Electronics Engineers (IEEE) 14-bus and IEEE 118-bus standard test systems, and further
extended to a larger-scale system. The case studies focus on: (1) Detection performance of the regional robust detector under

incomplete-information FDIA and worst-case perturbation scenarios; (2) separability of the measurement redundancy-driven
composite index Ji( - ) between attack and non-attack conditions; (3) performance of the differential privacy-based parameter

upload and joint threshold/privacy-budget adaptation mechanism under privacy constraints; 4 computational scalability and
resource consumption of the proposed framework on larger systems.

6.1. Case settings

6.1.1. Test system settings

IEEE 14-bus system has 20 branches and is modeled using the DC power flow approximation. According to geographical
and electrical adjacency, it is partitioned into K = 3 regions, each containing 4—6 buses. IEEE 118-bus system contains about

186 branches and is partitioned into K = 9 regions, corresponding to nine local control areas. IEEE 300-bus is used for
scalability analysis and is partitioned into 12—15 regions depending on the simulation scenario.

All buses are equipped with SCADA measurements, PMUs are installed at generator buses, selected load buses, and
boundary lines between regions. The PMU placement and contribution are consistent with Ref. [24], and the PMU coverage
is 30%—-50%.
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and flows are calculated to obtain operating points. Zero-mean Gaussian noise with variance Gi =0.003 is added to SCADA

and PMU measurements to form noisy steady-state samples [6]. The PMU redundancy matrix T (t) is updated every 10
detection intervals to implement the spatiotemporal redundancy transformation strategy in Section 3.

6.1.2. Attack settings

To comprehensively evaluate the performance of the DiPRoD method, four typical attack scenarios are designed as follows.
The attacker has knowledge of the network topology and the nominal measurement models, and can compromise a limited
subset of measurement channels subject to sparsity constraints. However, the attacker does not have real-time access to the
defender’s spatiotemporal redundancy reconfiguration and thus cannot instantaneously re-optimize the attack vector after the
effective measurement model changes. This assumption reflects an incomplete-information attacker with limited real-time
adaptation capability and is reasonable in practice, since the redundancy switching strategy can be embedded in and executed
by the EMS.

Scenario A: centralized full-information FDIA. The attacker is assumed to know the system-wide measurement matrix H
and, following the full-information model, constructs a globally stealthy attack vector a. The attack is designed such that the
active power injection deviation of selected key loads or generators is no less than 10%, while the residual statistics still
satisfy the traditional bad data test. This scenario mainly illustrates the limitation of conventional residual-based detection
against well-designed FDIAs.

Scenario B: regional incomplete-information FDIA. The attacker only knows the local measurement matrix Hj of one
region and its neighboring areas, and constructs a regional attack vector a; according to the incomplete information model.
Typical constraints include: (1) the target line-flow deviation is at least 10% or the voltage magnitude deviation at critical

buses exceeds a given threshold; (2) a sparsity constraint, where the number of compromised channels per attack is limited to
5%—-10% of the total measurements in the region; and (3) the local stealthiness index is approximately ||Pray|l2 < 1.
Scenario C: incomplete-information FDIA with measurement redundancy transformation. The system periodically updates

the redundancy matrix T (t), while the attacker still constructs a; based on the previous H ,(CO). Hence the attack strategy itself
is fixed, and only the measurement configuration is changed. This scenario is used to verify the enhancement in separability
of the composite index brought by redundancy transformation.

Scenario D: increased noise level and load fluctuation. On top of normal noise statistics, an additional high-noise scenario
is simulated (noise standard deviation increased by 50%), and a relatively large load-fluctuation range (+30%) is introduced.

This scenario is used to test robustness and false-alarm control under stressed operating conditions.

Training and testing datasets are generated by Monte Carlo sampling of load, power flow and operating states of the
standard systems. For each test system, about 10* training samples and 5000 testing samples are created, with an attack ratio
of approximately 30%. Scenarios B and C are the primary focus, as they reflect practical incomplete-information attacks and
the proposed redundancy-based defense.

6.1.3. Benchmark methods

To verify the three main innovations of this DiPRoD method, the following benchmark methods are considered:

M1 (Central-RES): centralized SE and residual-based BDD.

M2 (Dist-ERM): Distributed empirical risk minimization in each region with a standard classifier, where the features are
the hybrid measurements and residuals only; without measurement redundancy transformation and privacy mechanisms.

M3 (Dist-Robust): Regional robust training as in Section 3, using the composite index J; but without measurement
redundancy transformation and differential privacy.

M4: the proposed DiPRoD framework.

6.2. Test on IEEE 14-bus system

6.2.1. Detection performance

On the IEEE 14-bus system, we compare four methods on the mixed test set of Scenarios B and C. Fig. 3(a) shows the
receiver operating characteristic (ROC) curves, and Fig. 3(b) reports TPR, FPR, ACC, and F1 of different methods.

M1 detects only 34% of attacks under carefully crafted incomplete-information FDIAs. Although the FPR is relatively low
and the attack ratio in the dataset is moderate, ACC remains around 70%, implying that ACC alone is insufficient for FDIA
evaluation. In such attack scenarios, TPR is the key metric. M2 exploits regional partitioning and data-driven modeling, thus
TPR increases significantly to 82%, showing that the distributed learning scheme already improves FDIA detectability.
However, the FPR rises to about 10%, and the area under the curve (AUC) is about 0.90, indicating that the model still lacks
robustness against worst-case attacks.
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Fig. 3. Comparison of (a) ROC curves and (b) detection performance of different methods on IEEE 14-bus system.

With regional robust training and the proposed composite index, M3 achieves a higher TPR (93.5%) and a lower FPR
(6.1%), with AUC increasing to 0.96, confirming that the robust optimization combined with [} significantly enhances the
capability to distinguish attack and non-attack samples, especially under worst-case perturbations. Building on this design,
DiPRoD further integrates the redundancy transformation, differentially private parameter upload, and online threshold tuning,
achieving the best overall performance (TPR = 96.5%, AUC = 0.98), though the FPR has slightly increased. Despite the
injected DP noise, DiPRoD slightly outperforms the non-DP robust baseline, because the redundancy transformation enhances
the separability of the detection statistics and the online threshold update re-calibrates FPR under the perturbed index
distribution.

These comparisons also highlight the methodological differences among the benchmarks. M1 represents a conventional
model-based residual detection scheme, whose detection capability is limited when incomplete-information FDIAs remain
weakly observable in the residual space. M2 represents a conventional data-driven detector, which improves detectability by
learning measurement patterns but remains largely passive under difficult attack conditions. In contrast, M4 combines robust
optimization with redundancy-driven active defense, and therefore achieves stronger detection capability under incomplete-
information and stealthy attack scenarios. It is worth noting that differential privacy introduces noise that may degrade
performance in isolation. However, within DiPRoD, this effect is compensated by the detectability gains brought by the
spatiotemporal redundancy transformation, resulting in a net performance improvement over the non-private robust baseline.

6.2.2. Distribution and separability of the detection index

To directly illustrate the effect of the composite index and redundancy transformation, we compare the following three
configurations:

C1: residual statistic only;

C2: fixed measurement configuration and composite index /, ;

C3: redundancy transformation and composite index /, .

For each configuration, the separability index Dj values are listed in Table 1. According to Table 1, the following
conclusions can be drawn. From C1 to C2, the separability increases markedly, indicating that even under fixed measurement
configurations, introducing the composite index that incorporates state-deviation and attack-cost terms substantially enhances
the distinguishability between attack and non-attack samples. From C2 to C3, the separability is further enlarged, which is
consistent with Theorem 2: The redundancy transformation alters the effective attack subspace and reshapes the distribution
of the composite index, shifting attack samples away from normal samples along the /, -axis while leaving normal samples

largely unchanged. As a result, under C3 the two distributions exhibit minimal overlap, allowing the detector to sustain a high
TPR and low FPR over a relatively wide range of threshold settings, thereby improving the robustness of the overall scheme.

Table 1
Separability index of different configurations on IEEE 14-bus system.
D
Configuration k
1.32
Cl
2.05
C2
3.48
C3

6.2.3. Robustness to different attack strengths and sparsities

We vary the target branch power deviation from 5% to 15% while fixing the proportion of compromised channels at 5%,
and then fix the target deviation at 10% while varying the compromised-channel ratio from 3% to 10%. The corresponding
detection performance is shown in Fig. 4.

Fig. 4(a) shows that when attacks are weak and highly stealthy, the performance of M2 degrades markedly, whereas M3



and M4 maintain TPR< ahave R5% Ac the attack ctrenoth increacec the TPR of all methad<s imnravec hnt the oan hetween
M2, Lc ) . : veak
attacks. Fig. 4(b) illustrates the impact of attack sparsity. When only a small fraction of measurements is compromised, M2
exhibits a noticeable drop in TPR, while M3 and M4 remain above 92%. As the proportion of compromised channels increases,
all methods benefit from the stronger attack footprint, but M4 consistently achieves the highest TPR across the entire sparsity
range. Compared with M3, the gain of M4 is most pronounced under sparse attacks, confirming that the combination of robust
training and redundancy transformation in DiPRoD is particularly effective against weak and sparse FDIAs.

The above results further indicate that the advantage of DiPRoD is not only reflected in average detection accuracy, but
also in its improved robustness against weak, sparse, and incomplete-information attacks. This distinguishes it from both
conventional residual-based methods and standard learning-based detectors, whose performance degrades more noticeably
under such challenging conditions.
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Fig. 4. Comparison of detection performance to different attack (a) strengths and (b) sparsities.
6.2.4. Performance under scenario with high noise and large load fluctuations

We further compare the performances of M2-M4 under the normal operating condition and Scenario D, as illustrated in

Fig. 5. For M2, FPR increases substantially from the nominal scenario to Scenario D, and F1 becomes more variable,
indicating that standard distributed empirical risk minimization is sensitive to changes in noise level and operating conditions.
In contrast, for M3, worst-case perturbation modeling effectively limits the increase in FPR, while TPR and F1 remain
comparatively stable, demonstrating enhanced robustness. For M4, injecting DP noise slightly reduces TPR by about 1%-—

2%, yet FPR remains well controlled and both F1 and AUC are still higher than those of M2 and M3.

These results show that robust optimization and redundancy-based feature design balance the model uncertainty and
increased noise variance, whereas the privacy-preserving perturbation in M4 incurs only a limited performance penalty.
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Fig. 5. Performance of M2—-M4 under the (a) normal operating condition and (b) Scenario D.
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6.3. Test on IEEE 118-bus system

6.3.1. Detection performance and computation time

On the IEEE 118-bus system, the number of training samples is increased to 5 X 10%, and the network is partitioned into K
= 9 regions. Table 2 summarizes the detection performance and average computation time of different methods.

Table 2
Detection performance and computation time on IEEE 118-bus system.



Method TPR (%) FPR (%) ACC (%) F1(%) Training time (s)  Online latency (ms-cycle™)

52
29.0 43 78.1 409 862
Ml
19
80.3 10.5 86.0 83.0 231
M2
2
91.4 6.8 92.8 92.3 275
M3
27
94.6 5.9 95.0 94.5 298
M4

As shown in Table 2, compared with the centralized residual-based baseline, all distributed methods substantially reduce
training cost and online latency, with training time decreasing from 862 to 231-298 s and per-cycle latency reduced from 52
to 19-27 ms, satisfying real-time requirements. In terms of detection accuracy, the centralized baseline performs poorly under
incomplete-information FDIAs, with a TPR of 29.0% and an F1 of 40.9%. M2 improves TPR to 80.3% but at the expense of
a higher FPR of 10.5%, indicating limited robustness. Introducing adversarial robust training further boosts TPR to 91.4%
while reducing FPR to 6.8%, yielding an F1 of 92.3%. Building on this robust baseline, DiPRoD attains the best overall
performance, achieving a TPR of 94.6% and an FPR of 5.9%, with ACC and F1 increasing to 95.0% and 94.5%, respectively.

This improvement should not be interpreted as a direct benefit of differential privacy itself; rather, it results from the
combined effect of redundancy-aware detection and online threshold adaptation, which compensates for the performance
degradation introduced by privacy noise. Moreover, the added mechanisms do not incur significant computational overhead:
Both the training time and online latency of DiPRoD remain comparable to those of the non-private robust method, confirming
the practicality of the proposed framework.

Fig. 6 further illustrates the regional detection behavior across the K = 9 partitions. The centralized residual test exhibits
consistently low and highly uneven region-wise TPR, revealing pronounced blind spots. Dist-ERM partially alleviates this
issue but still shows notable inter-region disparity. In contrast, robust training raises the TPR of all regions to a uniformly
high level and substantially reduces regional imbalance. DiPRoD further improves region-wise TPR and yields the most
uniform heatmap, indicating that it not only enhances average detection performance on large-scale systems but also provides
balanced protection across regions without introducing excessive computational burden.
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M4 |
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Fig. 6. Region-wise TPR of different methods.

6.3.2. Privacy-performance trade-off under different privacy budgets

Fig. 7 illustrates the detection performance of DiPRoD on the IEEE 118-bus system under different DP budgets €, while
keeping all other parameters fixed.
When the privacy budget is very small ( = 0.2), strong privacy guarantees require adding relatively large Laplace noise,

which leads to a noticeable degradation in TPR and F1, while FPR becomes slightly higher. In this regime, the impact of DP
noise on detection performance is clearly visible. As increases from 0.2 to 0.5 and 1.0, both TPR and F1 improve

significantly, and FPR drops quickly, indicating that relaxing the privacy constraint moderately can substantially enhance
detection performance while still providing meaningful privacy protection. For > 1.0, the three curves gradually flatten:

TPR and F1 continue to increase only marginally, and FPR decreases slowly, thus the system operates near a trade-off point
of the privacy-performance curve, where privacy is still reasonably strong but detection performance is already close to the
non-private upper bound. This also validates the online threshold and privacy-budget adaptation strategy proposed in Section
5: The system can select an operating point near this knee and then make small adjustments according to changes in attack
risk.
Overall, the curves clearly show that a larger privacy budget yields better detection performance and lower FPR, but once
exceeds a certain level, the incremental benefit becomes very limited.
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Fig. 7. Detection performance of DiPRoD under different DP budgets.

6.3.3. Analysis of detection threshold and privacy-budget adaptation

For DiPRoD on the IEEE 118-bus system, we conduct a long-term online simulation. The target performance is set to
TPRiar = 95% and FPRy, = 5%. Fig. 8 depicts the evolution of the window-level detection performance and adaptive
parameters.

As shown in Fig. 8(a), starting from a conservative initialization, the window-level TPR increases from approximately 90%
and quickly approaches the target, while FPR decreases from about 8% toward 5%, and both metrics remain close to their
desired levels thereafter. Fig. 8(b) simultaneously illustrates the evolution of global threshold t8(t) and the averaged privacy
budget €(t) of all regions: The threshold 78(t) gradually decreases while € slightly increases, and both converge to stable
plateaus once TPR and FPR are close to the target values. During short attack-intensity bursts, the controller produces transient
decreases in 78 together with slight increases in €, indicating a temporary shift toward higher detection sensitivity by mildly
relaxing privacy; when the burst subsides, both parameters return toward more conservative steady-state values. These results
demonstrate that the proposed joint adaptation strategy in Section 5 can operate stably on large-scale systems, achieving a
dynamic balance between detection performance and privacy protection in response to changing attack risks.
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Fig. 8. (a) Window-level detection performance and (b) adaptive parameters during online operation.
6.4. Scalability analysis on larger systems

To further assess scalability from a regional perspective, Fig. 9 presents boxplots of regional resource usage and detection
performance for different systems.
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Fig. 9 (a) Regional training costs and (b) detection performance across different test systems.

From Fig. 9(a), the median per-region training times on the three systems are about 20, 35, and 55 s, respectively. The
interquartile ranges are relatively small and there are almost no extreme outliers, indicating that the computational burden
grows moderately with system size and remains well balanced across regions. Meanwhile, the online detection latency per
cycle stays within 20—40 ms for all cases, satisfying practical real-time requirements. In each training round, only the regional
model parameters are uploaded, whose dimension is on the order of several hundred for IEEE 14 and scales roughly linearly
with the system size for IEEE 300. The associated communication traffic is therefore on the order of 10>-10? parameters per
round, much smaller than repeatedly uploading raw measurements, and thus friendly to power-system communication
networks.

Fig. 9(b) further indicates that DiPRoD maintains high and uniform region-wise detection performance, with median TPRs
of about 96.5%, 93.5%, and 92.0% on the three systems. The compact boxplots suggest limited dispersion and no pronounced
weak regions. Even on the IEEE 300-bus system, most regions achieve TPRs above 90%, with variability comparable to that
of the IEEE 118-bus case, confirming favorable scalability and stable regional protection.

Overall, these results verify that DiPRoD achieves strong detection performance with moderate computational and
communication costs. The redundancy transformation and DP mechanisms do not compromise scalability; instead, they
enable robust FDIA detection on large-scale power systems with real-time performance and balanced regional protection,
which is consistent with the theoretical analysis and algorithmic design in previous sections. These findings suggest that the
proposed framework is particularly suitable for multi-region power systems where centralized raw-data aggregation is
undesirable because of communication, computation, or privacy constraints, and where hybrid SCADA/PMU measurements
can support coordinated regional monitoring. At the same time, the present study is developed under standard distributed
monitoring assumptions and is mainly validated in the SE setting with non-adaptive attackers between redundancy updates.
Therefore, although the results demonstrate the practical promise of DiPRoD, extending the framework to more complex
scenarios, such as nonlinear and dynamic SE, asynchronous communication, severe missing data, and more adaptive attack
strategies, remains an important direction for future work.

7. Conclusions

This paper proposes DiPRoD, a differentially-private distributed robust FDIA detection framework for power systems to
address stealthy attacks, limited scalability of centralized detectors, and privacy constraints. DiPRoD integrates an
adversarially robust regional training mechanism, a redundancy-driven composite detection index with spatiotemporal
measurement transformations, and privacy-preserving cross-region coordination via differentially private parameter sharing.
Case studies on the different test systems show that, under prescribed privacy budgets, DiPRoD consistently outperforms
centralized residual tests and Dist-ERM baselines, improving TPR by approximately 10%—60% and reducing FPR by about
3%—5%. Meanwhile, the computational and communication overhead remains moderate, with per-cycle online latency within
20-40 ms and only 102103 model parameters uploaded per training round, enabling balanced protection across regions.

Future work will extend DiPRoD to dynamic and nonlinear SE, incorporate sequence and graph learning models for richer
spatiotemporal feature extraction, and validate the framework on real control infrastructures or platforms.
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