Journal Pre-proofs

Engineering

Article

Tuna: Optimal-Resilience Asynchronous DAG-Based BFT with Lower Laten-
cy

Xiaohai Dai, Jian Zhang, Jiang Xiao, Rui Hao, Xia Xie, Junhong Liu, Hai Jin

PII: S2095-8099(26)00405-4

DOI: https://doi.org/10.1016/j.eng.2026.06.017
Reference: ENG 2391

To appear in: Engineering

Received Date: 29 August 2025

Revised Date: 24 April 2026

Accepted Date: 23 June 2026

Please cite this article as: X. Dai, J. Zhang, J. Xiao, R. Hao, X. Xie, J. Liu, H. Jin, Tuna: Optimal-Resilience
Asynchronous DAG-Based BFT with Lower Latency, Engineering (2026), doi: https://doi.org/10.1016/j.eng.
2026.06.017

This is a PDF of an article that has undergone enhancements after acceptance, such as the addition of a cover
page and metadata, and formatting for readability. This version will undergo additional copyediting, typesetting
and review before it is published in its final form. As such, this version is no longer the Accepted Manuscript, but
it is not yet the definitive Version of Record; we are providing this early version to give early visibility of the
article. Please note that Elsevier's sharing policy for the Published Journal Article applies to this version, see:
https://www.elsevier.com/about/policies-and-standards/sharing#4-published-journal-article. Please also note that,
during the production process, errors may be discovered which could affect the content, and all legal disclaimers

that apply to the journal pertain.

© 2026 THE AUTHORS. Published by Elsevier LTD on behalf of Chinese Academy of Engineering and Higher
Education Press Limited Company


https://doi.org/10.1016/j.eng.2026.06.017
https://doi.org/10.1016/j.eng.2026.06.017
https://doi.org/10.1016/j.eng.2026.06.017
https://www.elsevier.com/about/policies-and-standards/sharing#4-published-journal-article

ANwiowers waa

Theories and Applications of Advanced Computing—Article

Tuna: Optimal-Resilience Asynchronous DAG-Based BFT with Lower
Latency

Xiaohai Dai?, Jian Zhang?, Jiang Xiao?, Rui Hao®*, Xia Xie¢, Junhong Liu¢, Hai Jin®

aSchool of Computer Science and Technology, Huazhong University of Science and Technology, Wuhan 430074, China
b School of Computer Science and Artificial Intelligence, Wuhan University of Technology, Wuhan 430074, China
¢ School of Computer Science and Technology, Hainan University, Haikou 570228, China

4 Department of Electrical and Computer Engineering, The University of Hong Kong, Hong Kong 999077, China

* Corresponding author.
E-mail address: ruihao@whut.edu.cn (R. Hao).

ARTICLE INFO

Article history:
Received xxx
Revised xxx

Keywords:

Byzantine consensus
Asynchronous consensus
Byzantine fault-tolerance
Directed acyclic graph

ABSTRACT

Recent asynchronous Byzantine fault-tolerance (BFT) protocols have introduced the directed acyclic graph (DAG) topology to improve
throughput but often encounter the drawback of elevated latency. For instance, the cutting-edge protocol GradedDAG has an average latency
of at least 7.5 rounds—significantly higher than the three-round best-case latency of traditional non-DAG BFT protocols such as practical
Byzantine fault-tolerance (PBFT). While some works have managed to reduce latency by sacrificing resilience or strengthening network
assumptions, such compromises limit their general applicability. This leads to a fundamental question: Could an asynchronous DAG-based
BFT protocol achieve optimal three-round latency without compromising resilience? We propose a novel DAG-based BFT protocol named
“Tuna” to provide an affirmative answer to this question. Tuna operates in an asynchronous network and achieves optimal resilience. It
functions in successive rounds, where every node disseminates its block in each round using the best-effort broadcast (BEB) mechanism—a
single-round broadcast protocol. Under optimistic conditions, blocks from preselected leader slots can be committed directly in just three
rounds of communication. Non-leader blocks are committed indirectly after four rounds, resulting in an average latency of 4 — k/n rounds,
where n denotes the total number of nodes and & represents the number of leader slots in each round. When k=n, Tuna successfully
achieves three-round latency. For cases where the leader block cannot be directly committed or the leader slot cannot be directly skipped,
Tuna introduces the asynchronous binary agreement (ABA) protocol to make decisions. For liveness, Tuna employs the multi-valued
validated Byzantine agreement (MVBA) protocol to ensure blocks are committed even when manipulated by a malicious adversary. We
formally prove Tuna’s correctness and demonstrate its superior performance through various experimental evaluations.



In distributed systems, consensus protocols are used to implement state machine replication (SMR) [1,2], ensuring consistent data
storage across different nodes. When a consensus protocol can tolerate malicious nodes, also known as Byzantine nodes, it is referred to as
a Byzantine fault-tolerance (BFT) consensus protocol [3]. A significant limitation of traditional BFT protocols is their sequential block
processing, which severely restricts system throughput. To address this, the directed acyclic graph (DAG) topology has been incorporated
into BFT protocol designs, giving rise to DAG-based protocols [4—7]. BFT protocols are classified as synchronous, partially synchronous,
or asynchronous, depending on their underlying network assumptions. Due to the stringent network assumptions and security risks of
synchronous protocols [8,9], as well as the susceptibility of partially synchronous protocols [10,11] to network attacks that cause liveness

failures, recent research has increasingly concentrated on asynchronous BFT protocols [12—14].

Existing asynchronous DAG-based protocols typically proceed through consecutive epochs, where each epoch consists of multiple
rounds. During the final round of an epoch, a node is chosen at random to act as the leader. When the leader’s block meets the required
criteria, it can be committed immediately. However, these protocols often suffer from high latency. For example, in the cutting-edge protocol
GradedDAG [15], a leader block requires at least four rounds of communication for commitment, while non-leader blocks require at least
nine rounds, resulting in an average block latency of at least 7.5 rounds. This is notably greater than the latency of a traditional non-DAG
BFT, such as practical Byzantine fault-tolerance (PBFT), which can achieve a best-case latency of just three rounds. While some works
have reduced DAG-based protocol latency to three rounds, this has been achieved by sacrificing resilience [16] or strengthening network
assumptions [17], thereby limiting applicability. This raises a fundamental question: Is it possible to design an asynchronous DAG-based

BFT protocol that achieves an optimal best-case latency of three rounds without compromising resilience?

In this paper, we present “Tuna,” a novel DAG-based BFT protocol that provides an affirmative answer to the above question.
Operating under the assumption of an asynchronous network, it achieves an optimal best-case latency of three rounds. Furthermore, Tuna
operates under the standard assumption of 7 = 3f + 1, where 1 is the total number of nodes and f is the maximum number of Byzantine
nodes, thereby ensuring optimal resilience. When each node broadcasts a single block, 7 is also used to denote the number of blocks. A
detailed comparison between Tuna and other protocols is presented in Table 1.

Table 1

Comparison of representative DAG-based protocols.

Protocol Network assumption Resilience  Leader latency  Average latency
Tusk Asynchronous n=3f+1 ) 11.56
GradedDAG Asynchronous n=>3f+1 46 7.50

PlainDAG Asynchronous n=>5f+1 36 56

Mysticeti Partially synchronous n>3f +1 30 36

Tuna (this work) ~ Asynchronous n=>3f+1 38 38

o denotes the actual network delay; k represents the number of leader slots in each round. The best case is considered, where k=71 for
Mysticeti and Tuna.

Tuna removes the concept of waves and operates directly on a round-by-round basis. Blocks are distinguished by a tuple (i, 7), known
as a slot, which identifies the block broadcast by node ¢ inround 7 (i =1, 2,..., n and » = 1,2,...). In each slot, nodes use the simplest
2



1 s
protocol, the broadcaster sends data to all participants, who deliver the data immediately upon receipt [18]. Since BEB does not guarantee
uniqueness, multiple different blocks may exist within a single slot. Each block contains the hashes of 7 — f blocks from the previous
round. A block is considered to reference another block when the hash of the latter is embedded within the former. Unlike traditional

asynchronous DAG-based protocols, we pre-select a set of k leader slots for each round, where & represents the number of leader slots in
each round.

We define an endorsement relationship between blocks: A block B from round 7 is endorsed by a block D fromround 7+ 2 if D
references B via n— f blocks from round 7 + 1. A block in a leader slot can be committed directly once it receives endorsement from
n— f or more blocks in round 7 + 2. Conversely, a leader slot is skipped directly if a minimum of . — f* blocks in the following round
do not reference it. In other cases, Tuna runs an asynchronous binary agreement (ABA) [19— 21] instance to reach a decision. If a block in
a leader slot is endorsed by at least one subsequent block, it serves as an input of 1 to the ABA instance; otherwise, the input is 0. If the
ABA outputs 1, the corresponding block is committed; otherwise, the slot is skipped.

In the worst-case scenario, an adversary may manipulate message arrival times to ensure that all leader slots in a given round are
skipped. To handle this, Tuna incorporates a multi-valued validated Byzantine agreement (MVBA) instance [22-25]. If all leader slots in a
round are skipped, an MVBA is triggered to re-establish consensus on the blocks. All blocks output by the MVBA instance are then
committed as leader blocks. Furthermore, the commitment of a leader block automatically triggers the commitment of all its uncommitted
ancestor blocks.

Under optimistic conditions, all ™M blocks from leader slots can be committed directly after just three rounds of communication. In
this case, each leader slot contains exactly one block, resulting in M = k. The remaining n —m (i.e., " — k) non-leader blocks, which
depend on the next round’s leader block for commitment, require four rounds. This results in an average latency of 4 — k/n rounds. When
k =mn, Tuna’s average latency becomes three rounds, matching the best-case latency of non-DAG BFT protocols.

We provide a theoretical analysis of Tuna’s correctness, including both safety and liveness. For performance evaluation, we conduct
experimental comparisons against Tusk [6], GradedDAG [15], Mysticeti [17], and speeding MVBA (sMVBA) [25]. Tusk and GradedDAG
are representative asynchronous DAG protocols, Mysticeti is a partially synchronous DAG protocol with an optimistic-case performance
similar to that of Tuna, while SMVBA represents one of the most efficient asynchronous non-DAG protocols. Our experimental results
show that, when there are no faulty nodes, both Tuna and Mysticeti significantly outperform Tusk, GradedDAG, and sMVBA. In the
presence of a Byzantine attack, Mysticeti becomes inactive and fails to commit any blocks, while the other four protocols continue to
commit blocks. Under this attack, although Tuna’s block broadcast latency is lower, the need to fall back on the MVBA protocol introduces
additional delays, resulting in an overall latency comparable to that of GradedDAG. Despite this, Tuna’s throughput remains substantially

higher than those of Tusk, GradedDAG, and sMVBA.

2. Background and preliminaries

2.1. Model and assumptions

We consider a system with n nodes and f Byzantine nodes. This system is configured to meet the optimal resilience by adhering to the
condition 7 = 3f + 1. The set of # nodes is identified by the unique identifiers P1, P2, ..., Pn. We assume that the system functions within
an asynchronous network framework, in which an adversary retains the capability to manipulate message transmission by imposing variable

delays and altering delivery order, provided that all messages ultimately reach their intended recipients.

2.2. BFT consensus and DAG-based BFT

2.2.1. BFT consensus

BFT consensus protocols are a common approach for implementing SMR in distributed systems [26]. For our system model, we
presume that each node stores a local, append-only vector, denoted as V. Without loss of generality, we assume that each elementin V is
a block that contains a package of transactions. When a block is committed, it is appended to V. A transaction is considered committed
only when it appears within a block that has been committed. It is important to note that our work in this paper, in line with most consensus
protocols, addresses syntactic validity but does not enforce semantic validity. In other words, we only guarantee that all correct nodes
maintain consistent blocks and the transaction data they contain. Some of these transactions may be discarded during execution if they

violate application-level rules.
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a predefined time, the client then transmits it to all nodes. Each node buffers the received transactions locally and selects them for inclusion

in a new block based on their arrival time order.
A properly functioning BFT protocol must fulfill the safety and liveness properties:

* Safety: For nodes p; and pj where 1<ij<n if Vix]# L and V;[x] # L where x denotes an integer and x = 1, then it

must be that V;[x] = V;[x].

* Liveness: If every correct node holds a transaction in its buffer, it will eventually be committed by all nodes.

2.2.2. DAG-based BFT

To enhance throughput, some protocols have incorporated the DAG structure into their BFT design, giving rise to a category of
protocols known as DAG-based BFT [4,6,27]. These protocols typically operate in rounds, with each node creating and broadcasting a
block in every round. Based on their network assumptions, DAG-based protocols are categorized into two types: partially synchronous and

asynchronous.

Partially synchronous DAG-based protocols assume that the network will eventually become synchronous after some unknown point
in time, and they rely on this assumption to ensure liveness [7,17,28,29]. However, Miller et al. [12] pointed out that these protocols remain

susceptible to network attacks, which may compromise liveness even when the partially synchronous network assumption is met.

Consequently, a significant number of works have shifted their focus to asynchronous protocols [4—6]. Traditional asynchronous DAG-
based protocols rely on a randomly selected leader block to commit blocks. When a leader block meets specific conditions, it—along with
its uncommitted ancestors—can be committed. However, existing asynchronous DAG-based protocols often suffer from high average
latency. For instance, in a cutting-edge protocol such as GradedDAG [15], while the best-case latency for a leader block can be as low as
four rounds of communication, the average block latency is as high as 7.5 rounds. This is significantly higher than that in non-DAG BFT

protocols, such as PBFT [9], which achieves a best-case latency of merely three rounds.

Some works have attempted to reduce latency to three rounds by strengthening their assumptions. For instance, Zhou et al. [16]
bolstered the resilience assumptionto 7 =5f + 1, and Babel et al. [17] strengthened the network assumption to partial synchrony. However,
both of these approaches have limited applicability due to their reliance on these stricter assumptions. This analysis leads to the following

question: Could an asynchronous DAG-based BFT protocol achieve a best-case latency of three rounds without compromising resilience?
2.2.3. Other related works

Non-DAG BFT protocols can also be classified as synchronous, partially synchronous, or asynchronous. Synchronous non-DAG
protocols operate under the assumption that every message is delivered within a predetermined time interval [8,9,30,31]. While this
assumption significantly simplifies protocol design and allows the consensus to tolerate more faults (1 = 2f + 1), it cannot be guaranteed
in real-world scenarios, where it can pose security risks. Partially synchronous non-DAG protocols operate under a weaker network
assumption, thus ensuring safety under all conditions [11,32—34]. They can typically offer high performance. To increase the fault-tolerance
capabilities or further improve the performance of partially synchronous protocols, several studies have incorporated trusted hardware [35—
37]. However, similar to their DAG counterparts, partially synchronous non-DAG protocols are prone to network attacks that can lead to
liveness failures. Asynchronous non-DAG protocols make no assumptions about message delivery times, providing stronger robustness
[12-14,38]. To improve the performance of asynchronous protocols, some designs introduce optimistic paths [39-42]. The design

philosophies behind these approaches are orthogonal to ours, and we consider integrating them in future work.



2.3. Asynchronous binary agreement

ABA is among the most straightforward consensus protocols designed for asynchronous networks. This protocol accepts a binary input
from each node and eventually yields a single, consistent binary output for all participants. An ABA protocol is defined by the following

three properties:

* Validity: If all correct nodes input the same value b, then all correct nodes eventually output b.
 Agreement: If correct nodes p; and P; output binary values b; and bj, then b; = b;.
* Termination: If all the correct nodes have provided an input, then each correct node will eventually produce an output.

Various constructions for ABA have been proposed [19-21]. We utilize ABA as a black box, ensuring that any efficient ABA protocol
can be seamlessly integrated into our protocol.

2.4. Multi-valued validated Byzantine agreement

An alternative form of an asynchronous BFT protocol is the MVBA, which takes arbitrary values as inputs and eventually outputs a
single consistent value. To ensure that the output value is meaningful, the MVBA defines an external validity predicate, denoted by Q.

Each correct node’s input value v must satisfy Q(v) = true.
A correct MVBA protocol is defined by the external validity, agreement, and termination properties:
* External validity: If the MVBA protocol outputs a value v, then Q(v) = true.
* Agreement: If two correct nodes output arbitrary values V1 and V2, then V1 = V3.
* Termination: If all the correct nodes have provided an input, then each correct node will eventually produce an output.

Various MVBA protocols have been proposed in recent decades [22—25] and are used as a black box in our design.
3. Tuna design

We present Tuna, an asynchronous DAG-based protocol, which provides a positive answer to the question posed in Section 2.2.2, by

achieving a best-case latency of three rounds under the condition of n=3f + 1,
3.1. Overview

As depicted in Fig. 1, the Tuna protocol operates in rounds, with each round assigned a number starting from 1. We define a slot as
the tuple (i, 7), with i corresponding to p; and 7 specifying the round number. In every round, each node disseminates a block via the
BEB protocol. This protocol is a basic broadcasting method in which the sender transmits the block to all nodes, and every node delivers it
immediately upon receipt. Since the BEB protocol cannot guarantee block consistency, a malicious node can broadcast multiple different
blocks within the same round. Consequently, a single slot may contain more than one block. We define a block broadcast in tuple (i, 7') as
B(iry. Except for blocks in the first round, each block is required to contain the hashes of a minimum of 7 — f* blocks from the previous
round. Ifablock B includes the hash of another block C, we say that B references C. Additionally, if B references C,and C references

D, then B implicitly references D. A block’s ancestors are defined as the set of all blocks that it references.



1 | Peiissinaazc iz B Curnnusy e

-:E Indirect decision % Skipped MVBA

P

Ps

Py

Round

Fig. 1. Schematic diagram of Tuna. B-;,- represents the block broadcast in tuple (i, r)-

For each round, a predetermined, ordered sequence of k leader slots is selected. In Fig. 1, for example, k =2, and the ordered
sequence of slots (1,7), B3y are designated as the leaders for round 7. Within each round, each leader slot is sequentially evaluated to
determine whether it should be committed or skipped. For a block L in a leader slot of round 7, if a block B inround 7+ 2 references
it via at least n — f blocks from round 7 + 1, then B is an endorser of L. For instance, in Fig. 1, B(1,3) serves as an endorser of B(1,1).
If there are m — f or more endorser blocks for L inround 7 + 2, L can be committed directly, as shown with block B(1,1). Conversely, a
leader slot of round 7 is directly skipped if 7 — f blocks in round 7+ 1 do not reference it. This is exemplified by the slot (3,2) in Fig.
1. In all other cases, the decision to commit or skip a slot cannot be made directly and is resolved via an ABA instance. The input to the
ABA depends on whether the block in the slot is endorsed. If the ABA outputs 1, the corresponding block is committed indirectly, as seen

with B(1,3y in Fig. 1. Conversely, if the ABA outputs 0, the slot is indirectly skipped, as is the case for slot {(3,3).

Since Tuna operates in an asynchronous network, an adversary might block messages, preventing any block from being committed in
a given round. In such a scenario, Tuna relies on an MVBA instance to indirectly commit blocks, ensuring liveness. For brevity, a block
that can be committed through the endorsement rules, ABA instances, or MVBA instances is termed a leader block. Furthermore, when a

block is committed, it also triggers the commitment of its ancestor blocks.
3.2. Direct decisions to commit/skip slots

Direct decisions refer to the ability to commit or skip a leader block without running an ABA or MVBA instance.
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Fig. 2. Examples of (a) endorsement, (b) direct commitment, and (c) direct skipping. Dy,...,D,: represents 7 blocks in round 7.

A direct commitment relies on the endorsement relationship between blocks. A block D inround 7 is said to endorse a leader block
B inround ¥ —2 if D can indirectly reference B through n — f distinct blocks from round 7 — 1. Fig. 2(a) illustrates this relationship,
where block D indirectly references B through blocks C1, C2, ---, Cp. Therefore, D endorses B.If n— f or more blocks in round 7
endorse block B, as shown in Fig. 2(b), then block B can be directly committed. The pseudocode for a direct commitment is provided in

Algorithm 1, lines 4 and 5.

Algorithm 1. Pseudocode of Tuna for a node P;.

1. r<1; generate and broadcast a block of round 7

2. onreceiving n— f blocks of round 7:

3. For each undecided leader slot L ofround ¥ —2 (7= 3) do

4. If B in L isendorsed by 7 — f blocksinround T then

5. decide to commit B

6. If L cannot be decided then

7. Ifablock B in L is endorsed then invoke ABA with 1 else with 0
8. on receiving b from ABA;



9. If b=1 then decide to commit B else decide to skip L

10. If all leader slots of round 7 — 2 (7 = 3) are skipped then
11. invoke MVBA taking all blocks in 7 — 2 as the input
12. on receiving vV from MVBA:

13. decide to commit all blocks contained in v

14. For each leader slot L ofround 7 —1 (" =2)do

15. If n— f blocks in round 7 do not reference L then
16. decide to skip L

17. If not each leader slot of round " contains blocks then
18. initiate the timer

19. wait until all leader slots contain blocks or the timer expires
20. Generate and broadcast a block of round 7+ 1

Conversely, a leader slot from round 7 — 1 can be directly skipped based on blocks from round 7. Specifically, as depicted in Fig.
2(c), if n—f or more blocks in round 7 do not reference the leader slot L, it can be directly skipped. The corresponding pseudocode is

shown in Algorithm 1, lines 14-16.

Upon making a direct decision for a leader slot, a correct node will further assist other nodes in reaching a decision, referred to as the
decision-assistance mechanism. Suppose a correct node, denoted as Pc, has made a direct decision. If Pc receives an ABA message for
the same slot from another node, pj, it transmits the blocks associated with its decision to Pj. Specifically, if the decision is a direct commit,
Pc sends all blocks that collectively constitute the 7 — f endorsement relationships. If the decision is a direct skip, Pc transmits all blocks

from the next round without referencing the slot.

To increase the probability of a direct commitment, a mechanism is introduced to receive more blocks in the leader slots. After a node

has received 1 — f blocks from round 7, it checks all leader slots in that round. If any leader slot has not yet received a block, a timer is
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timer expires or blocks have been received for all leader slots. This logic is outlined in Algorithm 1, lines 17-20.
3.3. Indirect decisions to commit/skip slots

When a leader slot cannot be decided directly, either due to network instability or because the node associated with the leader slot
crashes unexpectedly, it must be decided using an ABA instance. The input to the ABA depends on whether a leader block in that slot has
been endorsed by at least one other block. As shown in Algorithm 1, lines 6 and 7, if a leader block receives an endorsement from one or
more blocks, the input to the ABA is 1; otherwise, the input is 0. If the ABA outputs 1, the corresponding block is committed; otherwise,
the slot is skipped, as seen in Algorithm 1, lines 8 and 9. It is worth noting that ABA instances associated with different leader slots can be

executed in parallel, which effectively mitigates the performance degradation caused by ABA execution.

A situation may arise where a node p; outputs 1 from the ABA but has not received the endorsed block B or is unable to identify
which block was endorsed. In this case, P:; will broadcast a block query message to other nodes. Based on the validity property of the
ABA, at least one correct node must have input 1 into the ABA. Let us assume this node is Pj, and that p; stores a block D that is an
endorser of B. Upon receiving P;’s query, P;j will transmit block D, block B, and all blocks that constitute their endorsement relationship

to p;. For the sake of brevity, this mechanism is omitted from Algorithm 1.

If no blocks from a given round can be committed, an MVBA instance is invoked for that round. Each node uses all the blocks it has
received from that round as input to the MVBA. @ is set to a function that validates the legitimacy of these blocks, such as verifying
whether a specific node generated a block and if its signature is correct. All blocks outputted by the MVBA are then promoted to committable
leader blocks. In other words, even if the original leader slots from that round were decided as skipped by the direct skip rule or the ABA
instances, their blocks might be re-decided as committed after the MVBA instance. Additionally, some blocks that were not originally in
the leader slots may be promoted to leader blocks after the MVBA instance is executed. This part of the pseudocode is shown in Algorithm
1, lines 10-13.

3.4. Block sorting rules

Committing a leader block triggers the commitment of all its uncommitted ancestors. These blocks are then sorted and appended to
the underlying append-only vector. This section details the block ordering protocol, with an example provided in Fig. 3 and pseudocode

presented in Algorithm 2.

B, > B, 4>
B<2.1> B<2‘d>
B<3,1 > B
B

'
B> || Bt || Bt || Betzs || Bests || Bz B.is | Bus || Bosw || Bass

Fig. 3. An example demonstrating the sorting rules. B(;y represents another block in tuple (i,r) that is distinct from By r.



Algorithm 2. Block sorting triggered by committing a leader block L.

1. Let Vp denote the append-only vector before committing L

2. S« all ancestor blocks of L

3. UeS—=Vp// U denotes all blocks without being included in Vp

4. U« sortblocks in U first by round, then by node identifier, finally by hashes

5. Ve append U to Vp

S denotes a set containing all blocks of L; U represents all ancestor blocks of L that are not included in V.

All blocks are ordered based on their respective leader blocks. The leader blocks are processed sequentially according to a two-tiered
hierarchy: first by round, and then by the predetermined slot order within the same round. As shown in Fig. 3, the leader blocks from the

first three rounds are processed in the following sequence: B(1,1y, B(3,1), B(1,2), B3,2), B(1,3), and B(33).

When a leader block is processed, its set of uncommitted ancestor blocks is collected, as shown by Algorithm 2, lines 2 and 3. The
blocks within this set are then sorted, first by round, and then by node identifier (lines 4 and 5 in Algorithm 2). For example, in Fig. 3, the
uncommitted ancestors of B(13)y include B(1,3y, B(2,2), B(a1), and Ba,2). The sorted sequence of these four blocks is Ba,1), B(22),
B(4,2y, and B(1,3y. Furthermore, even if a block has been decided to be skipped by the direct skip rule, it can still be ordered as an ancestor

block of a subsequent-round leader block, as exemplified by B(32) and B(33) in Fig. 3.

Given that a single slot may contain multiple different blocks, correct nodes in a subsequent round may reference these inconsistent
blocks. In Fig.3, B(s,3y and B{a 3, denotes two inconsistent blocks broadcast in slot {(4,3). The Tuna protocol is designed to permit the
ordering of all of these inconsistent blocks. As illustrated in Fig. 3, for instance, blocks B(43) and Bi43) are referenced by B(1,4y and
B2,4y, respectively. During the ordering process, both B3, and B4, are eligible for commitment and appending to the underlying

vector.
3.4.1. Performance analysis

In the best case, blocks proposed by leaders can be committed after three rounds of communication. Blocks from non-leaders, however,
rely on the next leader’s block for commitment, requiring four rounds. Consequently, the average latency is (3k +4(n—k))/n=4—k/n
rounds. When k =7, where all nodes are leaders, the average latency decreases to three rounds, matching the latency of a partially

synchronous non-DAG-based BFT consensus (e.g., PBFT).

In the worst-case event, all leaders’ blocks from round 7 are first skipped after a A timeout. Following this, ABA instances are
executed based on the blocks of round 7+ 2, and a subsequent MVBA instance is run. The output of the MVBA then enables the

commitment of the blocks from the current round. Given that the worst-case latency for ABA is nine rounds and for MVBA is 10.5 rounds,

10
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delay.

4. Correctness analysis

4.1. Safety analysis

As described in Section 3.3, there are two ways for a leader block to be committed: One is via the endorsement rule or the ABA output,
and the other is through the MVBA output, which can re-decide some previously skipped leader blocks as committable. In either case, we
uniformly refer to such blocks as committable leader blocks. These committable leader blocks collectively form an ordered sequence,
denoted as C, which is append-only. It should be noted that, although a leader slot’s decision may be overturned—for instance, being
initially skipped and later committed via the MVBA output—Tuna’s safety relies solely on the state of € and V. Importantly, only
committable blocks can be written to € and V. Furthermore, once a block is written to € or V| its status is irrevocable: Neither € nor
V' can be rolled back. This property stems from the fact that both sequences are strictly append-only. That is, for any index k in C
(respectively V), once a block is written to position C[k] (or V[k]), that entry is never deleted or altered.

Lemma 1. Each correct node will make a decision at each leader slot.

Proof. Due to the total ordering of all leader slots, each leader slot can be assigned a unique, monotonically increasing sequence

number, denoted as S, starting from 1. The proof proceeds by mathematical induction.

Base case: S =1 If a correct node can decide on this leader slot via the direct decision rule, then, by the decision-assistance
mechanism, all correct nodes must also be able to decide on this slot. Otherwise, all correct nodes will run ABA. The ABA’s termination
property guarantees that all correct nodes will eventually output, thereby deciding on the slot. Furthermore, running an MVBA will only

change the decision result for the leader slot; the slot will still be decided.

Inductive step. Assume Lemma 1 holds for S =S where So denotes an integer and So = 1; we now consider the case for § = So
+1. Since Lemma 1 holds for S = S, all correct nodes will process the leader slot with sequence number So +1. The subsequent discussion

is identical to the S =1 case, implying that the leader slot at So +1 can also be decided.
Therefore, by mathematical induction, Lemma 1 is proven.
Lemma 2. If a block in a leader slot is committed via the endorsement rule, that leader slot will not be directly skipped.

Proof. We prove this lemma by contradiction. Suppose block B in the leader slot of round 7 is committed via the endorsement rule.
Then B must be referenced by at least n — f blocks inround 7 + 1. Now assume, for contradiction, that the same leader slot is directly
skipped. This would imply that at least 7 — f blocks in round 7 + 1 do not reference any block from that leader slot. By the quorum-
intersection argument, there must exist at least one correct node whose block both references and does not reference a block from that leader

slot—a contradiction.
Lemma 3. At most one block can be endorsed per leader slot.

Proof. We prove this lemma by contradiction as well. Suppose two distinct blocks, B and C, are endorsed in the same leader slot of
round 7. This implies that both B and C are referenced by at least . — f blocks in round 7 + 1. Given that n=3f + 1, a quorum-
intersection argument ensures that at least one correct node must have referenced both B and C in its block—a contradiction. Therefore,

at most one block can be endorsed per leader slot.
Lemma 4. If a correct node commits a leader block in a slot, then each correct node will commit the identical block in that slot.

Proof. Assume a correct node P commits a leader block B in a slot. We consider another node pPj. According to Lemma 1, p;
must make a decision for this slot. Since a leader block can only be committed via the endorsement rule, an ABA instance, or an MVBA

instance, we analyze the following cases:
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commit the block through the endorsement rule, then P; must also commit an endorsed block (denoted as C) in that leader slot. According
to Lemma 3, B and C must be identical, implying that »; commits B as well. Otherwise, P; must invoke an instance of ABA. Since
Pc commits B via the endorsement rule, it must have observed at least n — f( = 2f + 1) blocks endorsing B. Given that each correct
node receives at least T — f blocks, every correct node is guaranteed to observe at least one endorsement block. Consequently, all correct
nodes will input 1 to the ABA instance, and the ABA’s validity property promises an output of 1. Given that p; will only commit the

endorsed block for that slot, the committed block must be identical to B.

Case 2. pc commits B via ABA. By the validity property of ABA, at least one correct node inputs a value of 1, which implies that
block B was endorsed by at least one other block. Consequently, Pj cannot possess . — f* blocks that do not reference the slot and thus
cannot skip the slot via the direct skip rule. If p; commits a block via the direct commit rule, then, according to Lemma 1, the two blocks
must be identical. Otherwise, Pj will also run an instance of ABA. By the agreement property of ABA, p; will also output 1 from the
ABA. Ifnode P; does not receive B, it can request the block from other nodes using the block query mechanism described in Section 3.3.
Due to the validity property of ABA, at least one correct node must have input 1, guaranteeing that p; will obtain an endorsed block. By

Lemma 3, this block must be equal to B, leading p; to eventually commit B.

Case 3. Pc commits B via MVBA. In this case, Pc initially skips all leader slots in this round, either through the direct-skip rule or
through an instance of ABA. Consequently, p; is unable to directly commit any leader block. Due to the ABA’s agreement property, Pj
will likewise output 0 from every ABA instance and thus skip each leader slot. As a result, p; will also execute an instance of MVBA.
According to the agreement property of the MVBA, P and p; will commit the identical block set. Consequently, p; will also commit

block B for the same slot.
In conclusion, Lemma 4 is established.

Lemma 5. Without considering the re-decision from the MVBA, if a correct node skips a leader slot, then each correct node will skip

the same leader slot.

Proof. To prove this lemma, we proceed by contradiction. Suppose a correct node Pc, skips a given leader slot. By Lemma 1, any
other correct node Pj, must also reach a decision for this slot. Assume that p; commits a block in this slot. Then, by Lemma 4, pc must
have also committed a block in the same slot. This contradicts our initial assumption that pc skipped the slot. Hence, pj must have also

skipped the slot.

Theorem 6 (safety). For nodes p; and p; where 1 <ij<mn if Vi[x] # L and V;[x] # L where X =1, then it must be that V;
[x] = V;[x].

Proof. As described in Section 3.4, all committed leader blocks collectively form €. By Lemmas 4 and 5, for any nodes P; and pj,
ifboth C;[y] and C;[y] are non-empty where ¥ denotes an integerand ¥ =1 (ie., Ci[y] # 1 and C;[y] # L), then they must be
identical—that is, Ci[y] = C;[y].

Since all blocks are committed through leader blocks, suppose Vi[x] and V;[x] are committed based on Ci[y1] and C;[y2] where
¥1 and Y2 denote two integers, and ¥1 =1 and Y2 = 1, respectively. Without loss of generality, we can assume Y1 < ¥2. Forany ¥y <
¥1, Ci[y] and C;[y] are necessarily identical. Consequently, all blocks committed based on these two leader blocks must also be identical.
Assume P; and P; have each committed h (h represents an integer and h = 0) blocks based on leader blocks up to C;[y] and Cj[y],
where ¥ <¥1. Then, pi commits blocks V;[h+ 1:x] based on Ci[y1]. Since Cj[y;] = Ci[y1], p; also commits blocks V;[h + 1:x]
based on C;[y1]. Therefore, both p; and P; commit their respective blocks, V;[x] and V;[x], based on the same leader block, C;[¥1].
This implies that V;[x] = V,[x].
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Theorem 7 (liveness). If every correct node holds a transaction in its buffer, it will eventually be committed by all nodes.

Proof. Suppose a transaction is cached by all correct nodes. Subsequently, all correct nodes will include this transaction in their newly

proposed blocks. Let this set of blocks be denoted as SL.

If a subsequent block B is committed via the endorsement rule or an instance of ABA, then, because B references 7 — f blocks
from the preceding round, it must necessarily reference at least one block from the set Si.. Consequently, the transaction is guaranteed to

be committed by all nodes.

Alternatively, if all blocks are skipped via the skip rule or ABA, all nodes will then execute an instance of MVBA. The MVBA will

output and commit a minimum collection of 7 — f blocks. These committed blocks must also reference at least one block from Si, thereby

committing the transaction.

In summary, the liveness of Tuna is guaranteed.

5. Experimental evaluation

5.1. Implementation and settings

To evaluate the performance of the Tuna protocol, we implement a prototype system and compare it against four prominent BFT
protocols: Tusk, GradedDAG, Mysticeti, and sSMVBA [25]. Tusk and GradedDAG represent typical asynchronous DAG-based protocols,
while Mysticeti is a partially synchronous DAG-based protocol. sMVBA is one of the most efficient non-DAG asynchronous BFT protocols.
For our comparative analysis, we utilize the open-source implementations of Tusk, GradedDAG, and sMVBA, which are written in Golang.
To ensure a fair comparison, the Tuna protocol is implemented within the same code framework as GradedDAG, whose code has been
open-sourced!. Although an open-source implementation of Mysticeti exists in Rust, we also implement Mysticeti in Golang using the same
code framework. This approach minimizes implementation-specific variables and ensures consistency across all protocols, thereby

strengthening the validity of our experimental results.

We utilize Alibaba Cloud for all experiments, deploying each node on an ECS.g6e.xlarge instance. Each instance is configured with
four virtual central processing units (vVCPUs) and 16 GB of random access memory (RAM) and is run using the Ubuntu 22.04 operating
system. Nodes are deployed across four geographically distributed regions—Seoul (Republic of Korea), Silicon Valley (United States),
London (United Kingdom), and Frankfurt (Germany)—to emulate the decentralized nature of a real-world blockchain network. We focus
on two key performance metrics: end-to-end latency and throughput. End-to-end latency is defined as the time elapsed from a transaction’s
submission until its final commitment, while throughput is defined as the average number of transactions committed per second. To mitigate
the influence of experimental error, each set of experiments is run three times. The results presented in our figures either use error bars to
show the variance or display the average of the three runs. The value of k is determined through an initial series of experiments evaluating

different parameter settings, as detailed in Section 5.2. Based on the empirical results, k was set to 2 for all subsequent evaluations.

5.2. Determining the value of the parameter k

We evaluate system performance at two scales: 10-node (n = 10) and 16-node (n = 16) configurations, with all nodes operating under
non-faulty conditions. For each configuration, we test k values of 1, 2, and 1/2. As shown in Fig. 4, setting k =2 consistently achieves
the lowest and most stable latency across both system scales. This improvement occurs because increasing k from 1 to 2 enables multiple

leaders to commit blocks concurrently, increasing commit opportunities and reducing latency. However, further increasing k to n/2

1 https://github.com/CGCL-codes/Tuna
13



i o y 3 ! : : S
timeouts and increasing latency. As a result, we set k =2 for both Tuna and Mysticeti in all subsequent experiments, which also follows

the established practice in the Mysticeti paper.
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Fig. 4. Performance comparison of Tuna with different values of k: (a) n =10 and (b) n = 16.

In addition, we evaluate the proportion of ABA instances triggered under fault-free conditions, with nodes deployed in a geographically
distributed manner. Specifically, we consider a 10-node setting under different values of k (1, 2, and 5). The experimental results show that,
when k = 1, the proportion of triggered ABA instances ranges from 12.0% to 20.1%; when k = 2, the range increases to 16.7%-28.6%; and

when k =5, it further rises to 35.6%—46.2%. These results indicate that the frequency of ABA triggering remains relatively low when k is

small, which motivates our choice of a small k value (i.e., k = 2) in practice.

5.3. Performance without faults

In this section, we analyze the performance of the protocols under two system scales: 10 nodes and 16 nodes. The number of faulty
nodes is set to zero. As shown in the experimental results in Fig. 5, both Mysticeti and Tuna demonstrate substantially superior performance
in comparison with the other two protocols. For instance, at a 10-node scale, Tuna achieves a peak throughput that surpasses that of Tusk
by a factor of approximately 2.9, that of GradedDAG by a factor of 1.6, and that of SMVBA by a factor of 1.7. In scenarios where the
system is not yet saturated, Tuna’s latency is about 52.7% of GradedDAG’s, 33.8% of sMVBA’s, and a mere 22.7% of Tusk’s. This superior

performance is attributable to Tuna’s design, which requires only three rounds of communication to commit blocks, whereas GradedDAG

requires at least four rounds, Tusk requires seven rounds, and SMVBA requires six rounds.
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Fig. 5. Latency versus throughput when there are no faults: (a) n = 10; and (b) n = 16,
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Additionally, we evaluate the effectiveness of the decision-assistance mechanism introduced in Section 3.2 by measuring the
proportion of ABA instances that can terminate early with the help of decision assistance. The experimental results show that, under
configurations with 10 and 16 nodes, 22.1% and 24.0% of ABA instances, respectively, are able to terminate early through decision

assistance, demonstrating the effectiveness of this mechanism.

The block commitment rules for Mysticeti and Tuna are quite similar, which explains their comparable performance when there are
no faulty nodes. However, it is important to note that Tuna operates in an asynchronous network, while Mysticeti is restricted to a partially

synchronous network.

5.4. Performance with Byzantine faults

In this section, we analyze the performance of the protocols with Byzantine nodes. We set the number of actual Byzantine nodes, ts,
to f. Specifically, we set tg =3 for a 10-node system and tg =5 for a 16-node system. The Byzantine nodes, coordinated by a single
adversary, aim to hinder block commitment within the system. Using a 10-node system as an example, we designate nodes P1—P7 as

correct and nodes Ps—P10 as Byzantine.

In this attack, the three Byzantine nodes each send ten different blocks to different nodes in round 7. This strategy forces the correct
nodes in round 7+ 1 to reference a diverse set of blocks. Specifically, a correct node p. in round 7+ 1 creates a block Bxr+1)y that
references blocks By, Bi+1,r), Bi+2,), and Bi+3,, as well as blocks from all three Byzantine nodes. Note that, if kK +3 > 7, the

index is wrapped around to kK +3 —7.

Under this attack, each of the seven correct blocks from round 7 is referenced by at most six subsequent blocks, and each of the
Byzantine blocks is referenced by only one subsequent block. As a result, all blocks from round 7 are effectively skipped. In this scenario,
Mysticeti fails to commit any blocks and thus becomes inactive. Tuna, on the other hand, can only commit blocks by falling back on its
MVBA protocol. In contrast, this attack is ineffective against both Tusk and GradedDAG because they rely on (graded) reliable broadcast

((G)RBC) or consistent broadcast (CBC) for block dissemination, making them more resilient to such adversarial behavior.

The experimental results under this attack are presented in Fig. 6, which omits data for Mysticeti due to its inactivity. The figure shows
that Tuna still delivers a higher throughput than all of Tusk, GradedDAG, and sMVBA. This is because each node in Tuna can broadcast a
block in every round, whereas Tusk, GradedDAG, and sMVBA require three, two, and six communication rounds, respectively, to broadcast

a block.
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Fig. 6. Latency versus throughput when there are Byzantine faults: (a) n =10, tg =3; and (b) n=16,tg =5.
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Regarding latency, we observe that Tuna and GradedDAG exhibit comparable performance, especially at the 10-node scale. While
Tuna requires fewer communication rounds to broadcast a block, the necessity to fall back on the MVBA protocol to commit blocks after
they have been skipped introduces additional latency. Overall, this results in an end-to-end latency that is similar to GradedDAG’s. We note
that the latency of Tuna under Byzantine attacks, as shown in Fig. 6, is better than the theoretical lower bound analyzed in Section 3.4.1.
This discrepancy arises because the analysis in Section 3.4.1 assumes a worst-case adversarial model where the adversary optimally exploits
its capabilities to maximize latency. Such an attack is rarely observed in practice and is challenging to reproduce experimentally.

Consequently, the evaluation in this chapter adopts a more practical and simpler attack model.

We measure the resource utilization of nodes before and after Byzantine attacks to evaluate the operational overhead of the MVBA
protocol. The experimental results are presented in Fig. 7. As shown in Fig. 7(a), the execution of the MVBA protocol incurs negligible
computational overhead, with nodes exhibiting sufficient computational capacity under most conditions. Fig. 7(b) compares the bandwidth
consumption at both the mempool and consensus layers before and after Byzantine attacks. The results indicate that the mempool layer
accounts for the majority of bandwidth usage in the Tuna system, which is consistent with its role in transaction broadcasting. Notably, the
bandwidth consumption of the mempool layer remains unaffected by the execution of MVBA instances. Although the consensus layer

experiences increased bandwidth usage after MVBA instances are initiated, it remains negligible compared with that of the mempool layer.
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Fig. 7. Comparison of resource consumption before and after Byzantine attacks: (a) central processing unit (CPU) and (b) bandwidth.

w/o: without; w/: with.
5.5. Performance with crash faults

We evaluate Tuna’s performance in the presence of crash faults, considering both 10-node and 16-node configurations. For a system
tolerating up to f Byzantine nodes, we set the number of crash nodes t¢ = [f/2]. Specifically, tc = 2 for the 10-node configuration and

tc =3 for the 16-node configuration. The experimental results are shown in Fig. 8.

16



[¢

W lUSK “w 1usn rura

6 .
5| GradedDAG 7+ GradedDAG —§- sMVBA
- Mysticeti 5| -- Mysticeti
@4 Tuna =
g 4 sMVBA g
8 3r . o
s , = .
2F ! ‘.|
1F .»__..'. [
[ EESY | SRARER -y p---0=-N
O 1 | 1 1 1
40 60 80 25 50 75 100 125
Throughput (x10° transactions per second) Throughput (x10° transactions per second)

(a) (b)

Fig. 8. Latency versus throughput when there are crash faults: (a) 7= 10,tc = 2; and (b) n = 16,tc = 3.

Compared with other protocols, Tuna and Mysticeti achieve the lowest latency and highest throughput under both node scales. This is

because, in both protocols, blocks proposed by non-crash leaders can be committed quickly via the direct decision rule, while blocks from

crashed leaders can be promptly skipped using the same rule, thereby improving the overall performance.

5.6. Latency stability

We investigate the latency distribution of the protocols, considering two scenarios within a 16-node system: one with no faulty nodes

and another with five crash failures. It is important to note that Mysticeti remains live even with these five crash failures. As the experimental

results in Fig. 9 clearly show, both Mysticeti and Tuna provide the lowest and most stable latency under both conditions. This result arises

from their ability to broadcast blocks in a single communication round, which not only boosts overall system performance but also reduces

the variance in block commitment latency, leading to more predictable performance for applications.
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Fig. 9. Latency distribution: (a) no faults and (b) five crash faults.

Furthermore, a comparison of Fig. 9(a) (no faults) and Fig. 9(b) (five crash faults) reveals that the latency of both Mysticeti and Tuna

does not increase significantly in the presence of crashed nodes. This is because, with five nodes crashed, block references between the

remaining nodes become more concentrated, which significantly increases the success rate of block commitments.
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Finally, we evaluate the scalability of the protocols. We consider only the case with no faulty nodes. For each system size, we record
the latency and throughput at the saturation point; the results are presented in Fig. 10. Consistent with our findings in Sections 5.3 and 5.6,
Tuna and Mysticeti demonstrate similar performance and significantly outperform the other two protocols. Specifically, in a 52-node system,
Tuna’s latency is only 23.0% of Tusk’s, 35.7% of GradedDAG’s, and 28.1% of sMVBA’s, while its throughput is 3.1 times that of Tusk,
1.7 times that of GradedDAG, and 3.0 times that of SMVBA.
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Fig. 10. Scalability evaluation: (a) latency variance and (b) throughput variance.

Fig. 10(b) shows that, when the node count grows from 4 to 28, the throughput of every protocol also increases. This is because a
larger number of nodes allows for more blocks to be broadcast in each round, thereby increasing the overall throughput. However, when
the node count rises from 28 to 52, the throughputs of Tusk and GradedDAG begin to decline, while those of Tuna and Mysticeti continue
to scale. This is due to the higher communication complexity of Tusk and GradedDAG, which is denoted as 0(n3). This high complexity
leads to network congestion as the node count grows, hindering the consensus process. In contrast, Tuna and Mysticeti have a

communication complexity of only 0(n?), so their network congestion is less severe even at a 52-node scale.

6. Discussion and conclusions

In this paper, we presented Tuna, a novel asynchronous DAG-based BFT protocol that tackles the high-latency issues of existing
solutions. By utilizing the direct-commit rule, Tuna achieves a best-case latency of just three rounds under optimistic conditions, matching
the performance of the most efficient non-DAG BFT protocols. We formally prove Tuna’s correctness through theoretical analysis and
demonstrate its superior performance through extensive experimental evaluation. Our future work will focus on optimizing the latency
introduced by the MVBA protocol and reducing the frequency of invoking ABA instances. For example, MVBA instances can be pre-
executed at each height, allowing the DAG-based block consensus and the MVBA-driven block consensus to proceed in parallel. An ABA
instance is subsequently used to decide whether to commit blocks from the DAG structure or those produced by the MVBA protocol. Under
Byzantine attacks, this design reduces latency by proactively initiating MVBA instances ahead of time. Moreover, adaptive adjustment of
the parameter k in response to real-time node status and network conditions could potentially yield further performance improvements in

Tuna.
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