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EXTENSION

LIU Xiaoli

Approaches to the Inferdisciplinary Integration
of Philosophy and Cognitive Science

Abstract Within the context of broadly construed embodied cognitive theory, an
examination of several focal issues across the three most representative and currently
active approaches in cognitive science—cognitive psychology, neuroscience, and artificial
intelligence—can reveal the theoretical dilemmas these approaches confront and their
potential resolutions. For the representation problem in cognitive psychology, beyond
propositional representation, body-based perceptual representations can be acknowledged as
primary representations, offering a causal account of cognition and action at the foundational
level; for neuroscience, the viable approach to solving the hard problem of consciousness
is a synthetic study combining first-person and third-person perspectives; and for artificial
intelligence, advocating a method that integrates top-down and bottom-up methods to
construct a cognitive architecture of mind suggests that reliable moral agent—both upholding
human values and considering machine interests—should be human-machine integrated
extended cognitive systems. These examinations reveal that, under certain conditions,
philosophy and cutting-edge cognitive science not only present a mutual challenge but also
exert a reciprocal effect in advancing both scientific and philosophical development, offering

significant insights for achieving their interdisciplinary integration.

Keywords philosophy; cognitive science; psychology; neuroscience; artificial intelligence

Since the advent of the 21st century, a new paradigm of science and technology, characterized by
the grand convergence of life sciences, cognitive science, computer science, and nanotechnology,
has been shaping our daily lifestyles and the societal operation of science and technology.
It has also increasingly permeated the construction of human moral systems and the
comprehensive governance of global order. The new ideas catalyzed by transformations
in science and technology not only guide a novel understanding of the self, others, and the
world but also continually break through traditional explanatory frameworks concerning the
essence of nature, the meaning of life, human destiny, and even the future of the cosmos.

Among these four convergences, the most interdisciplinary field is cognitive science, which
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investigates the essence of the human mind. It is a multidisciplinary cluster comprising
philosophy, linguistics, psychology, neuroscience, artificial intelligence, and anthropology,
and has yet to form a unified scientific paradigm. This disciplinary cluster, in conjunction
with new technologies, is progressively revealing the multiple mechanisms of human
everyday cognition, scientific cognition, self-cognition, and socio-cultural cognition. Many
significant breakthroughs achieved through empirical research have also posed novel
and unprecedented challenges to traditional metaphysics, epistemology, philosophy of
language, moral ethics, and philosophical methodology.' The transformations brought by
new technologies have not only ushered us into an entirely new society of human-machine
coexistence, replete with immense uncertainties, but have also created crucial opportunities
for philosophers to draw upon and reflect on empirical sciences, thereby expanding the scope
for philosophical development. Accelerating the alliance between philosophers and cognitive
scientists, advancing the disciplinary institutionalization of cognitive science and philosophy,
and exploring practical approaches for their interdisciplinary integration are, without doubt,
academic responsibilities that Chinese scholars must consciously undertake and a new

historical mission endowed by contemporary circumstances and global trends.

1 Three Differentiated Approaches of Cognitive Science and Their Theoretical
Predicaments
We first need to clarify the broad and narrow understandings of cognitive science. As
previously mentioned, cognitive science in its broad sense constitutes a multidisciplinary
cluster that has yet to form a unified paradigm. It employs methods from various disciplines
to comprehensively study different facets of cognition, such as attention, memory, learning,
reasoning, and problem-solving, as well as motivational theories, behavioral theories,
and perception and language processing. Cognitive science in its narrow sense can be
considered a theoretical hypothesis that construes cognition as an information processing
procedure involving the computation of internal mental representations, where computation
encompasses both symbolic and connectionist approaches. This narrow understanding also
served as the research program for first-generation cognitive science. However, in the context
of various challenges since the 1980s, a second-generation cognitive research program rooted
in the concept of embodied cognition (or embodiment) has gradually formed over the past
three decades. This article examines the issues and philosophical debates within different
research approaches of cognitive science, specifically reflecting on the shifts in its research
programs. The following discussion focuses on the three core areas of cognitive science
where research is most active, outcomes most abundant, and philosophers most deeply

involved: psychology, neuroscience, and artificial intelligence. It delineates the inherent

' Liu Xiaoli (2014) demonstrated the challenges cognitive science poses to philosophical ontology, epistemology, moral

philosophy, and methodology.
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dilemmas faced by these sub-disciplines and explore potential interdisciplinary approaches
for problem-solving through collaboration between philosophers and scientists. Herein,
some fundamental questions should be addressed at first, which emerged at the inception of
cognitive science: Does an independent science of cognition exist? What should be the most

basic theoretical assumptions for a robust scientific account of the essence of cognition?

1.1 How Should Cognitive Science, as a Unified Science, Be Founded?

Cognitive science’s initial theoretical ambition was to establish a unified and independent
discipline, distinct from existing branches of natural science. The sole common research
objective across all branches of cognitive science was to explore the mind’s representational
and computational capabilities, as well as the structural and functional representation of the
mind within the brain. This ambition can be traced back over a century to psychologists’
attempts to transcend the introspective psychology tradition and establish psychology as
a scientific discipline. Wilhelm Wundt’s establishment of the world’s first psychology
laboratory in 1879 was undeniably the initial endeavor toward this ideal. In 1892, William
James inaugurated “A Plea for Psychology as a ‘Natural Science,”” proclaiming the
transformation of psychology into the science of mental life, aiming for a natural scientific
study of mental phenomena such as perception, volition, cognition, reasoning, and decision-
making, along with their underlying conditions (Harnish 2010, 21-22). John B. Watson, a
founder of the behaviorist movement in psychology, proposed in 1913 that for psychology
to be incorporated into the realm of purely objective natural science, it must adopt the
observable behavior of humans and animals as its research subject, with the theoretical
goal of scientifically predicting and controlling animal and human behavior. Because this
behaviorist psychology completely excluded the investigation of human internal cognitive
structures and consciousness, in the latter half of the 20th century, it encountered a severe test
from the cognitive revolution spearheaded by Noam Chomsky,’ as well as a series of impacts
from brain research and computational functionalism. Psychology thus faced the formidable
challenge of how to re-establish its foundations to qualify as a new science capable of
superseding behaviorist psychology.

So, does an independent science exist that investigates the inherent nature of human
cognition, and what are its substantive differences from classical physics, neurophysiology,
and behavioral sciences? Or, in other words, what constitutes the core hypothesis of a sound
scientific theory of cognition? Zenon Walter Pylyshyn, a pioneer in cognitive science,
contends that for cognitive science to aspire to become a genuine science like chemistry,
biology, or geology, it should be an autonomous discipline founded on a specific vocabulary

and unifying principles. In his view, “If cognitive science is to be empirically adequate, it

? By examining speech acts, Noam Chomsky (1959) initiated a critique of radical behaviorist psychology, positing for the first
time that humans possess an innate universal grammar structure and can comprehend any natural language by applying

syntactic transformation rules, thereby pioneering the study of human internal cognitive structures.
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cannot take the computer metaphor as a refuge for explaining cognition. For people who have
never believed physics to be merely a metaphor” (Pylyshyn 1984, 56). Therefore, if there
exists a natural domain like “cognition” that can engender a set of unifying principles, there
must be a clustering of things whose shared fundamental characteristic is “acting on the basis
of representation” (Pylyshyn 1984, XI-XII). What cognitive science aims to do is to elucidate
the knowledge an agent acting on the basis of representation possesses, their objectives, and
the characteristics of their actions—that is, to ascertain what mental representation an agent
holds. Only by identifying the correlation between representation and action can a universal
principle explaining cognition be established. Pylyshyn thus asserts, “Computation is what
truly bridges the mental world and scientific theory” (Pylyshyn 1984, 12—13).

However, in comparison to the three-level theory of computation proposed by computational
neuroscientist David Marr, Pylyshyn argued that merely categorizing computation into three
levels—computational theory, algorithm, and hardware implementation—cannot fully elucidate
the intrinsic semantics or intentionality inherent in a cognitive process. A robust theory
explaining cognitive systems must necessarily encompass three indispensable levels of
explanation: functional, biological/physical, and semantic/intentional (Pylyshyn 1984,
130-131). Of these, the most crucial is to ascertain the decisive role of intentional mental
representations in cognition. Therefore, only by building a bridge between the universal
principles of intrinsically semantic mental representations and the biophysical mechanisms
that realize computational functions can a unified cognitive science truly be established.

Because Pylyshyn’s anticipated theory of cognitive science encompasses two highly
ambiguous elements—“representation” and “action”—questions such as what constitutes
representation, what defines action, the relationship between representation and action,
representation and perceptual experience, representation and mental content, and whether
representation is even necessary for cognition have subsequently become intensely debated

topics in cognitive psychology, neuroscience, and artificial intelligence since the 1980s.

1.2 Cognitive Psychology and the Intrinsic Dilemmas of Mental Representations

The first research approach in cognitive science that we focus on is cognitive psychology. The
foundational assumption of cognitive psychology under the first-generation cognitive science
research program is the computational theory of mind (CTM), which posits representation
as its core, asserting that all cognitive states are computational processes involving the
generation, transformation, and deletion of mental representations as fundamental units.
Especially after incorporating Jerry Fodor’s language of thought hypothesis (LOT), CTM can
be articulated in two theoretical forms: the digital computational theory of mind (DCTM) and
the connectionist computational theory of mind (CCTM). Their basic tenets are threefold:
(1) Human cognitive states are computational relationships that calculate mental
representations (in the language of thought). (2) Changes in human cognitive states, i.e.,

alterations in mental processes, are equivalent to computational operations that calculate
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mental representations (in the language of thought). (3) The structure of representation and
computation is either digital (DCTM) or network-connected (CCTM) (Harnish 2010, 171,
296-297).

Recalling the history of cognitive science, from the advent of the Turing machine
concept in 1936 and Turing’s query in 1950, “Can machines think?” to Hilary Putnam’s
clear articulation around 1970 that human mental states possess multiple realizability with
computational functions, akin to Turing machines, it can be argued that a pivotal step was
taken from computational intelligence to a computational theory of intelligence. In 1972,
Fodor and Ned Block extended the CTM, further generalizing Putnam’s Turing machine
functionalism to encompass general computational systems. Fodor’s language of thought
hypothesis posits that the computational operations of the mind on mental representations are
essentially analogous to a machine code in the brain; to some extent, the structure of this code
indicates that mental representations possess structural features akin to a linguistic symbol
system, meaning the system not only exhibits strict syntax but also possesses compositional
semantics.” Consequently, because atomic entries in linguistic structures either represent
properties and relations of external entities or possess semantic characteristics—namely,
intentionality—that refer to the external world, the representation-computation hypothesis
of cognitive psychology presupposes that the computation of representation not only holds
syntactic universality but also ensures sufficient semantic interpretability.

However, the most significant issue naturally arising from this approach is the representational
normativity. If cognition is assumed to be the computation of mental representations following
language-like syntactic rules, how then is the content of representation determined? How does
the syntactic structure of language expressing mental states naturally carry the semantics
or intentionality inherent in language? If the computational rules followed by mental
representations are the logical rules of higher-order cognitive inference, how can such rules
be consistent with the physical laws governing the biophysical apparatus that represents
and implements algorithms? That is, how can phenomenological explanations of the mind
and physical causal explanations align with universal rules appealing to logical calculus?
Furthermore, if all cognition is action-based on representation, how can a description of
an agent’s accidental psychological event and its action correlation demonstrate that it is
a specific instance within a broader class of psychological events governed by universal
psychological causality? For instance, in a specific ad hoc scenario, a particular linguistic
description of the correlation between mental representations and actions expresses the
fact that a proposition describing the relationship between a mental activity and behavior
is accidentally true in that specific situation; however, the syntactic rules followed by the

computation of mental representations demand a purely logical calculus form. If universal

® Fodor posited: (1) The language of thought system comprises a basic vocabulary of representations, including concepts,
perceptions, and images; (2) Entries in the vocabulary can only combine from atomic to composite items according to
universal principles, meaning the system possesses strict “syntax”; (3) The atomic entries of the vocabulary and their

structural combinations are referential, which implies the system has “compositional semantics.”
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laws of representation-computation exist, they must account for what corresponding changes
will occur in an agent’s cognitive behaviors in response to altered mental states in other
specific situations. Concurrently, if one is to make accurate predictions about a cognizer’s
behavior in impending situations, is it necessary to furnish a counterfactual and predictive
universal generalization to provide a type of explanation where specific instances align with
logical universal laws? The questioning of these issues precisely formed the genesis of the
second-generation cognitive science research program, which emerged in the 1980s and was
characterized by its opposition to the representational-computational theory.

The second challenge encountered by the psychological approach under the first-generation
cognitive science research program is that representation is not necessarily indispensable
for cognition. In cognitive psychology, strong representationists adhering to the classical
stance argue that conceptual or propositional representation governed by abstract symbolic
rules is the sole form required for cognition. However, weak representationists, in addition
to conceptual representation, also posit the existence of other forms of representation, such
as imagistic representation, perceptual representation, action-oriented bodily representation,
memory representation involved in various rational inferences, and symbolic discrete
representation. The most radical anti-representationists, on one hand, metaphysically assert
that cognitive systems are devoid of representation, and on the other, epistemologically
contend that the best explanation of cognitive systems requires no additional representation
hypothesis, even maintaining that representation is neither sufficient nor necessary for
cognitive processes. For instance, Anthony Chemero, in his declaration for radical embodied
cognition, defines embodied cognitive science as the scientific study of perception and
action in embodied phenomena that does not posit mental representations. Radical embodied
cognitive science is cognitive science without the mental gymnastics of representation
(Chemero 2009, 27-29).

Lastly, if one accepts the traditional view that cognitive science is founded on a
representation-computation explanation, a third question arises, provoking debate regarding
whether a clear boundary can be drawn for cognition using knowledge-dependent actions. For
instance, Timothy Williamson and others argue that only knowledge constitutes a component
of the human mind, and in epistemic justification, the conceptual content of propositional
representation takes priority over that of perceptual experience. As a result, cognition is
defined as an agent’s rational action guided by knowledge representation. This mandates
that a cognitive agent must first integrate information within the cognitive system and
purposefully exercise rational control over behavior, predicated on acquiring conceptualized
“knowing-that” knowledge, to enable correct action. This further requires the cognitive agent
to first categorize and classify sensory stimuli, converting them into internal representations;

simultaneously, new representations would be derived from cognitive processes within

* Robot scientist Rodney Brooks (1991) proposed that representation is neither sufficient nor necessary for cognitive

processes.
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the representation system, prompting the cognizer to undertake new actions. Furthermore,
scholars advocating adaptive representation theory focus on how an agent with adaptive
capabilities, in uncertain circumstances, can construct mental imagery and representations
to model future situations, thereby predicting environmental states and consciously seeking
desired behavioral outcomes. This necessitates that the cognizer possess robust counterfactual
causal reasoning abilities, which in turn rely on a larger knowledge network system. Under
the three aforementioned circumstances, if we accept the hypothesis that “the purpose of
representation is to provide guidance for rational action through propositional knowledge,” it
inherently entails a certain infinite regress problem for knowledge representation. The third
part of this paper discusses how scholars advocating embodied cognition within the second-

generation cognitive science research program address these issues.

1.3 Brain Neuroscience: The Hard Problem of Consciousness and the Explanatory Gap
The second important research approach in cognitive science is the empirical study of brain
neuroscience, whose greatest challenge lies in the problem of naturalizing consciousness—
specifically, how to explain the essence of rich human consciousness and conscious
experience from an objective, third-person perspective, utilizing natural science such
as physiological-physical theories of the brain. As the scientific psychology movement
advocated by James and others entirely excluded consciousness from scientific inquiry,
“the entry for ‘consciousness’ was not included in psychology dictionaries before 1989~
(Tegmark 2018, 374-375). However, the situation has significantly changed over the last two
decades; by drawing on developmental psychology’s studies of children’s brain development,
observing specific brain region functions through special brain lesion techniques, and
tracking neural activity using various new brain imaging technologies, neuroscientists began
to unravel the neural mechanisms of consciousness and conscious experience after 1990.
Notably, the breakthrough advances in artificial intelligence in the 21st century have greatly
intensified the urgency of studying the problem of consciousness. This is because there is a
need to predict which biological or artificial intelligence entities might possess subjective
conscious experience akin to humans.

The earliest to question the scientific study of consciousness was Thomas Nagel, who
argued that having a conscious experience (also called qualia) means that there is something
it is like to be an organism possessing these conscious experiences; for example, a bat’s
conscious experience is what it is like to be a bat (Nagel 1974, 83). Evidently, conscious
experience relies on the subjective feelings of the conscious subject and cannot be objectively
explained from a third-person perspective. In 1983, philosopher Joseph Levine noted that
conscious phenomena, with their mental properties, fundamentally differ from brain and
neurobiological phenomena, which possess physical properties, leading to an insurmountable
“explanatory gap” between their respective explanations (Levine 2002, 354-361). In 1996,

David Chalmers substantially advanced the empirical study of consciousness by introducing
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the “distinction between easy and hard problems” of consciousness (Chalmers 1996, 3-31).
The “easy problems of consciousness” pertain to issues that can potentially be resolved
through physical and functional explanations, encompassing the categorization of external
stimuli, information integration within cognitive systems, purposeful behavioral control, and
the cognitive mechanisms of attention. Conversely, the “hard problem” refers to the inherent
difficulty, when applying the structural-functional analysis method common in cognitive
science, of explaining the mechanism by which subjective conscious experience, with its
qualia, arises.

The articulation of Chalmers’ hard problem of consciousness and Levine’s explanatory
gap presented a clear challenge not only to brain science but also to cognitive science and
philosophy as a whole. Neuroscientists Francis Crick and Christof Koch advocated a research
framework for identifying the minimal neural correlates of consciousness (NCC) (Metzinger
2000), thereby clearly establishing a mainstream approach for exploring consciousness through
the functional mechanisms of neurons in the cerebral cortex and thalamus; furthermore, with
the extensive application of brain science research and computational technologies—such as
functional magnetic resonance imaging, positron emission tomography, point-light tracking
functional magnetic resonance imaging, transcranial electrical stimulation techniques, and
electrophysiology—topics previously considered scientific taboos, including emotions, qualia,
free will, self, and other minds, have entered the scientific research agenda, leading to a
seemingly growing anticipation that humanity might soon unravel the hard problem of
consciousness. However, despite the deployment of various objective observational methods,
the mainstream approaches in neuroscience have yet to yield a widely accepted, mature
solution that provides a satisfactory scientific explanation for conscious experience—a
phenomenon most directly and intimately connected to us; the ontological conundrum of
the relationship between consciousness and the physical world, alongside the explanatory
gap between understanding conscious experience and explaining brain and neurobiological
phenomena, still shows no genuine signs of resolution, thus remaining the greatest natural
mystery of the 21st century, demanding concerted collaboration between philosophers and

cognitive scientists for its decipherment.

1.4 Grounding Bottlenecks in Atrtificial Intelligence Research and the Barrier of Machine
Consciousness
Among the most striking advancement in cognitive science is the breakthrough in artificial
intelligence that aims to simulate human mind. Artificial intelligence, as one of the origins
of cognitive science, initially aspired to achieve Artificial General Intelligence (AGI), which
entails constructing artificial intelligence capable of reaching or even surpassing human
intelligence through physical and functional simulations. However, with the release of
Moore’s Law effects, algorithmic artificial intelligence, propelled by massive computing

power and big data, has advanced rapidly alongside the Fourth Industrial Revolution,
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with the development of intelligent machines for various industrial applications and
specialized artificial intelligence-enhanced robotics increasingly becoming the primary
direction of research and development for the technology and industry sectors. Perhaps it
can be said that the 60-year history of artificial intelligence has been one of continually
deviating from the initial ambition of AGI. During the first 30 years, driven by the first-
generation cognitive research program, classical artificial intelligence primarily focused on
machine implementation of computational and reasoning functions through purely abstract
symbols, while neglecting research into machines’ perceptual and action capabilities in their
environment; consequently, machines’ behavioral capability in interacting with the external
world was observed to be less than that of a two-year-old child. Thus, in the 1980s, scholars
proposed Moravec’s paradox: Machines consume relatively few computational resources
for complex reasoning, calculation, and other high-level intellectual activities governed by
program-controlled symbolic rules; yet, enabling machines to possess strong perceptual and
behavioral capabilities in an environment requires significantly more resources. As cognitive
linguist Steven Pinker (1994) observed, after more than 30 years of research, perhaps the most
significant problem discovered by artificial intelligence scholars is that difficult problems are
easy to solve, while simple problems are hard to solve.

To address this paradoxical phenomenon, after the 1980s, the resurgence of artificial
neural networks and deep learning, guided by the second-generation cognitive science
research program, ushered in a new era for artificial intelligence development, predominantly
characterized by “statistical computation.” However, in the process of reflecting upon and
correcting the limitations of traditional artificial intelligence approaches, the “black box”
operation of deep learning has also generated numerous anomalous phenomena inexplicable
by human cognition: First, humans often learn autonomously from small samples, whereas
machine learning relies on passive learning through large-scale data training; second,
meaningful interpretation of data processed by neural networks is contingent upon extensive
manual annotation; third, big data analysis often overfits benchmark data for inductive
prediction, compromising objectivity; fourth, neural network behavior lacks fairness due
to uncontrolled data biases; fifth, machine vision exhibits excessive sensitivity to changes
in images and scenes, lacking robustness; and sixth, algorithmic opacity prevents neural
networks designed for specific purposes from predicting unknown data, thereby hindering
learning transfer and limiting the generalizability of algorithmic applications.

Considering artificial intelligence’s initial ambition to explore the essence of the human
mind and cognition, today’s artificial intelligence has achieved tremendous success in large-
scale computation, image processing, speech recognition, knowledge competition, and
industrial robotics, yet the emergence of human-like minds and machine consciousness
remains elusive. Artificial intelligence’s most fundamental dilemma is its persistent failure
to escape the fate of being a mindless machine (Zhou 2000), an emotionless machine, and
a machine devoid of practical reasoning capabilities. This is fully manifested in the fact

that, after 60 years of development, artificial intelligence remains constrained by three
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major bottlenecks: First, machines do not comprehend the meaning of symbolic language—
termed the artificial intelligence’s “symbol grounding problem™’; second, machines do not
understand the meaning of the external physical world—referred to as artificial intelligence’s
“physical grounding problem” (Turner 2002, 29-50); and third, machines do not grasp the
value significance of human social behavior—which the author terms artificial intelligence’s
“emotional grounding problem.”® According to my investigation, these three grounding
problems constitute the greatest barriers to current research in artificial intelligence and
machine consciousness. This necessitates that while we continue to reflect on the limitations
of first-generation, classical artificial intelligence research, we should also, in this era of new
technological revolution, re-evaluate the new pitfalls in artificial intelligence’s development

under the second-generation cognitive research program.

2 The Dual Challenge and Reciprocal Advancement between Philosophy and
Cognitive Science
Taking the emergence of artificial intelligence in 1956 and Chomsky’s cognitive revolution
against radical behaviorism as starting points, cognitive science has traversed an extraordinary
journey of over 60 years. This youthful yet ancient discipline is now entering a period of
comprehensive self-reflection, a “meta-scientific epoch.” Clearly, the phrase “challenges
between cognitive science and philosophy” is highly prone to misunderstanding: Does
science challenge traditional philosophy, or does philosophy challenge contemporary science?
According to the disciplinary positioning of the International Cognitive Science Society,
philosophy is seemingly an integral branch of the cognitive science cluster. The pertinent
question then becomes whether the challenge originates from within or outside cognitive
science, what its precise nature is, and how it should be addressed. This indeed constitutes a

significant theoretical issue requiring our careful consideration.

2.1 Cognitive Science’s Self-Reflective Journey and the Evolution of Cognitive Concepts
Cognitive science, since its inception, has evinced the interweaving and convergence
of several major traditions: first, the philosophical tradition pursuing the essence of the
human mind and cognition; second, the psychological tradition explaining individual
internal mental processes and behaviors; third, the neuroscientific tradition exploring the
functional and physical mechanisms by which the human brain generates conscious minds;

and fourth, the engineering and technological tradition investigating how human mental

® The symbol grounding problem was proposed by cognitive scientist Stevan Harnad in response to John Searle’s Chinese
Room Argument. Harnad argued that symbolic operations are not merely syntactic permutations; symbols themselves are
connected to and grounded in their environment, thereby acquiring meaning (Harnad 1990; Mahon & Caramazza 2008).

® Liu Xiaoli first proposed this at the 19th National Conference on Philosophy of Science, held at Zhejiang University in August
2019.
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functions are realized. The intertwining of these major traditions has extensively permeated
the foundational theories and empirical sciences of both philosophy and cognitive science.
Examinations of cognitive science today, under the rubric of “challenge,” not only transcend
the problem domain and theoretical scope of individual disciplines but also involve a
holistic reflection on cognitive science itself, often manifesting in multidisciplinary,
multidirectional, and constructive ways. From the perspective of disciplinary development,
in confronting the increasingly rich themes and diverse methodologies of cognitive research,
scientists and philosophers have gradually forged a “semi-allied” argumentative landscape,
exhibiting a tendency toward dual challenges and substantive reciprocal advancement in
multidisciplinary development. This dual-directional impetus stems, on the one hand, from
the combined effects of the rise of naturalism and the advancement of phenomenology in the
latter half of the 20th century, and on the other, from the shared fate of empirical scientists
and philosophers coexisting for over 60 years (Zhu 2012, 145-154). However, a question
meriting reflection is whether cognitive science, after more than six decades, has truly earned
its designation as an independent science and whether its future lies in a unified grand theory
of cognition dominating the field or in the coexistence of multiple disciplines and diverse
theories—a consensus that remains elusive within the international academic community
(Buckner 2017, 4191-4195).

2.2 The Transformative Significance of Shifting from the Representation-Computation
Paradigm to a Broad Conception of Embodied Cognition

After entering the 1980s, the first-generation cognitive science program, centered on
representation-computation theories, gradually revealed its theoretical limitations, becoming
a focal point of scientific and philosophical debate. A group of scholars, under the banner of
rejecting Cartesianism and opposing computationalism, and characterizing their theories with
the concept of embodiment, developed a second-generation cognitive science program. This
paradigm’s understanding of the nature of cognition progressively evolved into a broader
research program, which can be termed “broad embodied cognition.” Liu Xiaoli (2005)
proposed that the stance of broad embodied cognition was, in essence, developed through
a critical reflection on the computation metaphor, encompassing three new metaphors: the
embodiment metaphor, the interaction metaphor, and the emergence metaphor. Therefore, it
is sufficient to distinguish between narrow and broad definitions of embodied cognition. The
narrow conception of embodiment primarily underscores the foundational significance of the
body for cognition, particularly highlighting the central role of an organism’s multimodal
sensorimotor processes in cognition. Building upon this, the broad conception of embodiment
asserts that the fundamental unit for explaining cognition should be a coupled system of
brain-body-environment. Its theoretical objective is to elucidate how cognitive agents
participate in diverse situations and actively interact with their environment in specific ways.

Cognitive scientist and philosopher Shaun Gallagher (2005) first encapsulated the core
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content of the broad embodied cognition research program with 4EC—embodied cognition,
embedded cognition, extended cognition, and enactive cognition. Among the pioneers of
4EC are computer scientist Michael L. Anderson (2003), philosophers Andy Clark (Clark
1996, 213-214) and Gallagher, and linguists George Lakoff and Mark Johnson (1980),
who advocated for embodied cognition. Advocates for situated cognition include roboticist
Rodney Brooks (1991) and Edwin Hutchins (2010), a representative of the distributed
cognition concept. Proponents of extended cognition include Clark, Chalmers, and Mark
Rowlands, according to Liu (2010). The leading figures of autopoietic enactivism are
neuroscientists Antonio Damasio and Francisco J. Varela, while J. Kevin O’Regan and Alva
Noé€ are prominent representatives of sensorimotor perception theory (O’Regan & Noé 2001;
Varela 1979). In 1991, Varela, Thompson, and Eleanor Rosch explicitly defined enactive
cognition as a transformative new position, distinct from symbolism and connectionism
(Johnson 2017; Varela et al. 1991, 7). Furthermore, since the 21st century, the new enactivist

view of cognition has shown a growing upward trend.

2.3 What New Intellectual Resources Has Enactivist Thought Provided for Cognitive
Science?

In fact, the concept of embodied cognition not only incorporates the pragmatism of American
philosophers Charles Sanders Peirce and John Dewey but also inherits the phenomenological
tradition represented by Heidegger and Maurice Merleau-Ponty, alongside ideas from social
psychology, ecological psychology, and complex dynamic systems theory. Ultimately, this
program’s theoretical ambition is to establish a unified account of the nature of cognition.
Recently, Gallagher has repeatedly emphasized that by incorporating the dimension of
ecological psychology of James Gibson (1986), 4EC could be extended to SEC (Gallagher
2017, 80-81). Concurrently, Johnson (2017) and others even contend that it is necessary
to augment the 4EC framework with the following 3EC aspects: emotional cognition,
evolutionary cognition, and exaptative cognition. Nevertheless, it is evident that 4EC and its
expanded versions, whether SEC or 7EC, are all ultimately specific explanations of different
facets of cognition derived from the concept of embodied cognition.

Gallagher (2017) provided a comprehensive overview of various new ideas in cognitive
science and articulated a new enactivism stance. Unlike neo-Cartesianism, which solely
focuses on internal brain activities, and neo-behaviorism, which only attends to external
bodily actions, this enactivism champions new pragmatist notions of intentionality and
intersubjectivity, positing that only concepts related to intersubjectivity can truly unveil the
embodied cognition essence of human daily and socio-cultural cognition. Enactivism posits
that the CTM is insufficient for a comprehensive understanding of the nature of cognition
and human experience. It necessitates incorporating the perspective of process philosophy,
thereby considering the cognitive agent’s bodily processes, emotional processes, and related

physical and socio-cultural processes. This requires drawing upon ecological psychology to
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construct a more inclusive enactivist integrative framework (Gallagher & Allen 2018, 2627).
Such a framework conceptualizes cognition as an emergent process stemming from the self-
organizing living system’s interaction among brain, body, and environment. It views human
social activities as processes that shape our cognitive system and our way of experiencing the
world, defining social cognition as the individual’s participation in intersubjective, social, and
cultural practices. Consequently, understanding the mind and cognition necessitates research
into embodied cognition, enactivism, and the diverse themes offered by developmental
psychology, ecological psychology, dynamic systems theory, applied linguistics, and
anthropology. These themes include exploring the relationship between self, other, and the
world, and examining the material world and the entire spectrum of human social practices
from the perspective of a cultural niche, as advocated by ecological psychology.” Furthermore,
key proponents of the enactive approach, such as Damasio and Varela, actively champion the
concept of “mind in life,” which fundamentally seeks to understand the human mind through
the intrinsic continuity between life and mind. The mind in life is both the cause and effect of
the life system’s intrinsic natural teleology. Because life systems endowed with autopoiesis
adhere to self-organizing circular causality, their natural teleology, which encompasses a
value dimension, is not designed to adapt to a specific function. This intrinsic teleology not
only diverges from creationist extrinsic teleology but also differs from the functionalist “new
teleology” proposed in the 1980s and 1990s by Ruth Millikan, David Papineau, and Ryan

Bogdan (Damasio 2018), thereby necessitating a new interpretation of the meaning of life.”

3 How to Address the Challenges Posed by Cognitive Science’s Several
Approaches to Philosophy
In Part One, we primarily examined several core areas within cognitive science: cognitive
psychology, neuroscience, and artificial intelligence. From a philosophical perspective,
if theories are predicated on the representational-computational theory of mind, cognitive
psychology, neuroscience, and artificial intelligence all encounter inherent theoretical
dilemmas. To overcome these predicaments, on one hand, it requires integrating new
concepts from the second-generation cognitive research program, specifically embodied
cognition and enactivism; on the other hand, it necessitates advocating for the integration
of first-person and third-person methodologies in consciousness research, while also
encouraging analytical philosophers and phenomenologists to collaborate. From another
perspective, the historical development of artificial intelligence over the past three decades
clearly indicates that exploring the essence of the human mind and the limits of machine
intelligence requires re-evaluating the distinct values of both first- and second-generation

cognitive science programs and advocating for an integrated path that combines top-down and

’ More detailed ideas and richer themes concerning 4EC can be found in The Oxford Handbook of 4E Cognition (Newen et
al. 2018).

® Ruth Millikan (1984; 2004) demonstrated teleological explanations of intentionality.
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bottom-up approaches to foster trustworthy artificial intelligence that both respects human
values and accommodates machine interests. Indeed, to address the challenges posed by
these three approaches, cognitive science research has pursued multidirectional efforts: First,
without abandoning computationalist claims, it has sought to expand theories of mind into
representational-computational theories encompassing biological-sociological parameters;
second, it has developed the 4EC research approach under the second-generation cognitive
science program, increasingly focusing on explaining cognition through evolutionary biology
and anthropology by treating consciousness as a life phenomenon; third, it emphasizes
researching consciousness through a complex dynamical systems approach of self-organizing
evolution, particularly by introducing autopoiesis and autonomy, advocating that mind should
be regarded as the intrinsic essence of self-driven evolution of a life’s complex dynamical
system; and fourth, it attempts to explain cognitive mechanisms through quantum mechanics.
These new research trends and methodological updates, stemming from the interdisciplinary
convergence of philosophy and science, further enable us to address the dilemmas of internal
representation, propose new solutions to the hard problem of consciousness, and inspire
and encourage our preliminary elucidation of the artificial intelligence emotional grounding
problem, while exploring the possibility and methodology of constructing artificial moral

agents (AMAs) within the current context of artificial intelligence ethics research.

3.1 Addressing Internal Representation Dilemmas: Online and Offline Cognitive
Representations
Cognitive psychology, centered on representational-computational theories, endeavors to
explain all cognitive processes through information processing of mental representations,
thereby sparking debates between strong representationalism and radical anti-
representationalism. To construct a unified theory of cognitive experience by viewing humans
and other animals as a continuum of life and to build cognitive models simulating human
information processing, cognitive scientists have successively proposed various types of
representation, including logical symbol system representations, artificial neural network
representations, and neuronal cluster representations. However, some scholars contend that
these “sub-personal level” representation types are not entirely applicable to individual
organisms and that DCTM and CCTM, like common-sense psychological explanations,
merely possess pre-scientific connotations and cannot provide the best scientific explanations
for cognition and behavior. So, how exactly should we address the challenges of mental
representations and other theoretical dilemmas within the psychological research approach?
The core of representation theory resides in the problem of representational normativity,
meaning that representational content is evaluated according to criteria such as truth,
accuracy, fidelity, and representational success. Firstly, scholars holding an extreme
eliminativist stance on representation argue that if representational normativity only requires

adherence to logical rules and computational procedures, then other psychological objects
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with assessable semantic value—including thoughts, concepts, perceptions, impressions,
rules, schemata, images, and even illusions—as well as various subpersonal level neuronal
or neural cluster representations hypothesized by cognitive neuroscience, could all become
legitimate computational objects. However, this is precisely what opponents of mental
representation theory, such as Harry Collins, Daniel Dennett, Gibson, Stephen Stich, and A.
Thau, firmly reject. In fact, at the very least, there are doubts that human conscious experience
can be fully reduced to computable internal representations. Furthermore, another proposed
solution involves introducing the perspectives of primary representation and higher-order
representation. For instance, Hubert Dreyfus advocates for a first-order representation, also
termed “primary representation,” emphasizing that conscious experience’s phenomenological
features should be described according to the representations of sensory systems possessing
perceptual content. This is because phenomenological features are explicit and possess
objectively transparent characteristics, and sentient experience is merely the perception of
the perceived object’s own physical properties, rather than the cognitive subject’s internal
higher-order conscious properties. Building upon this, David Rosenthal and others proposed
the higher-order representation theory, which posits that consciousness originates from
people’s self-awareness of internal mental states and higher-order representations. The
most crucial distinction between unconscious actions and conscious representations is that
consciousness constitutes a higher-order representation of current mental states. Furthermore,
possessing an appropriate higher-order representational state is a necessary and sufficient
condition for an organism to be conscious (Rosenthal 2011). However, beyond its inability
to resolve the “infinite regress of representation,” this higher-order representation theory has
been criticized by Ned Block and others for failing to account for misrepresentation and for
conflating the existence of representational objects with the necessity of conceptual content
in representation. Moreover, the qualia of phenomenal consciousness clearly cannot be
adequately explained by higher-order consciousness (Block 2011).

Another noteworthy response to the classic problem of representation stems from a
comprehensive interpretation of cognitive normativity and cognitive decouplability.
Concomitant with the rise of research in embodied cognition and extended cognition, two
distinct forms of cognition have been delineated: First, online cognition, which encompasses
perceptual, imaginative, and emotional forms of cognition characterized by immediate
experience and pre-linguistic, non-reflective qualities, and is considered the foundational and
primary form of mind; second, offline cognition, which includes reflective, propositional
forms of mind such as thought, reasoning, and language, and is regarded as a more abstract
and higher-order form compared to online cognitive forms like perception (Rowlands 2017).
According to the theory of representational relations in neuroscience, representation is entirely
a neural state of the brain; cognition is a representational relationship established between
the brain and the world, where the brain of a cognitive subject instantiates higher-order
properties as neuronal states. Such states can even exist independently of events unfolding

in the external world, thereby distinguishing how representations arise from what actually
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gives rise to both representations and misrepresentations. Precisely, the recognition that
misrepresentations may occur indicates that mental representations—such as beliefs, desires,
and intentions—are contingent upon internal and external normative requirements, stipulating
that any appropriate representation must be constrained by representational normativity
(Rowlands 2017). Consequently, the debate regarding whether the existence of external
representational objects constitutes a more fundamental requirement for cognitive normativity
ultimately coalesces into the question of how to achieve naturalizing representation, as one
of the tasks of naturalizing representation is to ascertain how its normative conditions can be
satisfied.” Presently, explanations of the problem of representation within the contexts of new
empiricism and new positivism are increasingly focusing on action-related research.

For researchers advocating an action-centric focus, higher-order forms of offline
cognition undeniably involve mental representation processes. However, when explaining
how individuals engage with their environment in real-time through online cognition, the
traditional stringent requirement that cognition must be propositional representation naturally
proves ineffectual in elucidating the perception-action relationship of agents. Therefore, a
theory of representation that casts perceptual experience as a guide for action has emerged.
Some embodied cognitive theorists, and enactivists contend either that perception is action
or that perception itself is a form of representation whose content serves to guide the agent’s
actions, termed action-oriented embodied perceptual representation (Rowlands 2017). This
perspective arose from advancements in artificial intelligence and robotics, leading some to
believe that animals and robots possessing sensory and action capabilities do not necessarily
rely on propositional forms of representation, such as beliefs, desires, and intentions; machine
behavior is not inherently intentional action, nor is its cognitive capacity guided by internal
representations.

For instance, Susan Hurley derides the description of the mind-world connection as being
mediated solely by mental representational cognitive processes as a sandwich model of
perception-cognition-action (Hurley 2002, 18). She argues that this model severely conflates
the distinction between psychological content and its carrier and also blurs the lines between
the personal and subpersonal levels in explaining conscious experience. She presciently
proposed a shared circle model, illustrating how the sensory-action and higher-order cognitive
loop can share primary perceptual representations. Susanna Schellenberg (2018), in her book
The Unity of Perception: Content, Consciousness, Evidence, proposed a theory of perceptual
capacity to account for the representational status of perceptual experience. In her view,
perception is constituted by the exercise of various perceptual capacities and plays a central
role in cognition, with perceptual capacities being characterizable by a series of satisfiable

conditions and cognition being the process of appropriate application of perceptual capacities.

? Generally, three explanatory approaches regarding the normative conditions of representation are typically assumed: the
causal-theoretic approach of Saul Kripke, Putnam, Fodor, and Frederick Dretske; the teleological semantics approach of

Millikan and Papineau; and Block’s semantic theory of functional role.
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She further endeavored to integrate the phenomenality of perception, the representationality
of perception, and the epistemological and ontological status of perception through the lens
of perceptual capacity, seeking to bridge the physical and mental worlds from a unified
perspective.

Regarding the representation problem faced by cognitive psychology, this article argues
that cognitive processes do not exclusively involve propositional representations. Instead,
body-based perceptual representations can serve as primary representations, providing
causal explanations for cognition and action at the foundational level. Therefore, we adopt a
“prudent” stance, accepting the distinction between online cognition and offline cognition.
We advocate that in the context of online cognition, the dogma of propositional representation
as the sole form of representation should be abandoned and that foundational embodied
perceptual representations, as well as action-oriented embodied representations, should be
recognized. Understood from specific circumstances, we accept the concept of normativity
and decouplability constraints imposed by the external world on representation. We contend
that in higher-order cognitive states, when separated from the external environment,
representations are conceptual representations containing intentionality content. This category
includes, for instance, representations involved in conceptual analysis, logical reasoning,
planning, future prediction, constructing thought experiments, fictional objects in literature,
and ideal physical objects in scientific hypotheses; however, we acknowledge that such
representations still incorporate empirical content. Conversely, for online cognition processes
coupled with the external environment, the more judicious choice involves extending
the concept of representation to new embodied forms, such as body-schema perceptual
representations, and other representations that accommodate perceptual or environment-
dependent content. The constraining conditions for such representations derive both from the
inherent properties of the represented object and the constancy of perception, as well as from
the perspectival nature of perception and other constraints like the suitability of the agent’s
match with the environment.

Finally, within the broader context encompassing social and cultural cognition, we may
need to draw upon the intellectual resources provided by generalized embodied cognition
to refine our understanding of representation (Gallagher & Allen 2018). Specifically, the
following enactivist and interactionist principles articulated by Gallagher offer a deeper
understanding of action-oriented representation: First, cognition is not merely an event
within the brain but a process distributed across the entire brain-body-environment system.
Second, the meaning of the world and the agent’s intentions are not pre-given but are
constructed through cognition, action, and social interaction. Third, our understanding of
cognitive processes should emphasize the role of representations that acquire meaning
within worldly contexts, rather than merely treating them as copies of the world that produce
internal cognitive models through a mirror-of-the-world-like representation process. Fourth,
enactivism has a strong connection with dynamic systems theory, both emphasizing the

importance of the coupling and synergistic interaction of dynamic systems spanning the

LIU Xiaoli



Approaches to the Interdisciplinary Integration of Philosophy and Cognitive Science 473

brain-body-environment. Fifth, cognitive systems can be extended into intersubjective and
social local environments; here, the concept of extension is not equivalent to functional
expansion. Sixth, higher-order forms of cognition such as deliberation, reflective thinking,
and imagination are also intimately linked with the operation of skilled actions and embodied
interactions with the environment. Seventh, complex cognitive functions are not only based
on sensorimotor coordination but also depend on the coordination of whole-body emotions,

autonomy, and intersubjectivity across multiple aspects (Gallagher 2019).

3.2 Bridging the Explanatory Gap: Integrating Phenomenological and Causal Explanations of
Conscious Experience

The hard problem of consciousness, which we raised in Part One, concerns whether
there exists an intrinsic psychological structure of phenomenal consciousness requiring a
theoretical explanation distinct from the functional-mechanistic accounts of physical science.
Furthermore, it probes whether, even with a complete grasp of physical knowledge, we
would still be unable to explain the unique qualitative nature of human exclusive conscious
experience.

To address the challenges posed by the hard problem of consciousness and the explanatory
gap, the two most important competing theories of consciousness currently are global
workspace theory (GWT) and integrated information theory (IIT). GWT was proposed
by psychologist Bernard J. Baars (1988). GWT first posits that the brain is a modular
information-processing apparatus composed of a vast number of neurons, within which no
central processing system exists. Instead, information processing is a distributed operation
performed by functionally specialized modules, each composed of different neurons. The
rapidly changing processes of neuronal activity continuously construct a virtual space called
the “global workspace” through competitive cooperation among modules. In this workspace,
modules vie to disseminate information, and this dissemination, in turn, influences the
entry of information from other modules into the global space; conscious and unconscious
states emerge from this competition within the workspace. The generation of consciousness
occurs when all specialized modules in the brain simultaneously respond to new stimuli,
subsequently analyzing and integrating this information through competitive cooperation
within the global workspace. This process continues until an optimal matching effect is
achieved in inter-modular information processing, an effect also known as the “theater
metaphor.”

The IIT of consciousness research, proposed by neuroscientist Giulio Tononi, differs
from GWT’s exploration of how the brain generates consciousness. The IIT theoretical
model examines the necessary and sufficient conditions that a physical system must satisfy
to possess consciousness. The IIT model does not depict consciousness as an information-
processing procedure of a system; rather, it characterizes it as a network structure of causal

interactions through which the system alters its own state. For a system to be conscious, it
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first forms an integrated network from unique causal structures, the interactions of which
possess the capacity to alter the system’s current state and influence its future states.
The stronger a system’s capacity to alter its own causal effects, the higher its level of
consciousness. To reflect the level of consciousness in a physical system, Tononi defines an
information integration measure denoted by the Greek letter @ (Tononi 2010). This measure
represents the complexity of the irreducible causal structures a system possesses and the
extent to which these structures, as an integrated network, can influence their own causal
efficacy. Furthermore, a network system’s capacity to generate consciousness and conscious
experience also hinges on whether the network exhibits connectivity via bidirectional
information feedback loops. Even if a network is segmented into multiple sub-networks,
if there are no causal interactions among them, its @ value will remain too low to generate
consciousness, regardless of the total number of nodes in the entire network. For instance,
while today’s digital computers can simulate consciousness, the simulation process lacks the
causal efficacy to alter the system itself; thus, computers currently possess no consciousness
(Tononi et al. 2016, 450). Tononi posits that the IIT model, from an internal perspective,
can provide a causal explanation for consciousness, unifying the physical basis of conscious
experience with its phenomenal properties. However, some scholars contend that both GWT
and IIT are neuroscientific approaches to the hard problem of consciousness, differing only in
that one proceeds from a third-person objective perspective and the other from a first-person
subjective perspective to explain conscious experience.

While neuroscience’s empirical findings over several decades have challenged physicalists
on one hand, they have also compelled scientists to reconsider how to unveil the hidden
causal mechanisms of first-person conscious experience. This, in turn, has prompted a re-
evaluation of whether first-person and third-person methodologies possess equal legitimacy
in the scientific and philosophical study of consciousness. For example, naturalized
phenomenologists draw upon empirical research methods from brain science, and their
explanations of the discovery of mirror neurons as well as the explorations of the internal
structures of self-consciousness and awareness follow the approach that integrates first-
person and third-person methodologies. In reflecting on his explanation of free will through
the concept of a “conscious mind as a field” (CMF), Benjamin Libet recognized that while
CMF provided a medium between the objective physical activity of nerve cells and the
emergence of subjective conscious experience, it could not be categorized within any known
physical “field.” Nor could it be fully described solely by externally observable physical
events and established physical theories; only by supplementing with first-person reports
from the experiential subject could the field effects that generate consciousness within CMF
be understood (Libet 2013; Zhou 2012).

For over half a century, brain neuroscience, as an empirical science, has yielded abundant
achievements, and researchers seem to have gradually discerned a new dawn for solving the
hard problem of consciousness. For example, from the early split-brain research by Michael

Gazzaniga and Roger Wolcott Sperry in the 1960s, and subsequent neuropathological
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studies, researchers have progressively unveiled numerous mysteries of human cognition,
including the neural mechanisms underlying multiple personalities and self-consciousness.
With neurophysiologist Libet’s research on free will in the 1980s, the discovery of mirror
neurons in 1992, a series of effective applications of the NCC approach in visual and auditory
consciousness, and the 2014 hypothesis proposing the claustrum as a switch for conscious
states in the brain, there is indeed a growing conviction that the optimal explanation for
consciousness should prioritize brain neuroscience theories. Particularly, recent scholars
speculate that new advancements in the study of predictive coding and the Bayesian brain
may further advance our understanding of the neural basis of conscious perception, with these
theories underpinned by the biophysical theory known as the free energy principle. Some
even anticipate that the controversial quantum brain hypothesis could potentially establish
a new framework and new methodologies for the entire field of consciousness research. All
these new theoretical advancements represent significant breakthroughs from traditional
concepts, stemming from the continuous debates and mutual promotion between scientists
and philosophers.

However, what troubles us is that, to this day, these achievements in brain science offer no
definitive resolution on how to ultimately crack the hard problem of consciousness and bridge
the explanatory gap. As we have observed, our exploration into the essence of consciousness
and conscious experience remains in its nascent stages, akin to “seeing the trees but not
the forest”; natural sciences, with physics at their core, have yet to provide a fully explicit
account, nor has a unified cognitive science distinct from all contemporary scientific branches
emerged. We must adopt a dual-perspective approach to re-examine the hard problem of
consciousness and the explanatory gap, moving beyond a unilateral view that merely grapples
with the difficulty of categorizing conscious phenomena as material. Instead, we must explore
from a bidirectional perspective how to seek more plausible explanations for questions
such as how a system can possess both physical and phenomenal attributes and whether the
existence of a subjective mind can also possess a form of objectivity.

Perhaps the most feasible route to cracking the hard problem of consciousness and bridging
the explanatory gap involves drawing upon a comprehensive approach that integrates first-
person and third-person research. As Chalmers and others advocate, consciousness constitutes
an independent property of the natural world, distinct from physical characteristics, and
cannot be reduced to physical properties. We cannot merely treat the existential problem of
consciousness as a matter of explaining the functional roles of certain cognitive processes
or behaviors. We ought to breach the physical-mental barrier, constructing a bridge over the
mind-matter divide with novel mental-physical laws. Consequently, the answer derived from
these laws would not merely be, “How does brain state P relate to conscious experience C?”
but rather, “How does brain state P relate to conscious experience C via law X?” (Chalmers
1997). Chalmers’ proposed fundamental laws include a dual-aspect theory of information:
Information space, characterized by certain features and structures, manifests in two

ways—physical realization and phenomenal realization. The sought-after fundamental laws
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would explain how the states of a physical system, such as the brain, can share a common
information space structure with a subject’s conscious experience states. This abstract
structure within information space, by revealing that phenomenal differences between
phenomenal states and physical differences between physical processes uncovered through
causal approaches exhibit a structural consistency, allows us to effectively characterize
the isomorphism between physical changes and changes in conscious experience. That
is, changes in physical states imply alterations in certain links within the causal chain of
the corresponding information space, which rigorously differentiate distinct information
states within that space, subsequently mapping to different conscious experience states.
Accordingly, Chalmers (2018) posits that this structural causality, built upon an information
spatial foundation, not only serves as the physical substrate for explaining the emergence of
consciousness but also functions as the meta-theoretical cornerstone for re-examining the

hard problem of consciousness.

3.3 Breaking Down Barriers to Machine Consciousness: Symbol Grounding, Physical
Grounding, and Emotional Grounding

Indeed, in the pursuit of understanding the nature of consciousness and ultimately unraveling
the mystery of the mind, research into machine consciousness, adhering to engineering
and technological traditions, has become a cutting-edge field of exploration for artificial
intelligence scholars over the past decade or so. Since 2003, research exploring the nature
of machine consciousness and its potential realization has largely unfolded along three
trajectories: purely algorithmic intelligence, brain-like intelligence, and brain-machine
integrated intelligence. However, as previously stated, the primary impediment to artificial
intelligence’s development over six decades is that machines have yet to escape the fate
of being mindless machines, and the crux of this obstacle can be attributed to three major
grounding bottleneck issues. Specifically, through an examination of the historical stages of
artificial intelligence development as outlined below, we contend that resolving these three
bottleneck issues necessitates advocating for a research approach that integrates top-down
symbolic computation with bottom-up statistical computation.

The 60-year history of artificial intelligence can be demarcated into two 30-year periods,
dominated by two distinct approaches: the top-down approach and the bottom-up approach.
The first 30 years can be termed the “symbolic computation™ era, characterized by a top-
down approach that primarily utilized classical logical inference, with landmark achievements
including the development and application of general problem solvers, knowledge
representation, and expert systems. The subsequent 30 years, from the 1980s onwards, can
be called the “statistical computation” era, an era dominated by a bottom-up approach where
neural networks and machine learning progressively gained prominence, exemplified by the
breakthrough achievements of AlphaZero. However, the primary challenge for knowledge

representation based on logical symbols is the problem of ungrounded representational
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symbols (Chen 2018). That is, the syntax and rules of symbols cannot directly reflect their
semantic relationship with the external world; this semantic content can only be acquired
through the interpretation of the programmer. Searle contends that machines cannot possess
minds like humans because they lack humans’ innate original intentionality or intrinsic
intentionality. Hence, Harnad (1990) introduced artificial intelligence’s “symbol grounding
problem,” explicitly stating that the intentionality problem of the Chinese Room constitutes
another form of artificial intelligence’s symbol grounding problem, and attempted to propose
a representation-based “hybrid non-symbolic/symbolic model” solution, which proved
unsuccessful."’

Beginning in the mid-1980s, the subsequent three decades of artificial intelligence ushered
in a new era primarily employing probabilistic statistical modeling, machine learning, and
stochastic algorithms as key tools. The central challenge during this period focused on
enabling the behaviors of artificially modeled agents to be physically grounded, thereby
shifting the foundation for resolving artificial intelligence grounding issues from abstract
symbols to the study of robotic sensorimotor systems. Brooks, who has consistently opposed
representational approaches to problem-solving, first proposed the “physical grounding
hypothesis” in artificial intelligence (Taddeo & Floridi 2005): If artificial intelligence has
a physical structure that directly interacts with the dynamic external world, then intelligent
behavior grounds itself in the situated interactions between the artificial intelligence agent
and its environment through embodiment. This renders symbolic representations entirely
unnecessary, since the world itself is the best representation. Brooks built the “subsumption
architecture,” which enables multiple artificial intelligence agents to generate direct
perceptual experiences with the external world without explicit representations. In 2008,
Anderson advanced his own version of the physical grounding hypothesis, offering a more
general account of how human thought and language ground themselves in embodied
cognition centered on bodily motor experiences (Barsalou 2008). Precisely on this basis,
scholars in recent years have argued that the early “Turing test,” which relies solely on
linguistic dialogue, is outdated and should yield to standards that test intelligence through
cognitive tasks in real physical and social environments—for instance, benchmarks involving
delivery robots that comprehend the external world’s meaning or caregiving robots that
understand human emotions. This shift, in turn, underscores that the “emotional grounding
problem” will pose the greatest bottleneck in artificial intelligence’s future development. The
emotional grounding problem arises, on one hand, from deep explorations into trustworthy
and responsible artificial intelligence, and on the other, its solutions draw profound influence

from the top-down and bottom-up integrated approaches that Luciano Floridi and others

"% In a hybrid model, agents derive “iconic representations” of objects via sensory mechanisms to differentiate individuals—
much like the distinct retinal projections produced by a white cat versus a black cat. Operating in tandem, neural networks
abstract commonalities from these sensory icons to generate “categorical representations,” thereby enabling symbolic
labeling (e.g., “cat”). Consequently, the system identifies and classifies diverse individuals (e.g., “white cat” and “black cat”)

exhibiting these shared traits into a unified category (cat).
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advocate (Taddeo & Floridi 2005).

With the debates surrounding the “Al singularity problem” in 2015-2016 and the advent
of AlphaGo, a pervasive atmosphere of apprehension emerged globally, permeating both
the public sphere and the intellectual community, regarding the potential future harms to
humanity posed by AGI. The international community gradually shifted its focus from the
development of pure artificial intelligence technology to that of value-based technology, and
establishing an ethical framework for trustworthy artificial intelligence became a high priority
for governments and the scientific and technological community. Against this backdrop,
the questions of how to build trustworthy artificial intelligence and whether AMAs capable
of discerning good and evil can be constructed have concurrently risen on the agenda for
engineering technology and even governmental decision-making. Since Gianmarco Veruggio
introduced “roboethics” in 2004, debates in artificial intelligence ethics have largely
confined themselves to engineering and technical domains, impeding advancement toward
philosophical inquiries into autonomous AMAs. In fact, Wendell Wallach and Colin Allen
(2017) proposed a combined top-down and bottom-up approach to construct AMAs, enabling
robots to discern right from wrong. Perhaps because this idea was too avant-garde, it did not
garner widespread attention. It was not until after 2016 that the issue of constructing AMAs
began to attract increasing attention, driven by a heightened awareness of the social risks
posed by robotics technology and practical demands. The author proposes the “emotional
grounding problem of artificial intelligence,” which is a preliminary study focusing on
whether and how to construct AMAs. We contend that in a human-machine coexistent
world, one of the conditions for artificial intelligence and humans to achieve mutual trust and
harmonious coexistence is the reasonable resolution of the emotional grounding problem.

As we know, today’s artificial intelligence neither possesses moral consciousness nor
can it be held morally responsible for its actions. For instance, Al Watson, the winner of
“Jeopardy!” competition, is merely a knowledge and information retrieval system that does
not comprehend the semantic meaning of linguistic symbols within its competition knowledge
base; the conversational robot Sophia is merely a pre-programmed, big-data-corpus-driven
voice response system with expressions, unable to engage in genuine emotional interaction
with humans; AlphaGo offers no reasonable explanations for its moves; and autonomous
vehicles have never been tested with children in real-world road scenarios. This is because
current artificial intelligence entities are not autonomous agents capable of independent
action, nor are they intentional agents; they can neither provide reasons for their behavior
nor bear moral responsibility. Crucially, contemporary machines lack genuine consciousness
and conscious experience; they are not yet moral agents with emotional motivations capable
of discerning good from evil. So, what conditions must artificial intelligence satisfy to
be designated an AMA? What are the approaches for constructing AMAs? Based on the
previous examination of the historical stages of artificial intelligence and from the perspective
of generalized embodied cognition, merely following the classical symbolic computation

approach—that is, a top-down implantation of a clearly described set of moral rules into

LIU Xiaoli



Approaches to the Interdisciplinary Integration of Philosophy and Cognitive Science 479

machines—cannot construct AMAs. Concurrently, achieving AMAs solely through a bottom-
up, deep learning-based statistical computation approach is also highly limited. This is
because, currently, machines relying solely on statistical computation cannot autonomously
extract information from the real world, perform practical inference to achieve environmental
goals, make real-time moral judgments, or act appropriately based on moral beliefs. This
limitation stems from machines’ inability to generate moral sensitivity and behavioral
intentionality triggered by emotion, thereby making appropriate moral judgments to guide
their own actions.

To further investigate how to construct an appropriate cognitive architecture of mind and
achieve emotional grounding for artificial intelligence agents, it is necessary to introduce

ERIN13

three dimensions—“emotional trigger,” “credit assignment,” and “practical inference”—
to theoretically define the core characteristics that AMAs should possess. The fundamental
conclusion is that AMAs are moral agents possessing practical wisdom within a real-time
social environment, implying that AMAs are intelligent agents capable of credit assignment
and practical inference, triggered by emotional motivations.

Marvin Minsky once proposed that human cognition is triggered by emotional motivations:
Emotions are triggers for different human ways of thinking: Every shift in an emotional state
activates certain cognitive resources in the brain while deactivating others, thereby altering
the brain’s mode of operation, whether for common sense thinking, logical reasoning,
intelligent learning, or self-reflection (Minsky 2016, 26). Furthermore, humans can achieve
more learning outcomes through few-shot learning, not only excelling at learning specific
connections between things but also creating universal structures explaining why they
are connected, thereby seeking general patterns of correlation. This implies that humans
possess the capacity to seek methods for representing external objects, to acquire means
for representing internal mental states, and to exhibit metacognitive abilities for modifying
their own behavior. This constitutes humanity’s capacity for “credit assignment,” and the
human capacity for credit assignment is our most significant ability distinguishing us from
other animals (Minsky 2016, 52, 283). From the perspective of philosophy of psychology
and human cognition, a truly moral AMA, capable of discerning good from evil, signifies a
cognitive agent that satisfies the following conditions: Firstly, it is an independent cognitive
agent that acts based on representation, capable of moral sensitivity triggered by emotion,
acquiring beliefs based on perceptual experience of the situation, and engaging in intentional
actions; secondly, it is an autonomous agent capable of achieving more learning outcomes
through few-shot learning and possessing the credit assignment ability to seek general
patterns for causal reasoning; finally, it should be an autonomous agent capable of setting its
own behavioral goals, possessing metacognitive abilities for self-reflection, and proactively
achieving its goals through practical inference, prediction, and planning via autonomous deep
learning and self-training.

Currently, one preliminary approach for constructing AMAs involves establishing a

cognitive architecture of the mind to fulfill certain requirements at a local functional level.
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When Allen Newell, an advocate of AGI in the 1980s, proposed the concept of cognitive
architecture of mind, he aimed to reconstruct the functional structure of the brain at an
abstract level and explain all cognitive functions of the mind—such as perception, memory,
learning, reasoning, planning, emotion, and language—thereby achieving unified theories
of cognition. Since 2010, a new generation of AGI scholars has sought to construct AMAs
through hybrid algorithms, adopting an interdisciplinary approach; one viable approach
is the redesign of a new generation of cognitive architectures of mind that integrate both
symbolic computation and statistical computation. For instance, in 2017, John E. Laird et
al. championed the establishment of a standard model for human-like mind architecture,
an endeavor aimed at creating a general computational framework applicable to multiple
interdisciplinary fields, including artificial intelligence, cognitive science, neuroscience,
and robotics. Previously, classical cognitive architecture models were predicated on purely
symbolic processing. However, with advancements in brain science regarding consciousness
research and breakthroughs in new technologies like neural network deep learning, a new
generation of cognitive architectures has begun to draw upon methods from brain-inspired
artificial intelligence research. These hybrid models incorporate forms such as Bayesian
learning and reinforcement learning, feature large-scale parallel operations both within and
between modules, and still retain space for serial symbolic operations, thereby offering greater
possibilities for the technical realization of AMAs (Laird, Lebiere, and Rosenbloom 2017,
13-26). More crucially, discussions of AMAs confined solely to the level of local functional
implementation are severely limited. Only by embracing the embodied-interactive conception
of generalized embodied cognition and cultivating a favorable socio-technical environment
can machines gradually evolve increasingly sophisticated moral intuitions. This, in turn,
enables them to develop genuine autonomy, agency, interactivity, and adaptability, founded
on an understanding of the physical world, the meaning of human behavior, and the social
implications of human-machine coexistence, thereby realizing this evolutionary objective.
Concurrently, we contend that an ideal, trustworthy moral agent, one that both upholds human
values and considers machine interests, ought to be a human-machine integrated extended
cognition system with coexistent human-machine autonomy. The moral responsibility for
such a system’s actions should be distributed or jointly borne by a network of multiple
human-machine agents. Naturally, whether artificial intelligence can genuinely evolve into
a moral agent remains a lengthy path of exploration. This evolutionary environment also
necessitates our theoretical research and practical assessment of the boundaries and risks of

autonomous systems for moral agents.

4 Conclusion
The preceding examination of several core domains within cognitive science has revealed
how a bidirectional challenge between cognitive science and philosophy has fostered effects

that mutually advance both philosophical and scientific development. This bidirectional
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effect further prompts us to consider a pressing question: What academic responsibilities
should scholars in the philosophy of cognitive science undertake in the future? Herein,
we advocate a “moderate naturalism,” positing that philosophical inquiry into mind and
cognition should shift from purely speculative or armchair philosophy, confined to conceptual
analysis, towards a naturalistic approach that respects empirical scientific evidence and draws
upon cutting-edge research in cognitive science. This “moderate” stance also denotes the
compatibility of naturalism’s ideas and methods, embracing both the analytic philosophical
tradition and the academic resources of naturalized phenomenology. Scientific research
and meaningful philosophical debate on consciousness should prioritize the appropriate
integration of first-person and third-person research methodologies. In research concerning
AMAs, we advocate for a hybrid design that integrates top-down symbolic computation with
bottom-up statistical computation. More significantly, on the future path of cognitive science
exploration, we advocate for concerted efforts between philosophers and cognitive scientists.
To this end, the specific recommendations are: first, to draw upon international experience to
accelerate alliances between philosophers and cognitive science scholars, thereby advancing
the disciplinary institutionalization within China; second, to encourage the establishment
of high-level interdisciplinary teaching and research platforms, exploring new avenues for
the cross-integration of philosophy and cognitive science; and third, to promptly dismantle
disciplinary barriers between secondary disciplines within the Chinese university system,
integrating theoretical research in the humanities with empirical research.

Since the turn of the 21st century, most philosophers have advanced concurrently in
unraveling the essence of the human mind, transcending the rigid divisions between analytic
philosophy and phenomenology. People are gradually realizing that the rigid demarcation
between first-person and third-person perspectives has precisely fueled debates surrounding
the “hard problem of consciousness” and the “explanatory gap.” Concurrently, it was the
shared critique of classical Cartesianism by analytic philosophers and phenomenologists
(Bechtel et al. 1996) that fostered the concept of “embodiment” as the program of second-
generation cognitive science. Generally, analytic philosophers excel at conducting conceptual
analysis and logical argumentation, constructing thought experiments, and examining the
foundational hypotheses and normative conditions of experiments in cognitive science, as
well as analyzing the intrinsic logic and causal connections of evidence. Phenomenologists,
conversely, are adept at elucidating the internal structure of mind and cognition by adopting
the perspectives and concepts of the lifeworld. Chalmers (2004) observed that first-person
and third-person perspectives are merely different ways of viewing consciousness; when
we observe a conscious system from a third-person perspective, what emerges is a series of
objective phenomena related to specific behaviors and neural activities. When observed from
a first-person perspective, a conscious system manifests a series of subjective phenomena.
However, for Damasio, Varela, and Gallagher, the so-called third-person objective
explanation is one formulated by a community of living subjects, and the description of these

living subjects, like first-person explanations, is embodiedly embedded within nature, society,
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and the world. To bridge the dichotomy between subjective and objective, first-person
methods are integrated into the constitutive elements of third-person methods, particularly
manifest in the construction of experimental hypotheses, the design of experimental protocols,
the analysis of experimental data to interpret conclusions, and the precise elicitation of first-
person reports during the training of subjects for conscious activities. Damasio, a cognitive
scientist and phenomenologist whose work spans philosophy, life sciences, psychology,
and neuroscience, has profoundly influenced numerous laboratory scientists through his
research on the deep connections among life, sentience, emotion, and self-consciousness. His
astonishing works, Descartes’ Error, The Feeling of What Happens, Self Comes to Mind, and
The Strange Order of Things. Life, Feeling, and the Making of Cultures, redirected the study
of emotion back into mainstream science, demonstrating that the mind cannot be constructed
by relying solely on the nervous system. Furthermore, a mere description of nervous
system functions cannot explain the constructive role of biological foundations in cultural
cognition, necessitating a re-understanding of the themes of mind, feeling, self, thought, and
consciousness from the perspective of life’s origin, adaptation, and evolutionary processes.

The discovery of mirror neurons and subsequent scientific research exemplify an
international collaboration between scientists and philosophers. In 1992, Giacomo Rizzolatti,
then president of the European Brain and Behaviour Society, discovered the “mirror neuron”
mechanism in the brains of rhesus macaques by studying the working principles of their
premotor cortex neurons. Subsequently, other scholars identified the same mechanism
in human brains, providing crucial cognitive scientific explanations for how humans
develop empathy, acquire imitative learning abilities, establish self-other relationships, and
share worldly experiences. This discovery has been hailed as one of the most significant
psychological achievements of the 20th century. Moreover, Corrado Sinigaglia, an Italian
scholar of philosophy of science, spent years collaborating with Rizzolatti in the laboratory
on philosophical research and co-published numerous cutting-edge works. In 2006, their
co-authored book, Mirrors in the Brain: How Our Minds Share Actions, Emotions, and
Experiences, became widely circulated within both philosophical and psychological
circles, its influence even extending to research on brain-like intelligence and machine self-
consciousness. Around 2004, neuroscientist Georg Northoff et al., through neuroscientific
experiments, proposed the hypothesis of “cortical midline structures” responsible for self-
attribution and self-consciousness, providing new avenues for philosophical debate on self-
consciousness. This hypothesis, alongside Ulric Neisser’s 1995 five-dimensional account of
the self, has become a crucial theoretical basis for contemporary explorations into human and
machine consciousness, as well as the human and machine self (Liu 2020, 129-149).

Zhu Jing (2019) once proposed that in the study of the nature of cognition, due to
differences in specialized training and working methods, philosophers typically cannot
conduct sophisticated controlled experimental research like psychologists and neuroscientists,
nor can they systematically collect linguistic data or engage in in-depth fieldwork like

linguists and anthropologists, nor are they capable of constructing complex computational or
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mathematical models like computer scientists and mathematicians. However, philosophers
excel at critical thinking, are adept at conceptual and logical analysis, are skilled at distilling
argumentative structures in thought and reasoning processes, and are courageous in proposing
alternative perspectives, possessing a strong historical perspective and reflective spirit. These
professional skills and intellectual traits enable philosophers to play a unique role in the
enterprise of cognitive science.

The introduction of cognitive science to China began in the mid-1980s, but the development
of cognitive science truly integrated with philosophy still remains slow in the country. Over
the past three decades, fields such as psychology, neuroscience, and artificial intelligence
have experienced rapid development in China, with publishing papers in mainstream
international academic journals and conferences becoming the norm for these disciplines.
However, original philosophical explorations of experimental research are few, a situation
closely related to the fact that most Chinese cognitive scientists lack sufficient philosophical
thinking, and the philosophical community lacks in-depth exchanges with cognitive scientists.
To break down professional barriers between the humanities and sciences and integrate
resources from different fields of philosophy and cognitive science, thereby combining
theoretical research in the humanities with empirical science, should be one of the effective
ways to change this situation."

A significant future direction worthy of attention lies in social cognition and cultural
cognition. The unique cognitive characteristics forged by distinct modes of thought and
daily experiences across different regions, along with belief discrepancies and the roots of
cultural conflicts among individuals and groups within Eastern and Western cultural contexts,
collectively provide a rich, multifaceted perspective for interdisciplinary research in cognitive
science and experimental philosophy, with vast empirical evidence and big data resources
awaiting novel interpretations and applications. We contend that by integrating philosophical
frontier concerns and critical thinking with empirical research methods from cognitive
science, and by focusing on specific issues within diverse contexts through cross-cultural
East-West comparative studies, Chinese philosophers will not only produce original results
that address Chinese problems and embody Chinese cultural heritage, but through long-
term academic accumulation and the gradual maturation of disciplinary institutionalization,
they will also create new knowledge and ideas shared among global communities, fostering
diverse understandings in the pursuit of truth regarding the human mind and the essence of
cognition, thereby contributing Chinese wisdom to resolving the world’s present and future

challenges.

" Since 2003, the “Mind and Machine Academic Seminar,” involving Chinese scholars from logic, philosophy, linguistics,
psychology, artificial intelligence, and neuroscience communities, has convened 16 national conferences to date in China,
greatly promoting dialogue and exchange among interdisciplinary academic communities. Furthermore, the Chinese Society
for Cognitive Sciences was established in 2013, fostering exchange and cooperation among various branches of cognitive
science. In 2018, the School of Philosophy and the Department of Psychology at Renmin University of China collaboratively

established the first interdisciplinary platform for Philosophy and Cognitive Science, bridging the humanities and sciences.
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