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ABSTRACT

With the rapid development of Artificial Intelligence of Things (AloT) technology, its adoption in the field of smart
healthcare is becoming increasingly pervasive. Leading cloud service providers like IBM Watson Health now offer
neural network inference services tailored for smart healthcare applications - users simply need to send data to
the server to get the diagnosis results. However, a growing concern arises regarding the potential compromise
of user privacy. Currently, researchers propose the use of secure multi-party computation and homomorphic
encryption techniques to address this issue. Nevertheless, further exploration and improvement are needed to
mitigate the side effects, such as increased latency and challenges in meeting real-time monitoring requirements.
In this paper, we propose a secure homomorphic encryption-based inference framework named SecureBadger for
two typical medical inference scenarios: disease diagnosis based on image analysis and health monitoring with
smart wearable devices. We design two inference modes—large-scale batch inference and small-scale low-latency
inference. Additionally, different ciphertext packaging schemes are designed to enhance inference efficiency for
different inference modes, different input data types and different network layers. Experimental evaluations are
conducted on several datasets, and the results indicate that SecureBadger can significantly reduce the inference

time overhead in both inference modes.

1. Introduction

Artificial Intelligence of Things (AIoT) [1] merges Artificial Intelli-
gence (AI) and the Internet of Things (IoT) to enable data collection,
analysis, and decision-making by connecting physical devices and sen-
sors while employing Al algorithms. In the domain of smart healthcare
[2], AIoT technology has tremendous potential. Specifically, medical
data are collected through AIoT devices, including imaging data from
medical devices and physiological parameters of patients. Then, neu-
ral network models are employed to perform analysis and inference on
these data, thereby assisting healthcare practitioners in making timely
and more accurate diagnostic and treatment decisions. However, con-
structing a robust neural network model demands training with a sub-
stantial amount of data. Due to limitations in computational and data
resources, some healthcare institutions and individuals may not be able
to leverage the potential of neural network models. To tackle this is-
sue, specific cloud service providers, such as IBM Watson Health and

GE Healthcare, have introduced specialized inference services based on
deep learning for institutional and individual users in the healthcare
sector. Consider the following two scenarios:

In Scenario One, the Radiology Department of a hospital generates
a large volume of imaging data on a daily basis. Radiologists can take
advantage of neural network services for disease prediction using the
imaging data [3,4]. This would help optimize the allocation of medical
resources and reduce errors in the diagnostic process due to variations in
individual doctor’s knowledge, skills, and experience. In addition, given
the increasing volume and complexity of patient imaging data, the in-
corporation of deep learning techniques in radiology practice can signif-
icantly enhance the efficiency and productivity of healthcare providers.
In Scenario Two, patients actively track their health in real-time through
wearable medical devices [5]. These compact medical devices continu-
ously collect the patient’s physiological data and transmit it to the cloud
for analysis by neural networks, enabling instantaneous monitoring and
inference of the patient’s health status. In case of any abnormalities or
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emergencies, the health data and inference results would be automati-
cally reported to a doctor for timely intervention. The ample computa-
tional capacity of the cloud and the offering of 24/7 service guarantees
minimal latency in inferring the patient’s condition.

However, medical data often carries sensitive information, and send-
ing it to 3rd-party cloud servers for neural network inference may raise
privacy and security concerns. Researchers are dedicated to developing
secure neural network inference on cloud servers while safeguarding
privacy. Cryptographic techniques, including Differential Privacy (DP)
[6], Secure Multi-party Computation (MPC) [7], and Homomorphic En-
cryption (HE) [8], have been extensively studied for this purpose. Since
differential privacy requires adding noise to the input data to protect
data privacy, it inevitably affects the accuracy of model inference. Ad-
ditionally, when dealing with complex data, the noise added by differen-
tial privacy may disrupt the data structure, further reducing the model’s
predictive capability. Therefore, differential privacy is not suitable for
medical fields where high inference accuracy is required [9,10]. Secure
multi-party computation not only incurs significant communication and
computation overheads, but also requires users and servers to jointly
perform the computations. Considering the limited computational re-
sources on users’ terminal devices, secure multi-party computation is
not suitable for low-latency neural network inference. Homomorphic
encryption is known for its capability to perform computations on en-
crypted data without decrypting it first. However, employing homo-
morphic encryption for secure inference involves intricate operations
like matrix multiplication and ciphertext rotation. As the complexity
of neural network models increases, the efficiency of inference gradu-
ally diminishes. Additionally, existing research solutions often prioritize
maximizing throughput [11-14], which employ a single inference ser-
vice to process a large number of samples and provide predictive results.
This results in higher latency for the inference of individual samples. In
medical inference, especially for real-time health monitoring, such high-
latency inference cannot meet the demand for immediate processing and
timely results. Moreover, some homomorphic encryption schemes can
only operate on integers [15,16]. When performing neural network in-
ference, it is necessary to quantize both the data and model parameters
into integers, potentially impacting the accuracy of the model.

In this paper, we focus on the privacy and security issues in mod-
ern medical inference involving AloT devices and cloud-based health-
care service providers. Our proposed framework, SecureBadger, utilizes
CKKS [17] (Cheon-Kim-Kim-Song) homomorphic encryption technology
to achieve robust security and privacy preservation during inference.
This approach ensures that encrypted data can be processed without
significant loss of accuracy, thereby maintaining the integrity of the in-
ference process. Furthermore, CKKS supports operations like addition
and multiplication on ciphertexts with controlled noise growth, which
helps in preserving the accuracy of the results over multiple computa-
tions. The major contributions of this work are as follows:

1. We design SecureBadger to work in two inference modes, batch
inference mode and low-latency inference mode, for two practical
medical inference scenarios. For large-scale medical image analy-
sis, the batch inference mode performs concurrent inference on a
batch of data, which can complete the inference in a much shorter
time and reduce the average inference time for each piece of data.
On the other hand, for real-time health monitoring with wearable
healthcare, the low-latency inference mode is employed to timely
obtain the inference result, meeting the real-time requirement.

2. We develop several ciphertext packaging algorithms tailored for
different inference modes, different input data types and different
network layers, to reduce the number of multiplication operations
and ciphertext rotations during the inference process.

3. We conduct experimental evaluations on several datasets, and the
experimental results show that SecureBadger can substantially en-
hance the inference efficiency in both modes while incurring only
a minimal cost in terms of accuracy.
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2. Related work

In this section, we present the evolution and application of homo-
morphic encryption in machine learning inference. The unique capabil-
ity of homomorphic encryption that allows computations on ciphertext
without revealing the underlying plaintext makes it well-suited for se-
cure and privacy-preserving machine learning inference tasks. In recent
years, many researchers have studied the use of homomorphic encryp-
tion in this context.

2.1. High throughput inference scheme

Dowlin et al. [11] introduced CryptoNets, which employs fully ho-
momorphic encryption and polynomial approximation to achieve secure
inference on neural networks using encrypted data. Additionally, Single
Instruction, Multiple Data (SIMD) technology is utilized to enhance the
computational efficiency of homomorphic encryption. In CryptoNets,
a 9-layer convolutional neural network is constructed and applied to
the MNIST dataset, achieving a 99% accuracy rate. The model demon-
strated the capability to predict 51,000 encrypted data instances per
hour. Hesamifard et al. [12] proposed CryptoDL, which tackles the
challenge of polynomial approximation for non-linear functions in se-
cure inference based on homomorphic encryption. They designed ap-
proximation methods for activation functions like Relu, Sigmoid, and
Tanh, effectively balancing efficiency and accuracy. This approach can
achieve high inference accuracy with low-order polynomials. CryptoDL
demonstrated a 99.52% accuracy on the MNIST dataset and the ca-
pability to predict 16,400 data instances per hour. Chou [13] et al.
introduced FasterCryptoNets, which reduces the ciphertext multiplica-
tion operations by eliminating network parameters. Additionally, the
model utilizes maximum sparse coding to derive optimal approxima-
tion schemes for activation functions. However, the above-mentioned
high-throughput inference schemes have high latency in single-image
inference, making them unsuitable for tasks with real-time inference re-
quirements. Moreover, the encryption methods used in these approaches
are mostly BFV [15] or its variants. Due to the characteristic of such
encryption schemes that they can only operate on integers, parameter
quantization of neural networks is required for inference, potentially
impacting the accuracy of inference.

2.2. Low-latency inference scheme

Brutzkus et al. [18] proposed the LoLa low-latency inference method
based on vectorization principles. Specifically, they devised an opti-
mized encoding approach and incorporated transfer learning techniques
into secure inference. The proposed method can make single-image in-
ference within a time frame of 2.2 seconds. Encrypted Vector Arithmetic
(EVA) [19-21] is a general-purpose language for FHE computation,
which includes a domain-specific compiler for Deep Neural Network
(DNN) inference. On the other hand, Bourse et al. [22] and Chillotti
et al. [23] proposed using the TFHE scheme [24] to evaluate discrete
neural networks. While they can evaluate neural networks of arbitrary
depth at constant cost, the delay is not better than [20] due to the higher
cost of each arithmetic operation.

2.3. Hybrid protocol inference scheme

Juvekar et al. [25] proposed GAZELLE, a scalable and low-latency
neural network inference system in which linear computations lever-
age Packed Homomorphic Encryption (PAHE) and non-linear compu-
tations make use of garbled circuits. MP2ML [26] extends nGraph-HE
[27], a homomorphic encryption framework compatible with existing
deep learning frameworks. It implements conversions between CKKS
and ABY [28] to address privacy leakage concerns when evaluating
non-polynomial functions in nGraph-HE. Zhang et al. [29] developed
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Greedy computation for Linear Algebra (GALA) to address the opti-
mization challenges in linear computations for secure neural network
inference. Specifically, GALA can reduce the overall computational over-
head by minimizing the costly rotation operations in linear operations
based on homomorphic encryption. Liu et al. [30] proposed Sonic, a
lightweight secure neural network inference system that leverages secret
sharing techniques to enable efficient CNN inference in the cloud, ensur-
ing protection of both user data and proprietary models while achieving
significant bandwidth savings and high-performance results. However,
neural network inference based on hybrid protocols has poor portability
and shows challenges in adapting across different types of models.

3. Preliminaries

In this section, we briefly introduce the foundational knowledge and
techniques used in our proposed inference framework SecureBadger,
including the CKKS fully homomorphic encryption scheme, ciphertext
packing, homomorphic matrix multiplication, and Convolutional Neural
Networks (CNNSs).

3.1. Full homomorphic encryption scheme

Since the introduction of bootstrapping [31] and the first fully ho-
momorphic encryption scheme [32], this field has undergone rapid de-
velopment. Various FHE schemes, primarily based on the Ring Learning
with Errors (R-LWE) [33] hardness assumption, have been proposed.
BFV [15], BGV [16], and CKKS [17] are commonly used FHE schemes.
In this paper, we choose CKKS as the encryption scheme since it is
currently the most efficient method for performing approximate homo-
morphic computations over real and complex numbers. In contrast to
integer-based encryption schemes like BGV and BFV, CKKS can maxi-
mally preserve the precision of data and model parameters during en-
cryption, thereby minimizing errors in ciphertext inference. The CKKS
homomorphic encryption scheme is constructed as follows.

3.1.1. Setup

Select the appropriate basis p > 0, modulus g, let g, = p,0<I<L.
Here, L represents the upper limit of depth. In the CKKS encryption
scheme, each ciphertext corresponds to a depth, totaling L levels. The
modulus for any layer 1 is represented by ¢, in the subsequent context.
Then, a security parameter A is chosen, and the parameter M = M (4, q;)
represents the cyclotomic polynomial. We select a uniform random dis-
tribution y, related to the private key, an error distribution y,, and a
random distribution y, for encryption.

3.1.2. Key generation algorithm

Extract a < R, . Randomly select secret key s from set y; and noise
e from set y,. Suppose the private key is sk < (1, s) and the public key is
pk < (b,a) € R‘ZIL’ where b= —a- s +e(modqy ). Next, extract a’ « Ryq,
and ¢/ < y,, and re-linearize public key evk « (V',d’) € RsL, where

b «—ad -s+e + P-s?(modP - q;). Finally, output (sk, pk, evk).

3.1.3. Encryption and decryption algorithms

Encryption algorithm Enc, (m): Select v < y, and e, e, < x,. For
the plaintext polynomial m, output a ciphertext ¢ = v - pk + (m +
ey, ep)(modq)).

Decryption algorithms Dec;(c): For ciphertext ¢ = (cy,c;) € R;L,
output plaintext polynomial m = cy + ¢; - s(modqy ).

3.1.4. Homomorphic addition and homomorphic multiplication
Homomorphic addition Add(c,c’): For two ciphertexts c,c’ € R?L,
output ¢ 4y < ¢ + ¢’ (modg;).
Homomorphic multiplication Mul(c,c’): For two ciphertexts ¢ =
(by,a)) € RgL and ¢’ = (by,ay) € RLZIL, compute (dy, d;,d,) = (b - by, a -
by +a, - by,ay - ay)(modq;). Here, dy = b, - by(modq,), d| =ay - b, +a, -
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Fig. 1. Homomorphic ciphertext matrix rotation operations.

b;(modq;) and d, = a; - a,(modq;). Then, perform the re-linearization
operation and output c,,,; < (dg,d;) + | P~! - d, - evk](modq,).

3.2. Ciphertext packing and matrix multiplication

In homomorphic encryption, the ciphertext packaging technique
[11,34] plays a crucial role in enhancing computational efficiency. This
technique allows multiple values to be encrypted within a single cipher-
text, which can then be processed using Single Instruction, Multiple Data
(SIMD) operations. This is particularly advantageous because it enables
parallel processing of multiple data points, thus improving the overall
performance of encrypted computations. Specifically, plaintext values
are first encoded into polynomial form and stored in a polynomial ring,
with each encoded value referred to as a plaintext slot within this ring.
These polynomials are then encrypted into ciphertexts, where each ci-
phertext contains multiple values. Homomorphic encryption leverages
this packing to support batch processing of operations such as addition
and multiplication. This approach effectively amortizes time complexity
and space requirements, leading to enhanced computational efficiency
and reduced operational overhead.

However, manipulating individual plaintext slots within ciphertexts
can be challenging, as standard ciphertext operations do not allow for
direct alteration of specific slot elements. To address this, techniques
such as slot rotation are employed. Slot rotation, a fundamental oper-
ation in homomorphic encryption schemes, rearranges elements within
a ciphertext by shifting them by a specified number of positions. For
example, rotate(A, 1) represents a right shift of matrix A by one ele-
ment, moving each element to the adjacent position. This operation is
implemented through two primary matrix transformations: incomplete
column shift and row shift, which can be viewed as higher-level en-
capsulations of the basic rotation functionality. As shown in Fig. 1, the
incomplete column shift rotates elements within each column by a spec-
ified offset, enabling targeted access to specific slots, while the row shift
rotates entire rows, aligning slot elements across different rows. It is im-
portant to note that, in the context of encryption, the matrix is stored
in a vectorized form. Although incomplete column shift and row shift
are regarded as matrix operations, they are essentially implemented by
rotating the underlying vector by a specific number of elements. For in-
stance, a row shift corresponds to rotating the vector by a multiple of
the row length, whereas an incomplete column shift corresponds to ro-
tating by a smaller stride. Thus, from the perspective of rotation, the
key difference lies in the number of elements being rotated, rather than
the nature of the operation itself.

In convolutional neural networks, convolution operations can be
viewed as a form of matrix multiplication. When using homomorphic
encryption for secure neural network inference, the input data and
network model parameters are encrypted separately into different ci-
phertexts, and matrix multiplication is performed on these encrypted
data. Due to the limitations of ciphertext operations, matrix multipli-
cation only yields a Hadamard product. To obtain the desired result, a
series of rotation and summation operations are required. However, ro-
tation operations introduce significant computational overhead. There-
fore, optimizing the ciphertext packing algorithm to reduce the number
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of ciphertext rotations in homomorphic matrix multiplication is crucial
for improving efficiency. Fig. 2 presents a single homomorphic convo-
lution operation, in which the data matrix is multiplied with the filter
matrix.
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Fig. 2. Ciphertext convolution operation.
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3.3. Convolutional neural network

A Convolutional Neural Network (CNN) is a type of deep feedfor-
ward neural network known for its proficiency in processing images,
especially in tasks such as image recognition and classification. Typ-
ically comprising multiple neurons, a CNN is structured into various
layers based on the functionalities of these neurons. The commonly used
layers include convolutional layers, activation function layers, and fully
connected layers.

3.3.1. Convolution layer

In Convolutional Neural Networks, the convolutional layer plays a
crucial role. It effectively learns local patterns or features from input
data by utilizing convolutional kernels to identify specific patterns or
features in the data. The convolutional kernels slide over the input
data, performing convolution operations on local regions at each posi-
tion to extract features. The convolution operation essentially executes
element-wise multiplication of the input data and the convolutional
kernel, followed by the summation of the results. This process can be
viewed as a weighted sum of local regions in the input data, extracting
features from each region. By continually moving the convolutional ker-
nel, the convolution operations are repeated on the entire input data.
After the convolution operations, the original input data matrix is re-
duced in size because the size of the convolutional kernel is typically
smaller than that of the input matrix. This reduction can be seen as sub-
sampling or dimensionality reduction of the input data, enabling the
model to better learn the inherent structure and patterns of the data.
Fig. 3 illustrates the process using a custom filter with a size of 2*2 and
a stride of 1 convolving over an image with dimensions 3*3.

3.3.2. Activation function layer

In a neural network, each layer involves a linear summation process
for its input and output. The output of the next layer is essentially a
continuation of the linear transformation of the input function from the
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Fig. 3. Convolution operation.

previous layer. Without an activation function, regardless of how com-
plex the network structure is, the final output is a linear combination of
the input, limiting its capacity to model intricate problems. The intro-
duction of an activation function enables neural networks to learn and
approximate complex, non-linear relationships in the data. This capa-
bility allows the neural network to tackle more complex problems and
mitigate the issue of vanishing gradients during the training process.
Common activation functions include Rectified Linear Unit (ReLU), Sig-
moid, and Tanh. Currently, ReLU is the most widely used activation
function, expressed as: f(x) =max(0, x).

3.3.3. Fully connected layer

Typically located in the final layers of a Convolutional Neural Net-
work, the fully connected layer is used to map the learned distributed
feature representations to the sample label space. In the fully connected
layer, each node is connected to every node in the preceding layer. The
connections are represented by weights, forming a weight matrix. The
weighted sum for each node in the fully connected layer is calculated by
multiplying the input vector by the weight matrix through matrix-vector
multiplication. Therefore, the fully connected layer can transform the
feature space linearly from one space to another. It serves as the “clas-
sifier” in the entire convolutional neural network, making predictions
based on the learned features.

4. System model and security model
4.1. System model

The main goal of our secure inference framework is addressing pri-
vacy and security issues associated with cloud-based inference services,
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Fig. 4. Overview of SecureBadger workflow.

particularly in the contexts of medical image analysis and smart
wearable healthcare. Our system model involves the following enti-
ties:

1. Cloud Service Provider: cloud-based inference service providers
possess robust computing capabilities and abundant model re-
sources. They offer diverse neural network inference services and
data preprocessing tools to users.

2. Institutional user: such as the Radiology Department of a hospital,
holds a vast amount of medical imaging data. They need the neural
network inference services offered by the cloud server for secure
and privacy-preserving analysis of their imaging data.

3. Individual user: individual users carry wearable smart healthcare
devices that measure physiological data in real-time and send it
to the cloud server for inference of medical conditions. The real-
time monitoring of health status requires the cloud server to provide
low-latency analysis and prediction without the disclosure of user’s
sensitive information.

Our proposed SecureBadger framework supports secure and privacy-
preserving cloud-based inference services for both institutions (e.g., hos-
pitals) and individuals (e.g., patients). Specifically, SecureBadger tailors
its inference service into two modes to align with the distinct require-
ments of these two scenarios: the batch inference mode is designed for
institutional users who have a large amount of imaging data for anal-
ysis and diagnosis, while the low-latency inference mode is utilized to
serve individual users seeking real-time health monitoring. For large-
scale samples, the batch inference mode is employed to process multiple
samples simultaneously, enhancing the inference efficiency. For individ-
ual samples, the low-latency inference mode is used to ensure timely
inference.

4.2. Security model

In our security model, we consider the presence of honest-but-
curious entities that adhere to the execution protocols but attempt to
gain extra information from other entities. This model is widely adopted
in privacy-preserving deep learning scenarios [35-37]. Specifically, dur-
ing inference, the server may be curious about the data provided by the
user, while the user may also try to extract the model parameters used
by the server.

Within our SecureBadger framework, user data remains encrypted
throughout the model inference process on the server. The server per-
forms calculations on ciphertext, hence cannot obtain any meaningful
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information about the underlying data [38]. On the other hand, the
server sends only the model inference results to the user, without ex-
posing the model parameters. Our approach can ensure the security and
privacy of both user data and model parameters.

5. Our scheme

In this section, we introduce SecureBadger, our proposed inference
framework tailored for medical imaging diagnosis and real-time health
monitoring. To cater to distinct inference needs, we have devised var-
ious optimization algorithms for ciphertext packaging and developed
two modes: batch inference and low-latency inference. The batch mode
is designed to minimize overall inference time when diagnosing large
volumes of medical images, making it ideal for institutional settings
where efficient processing of large datasets is crucial. This mode lever-
ages advanced ciphertext packing techniques to optimize the processing
of extensive datasets, ensuring that even with a high volume of data, in-
ference can be completed in a timely and resource-efficient manner.
On the other hand, the low-latency mode is specifically designed to
meet the real-time demands of health monitoring. In this context, users
rely on neural network services to infer their real-time physiological
data. Given the relatively small scale of data collected in each time slot,
batch inference—while significantly reducing average inference time—
inevitably results in higher latency for small-scale data, making it less
suitable for health monitoring needs. SecureBadger addresses these chal-
lenges by integrating a meticulously designed low-latency mode tailored
for real-time health monitoring. This mode optimizes the processing of
both time-series and image data, which are often generated by wearable
devices such as portable ultrasound machines, fundus cameras, and der-
matoscopes. Handling image data requires more complex and resource-
intensive algorithms compared to time-series data, and our low-latency
ciphertext packing method is engineered to meet these demands while
maintaining compatibility across data types.

The workflow for SecureBadger is shown in Fig. 4. Upon receiving an
inference service request from a user, the server dispatches appropriate
data preprocessing tools based on the user type (institutional or individ-
ual) and their inference requirements. These tools seamlessly integrate
ciphertext packing algorithms, activation functions, and essential data
processing methods. Locally, users leverage these tools to prepare their
data, such as scaling and normalizing images, followed by arranging
the data using the ciphertext packing algorithms. In the inference pro-
cess, since the ReLU activation function involves a simple operation of
comparing the sizes of each element, it is executed concurrently with
the ciphertext encapsulation algorithm in the intermediate layers. Users
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then generate a key pair locally and homomorphically encrypt their
data using the public key. Subsequently, both the encrypted data and
the public key are transmitted to the server for secure inference. On
the server-side, model parameters are encoded using the received pub-
lic key, and multi-layer model inference is performed on the ciphertext
data. At each intermediate layer, the server transmits the inference re-
sults to the user for decryption and activation function execution. The
user processes these outputs, re-encrypts them, and sends them back to
the server for the subsequent layer of inference. This collaborative pro-
cess continues until the final layer of inference is completed, ultimately
delivering the inference results back to the user.

Algorithm 1 Single-channel convolutional coding.

Input: Matrix A : k grayscale images of size m X n, the structure is k X m X n.
Matrix B: j convolution kernels of size h X h, strides (p,q). batch size i, N
(The power of 2 closest to and no less than the size of 4 X h). Matrix C: j bias
values.

Output: Encrypted image matrix vector < ciphertext> D, plaintext convolution
kernel matrix vector < plaintext> E , plaintext bias matrix vector < plaintext >

~

1: set vector <ciphertext> D, vector <plaintext> E , vector <plaintext> F

2: for row: =0 to m — h with step p do

3:  for col: =0 to n — h with step ¢ do

4:  set vector <double> T

5 for img: =0 to i do

6 Extracts submatrix of size 4 X h from the current position (i, row, col)
of matrix A

7: Flatten the submatrix and pad with zeros to length N, add to vector

8: end for
9: Enc(pk,TI) append to D
10: end for
11: end for
12: for f : =0to j do
13:  set vector <double> J
14:  Extracts submatrix of size h X h from the current position (f, i, h) of ma-
trix B
15:  Flatten the submatrix and pad with zeros to length N, add to the vector
J
16:  encoding(pk,J) append to E
17: end for
18: F ditto
19: return vector < ciphertext> D, vector <plaintext> E , vector < plaintext >
F

Algorithm 2 Single-channel homomorphic convolution.

Input: Encrypted image matrix vector <ciphertext> D , plaintext convolution
kernel matrix vector <plaintext> E, and plaintext bias matrix vector <plain-
text> F , N (The power of 2 closest to and no less than the size of i X h)
Output: Convolution result vector < vector < ciphertext > > result

1: set vector <vector < ciphertext> > result

2: fori:=0to E.size() do

3:  setvector <ciphertext> temp

4. for j:=0to D.size() do

5 set ciphertext cipher

6 cipher « MultPlain(E;, D)

7: cipher < Rescale()

8 set ciphertext cip

9: cip < Rotate(1,cipher)
10: cipher < Add(cip,cipher)

11: Repeat steps 9 and 10, rotating 2,4,8.... Add until log;’
12: cipher < Add Plain(cipher, F;)

13: cipher append to temp

14:  end for

15:  temp append to result

16: end for

17: return result
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5.1. Batch inference

When an institutional user with a large volume of data requests in-
ference service (e.g., a hospital in need of medical image analysis for
diagnosis), the server enters the batch inference mode. To enhance in-
ference efficiency, we develop multiple ciphertext packaging algorithms
based on the type of input images (i.e. single-channel or multi-channel)
and for different network layers. The ciphertext packaging algorithm in-
tegrates them into the data processing tool. In neural network inference,
different ciphertext packaging methods are employed for each network
layer to maximize the utilization of ciphertext slots and minimize the
computational overhead. By embedding local information from multi-
ple images into a single ciphertext, the model can handle a large number
of predictions in a single inference. Next, we present the ciphertext pack-
aging algorithms and the calculation process for each network layer in
batch inference mode.

5.1.1. Convolutional layer

In convolutional layers, the calculation processes vary depending on
the number of input channels. For single-channel inputs, convolution
is only applied to that individual channel. However, when performing
convolution on multiple channels, independent convolution operations
are performed for each input channel and its corresponding kernel. In
the output phase, the results from all channels need to be combined.
Therefore, we develop single-channel ciphertext packaging algorithm
and multi-channel ciphertext packaging algorithm for the corresponding
type of inputs. This can minimize the number of ciphertext multiplica-
tions and rotations during the convolution calculation process, thereby
enhancing the efficiency of batch inference.

Algorithm 3 Fully connected operation.

Input: Processed encrypted data ciphertext A , Fully connected weight plaintext
matrix vector <plaintext> B , Fully connected biased plaintext matrix vec-
tor <plaintext> C , M (The power of 2 closest to and no less than the size
of the fully connected parameters)
Output: The calculation results of the fully connected layer vector <cipher-
text> result
1: set vector < ciphertext > result
2: for i :=0 to B.size() do
3:  set ciphertext cipher
cipher < MultPlain(B;, A)
cipher < Rescale()
set ciphertext cip
cip < Rotate(1, cipher)
cipher « Add(cip,cipher)
Repeat steps 7 and 8, rotating 2,4,8.... Add until logé“
10:  cipher < AddPlain(cipher,C;)
11:  cipher append to result
12: end for
13: return result

0 PN TR

Algorithm 4 Low latency ciphertext packaging.

Input: Matrix A: Grayscale image with a size of mX n. Matrix B : j convolutions
kernels of size h X h, strides (p, ¢), N (The power of 2 closest to and no less than
the size of h X h)
Output: Encrypted image ciphertext D
1: set ciphertext D, vector <double> temp
2: for i :=0 to m — h with step p do
3:  for j :=0to n— h with step g do
4 Extracts submatrix of size from the current position (i, j) of matrix A
5: Flatten the submatrix and pad with zeros to length N, add to the temp
6: end for
7: end for
8: D « Enc(pk,temp)
9: return ciphertext D
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Fig. 5. Single-channel batch coding method and convolution operation.

5.1.1.1. Single-channel convolution

When the input images are single-channel, the single-channel convo-
lutional ciphertext packaging method is employed. In a batch of images,
the data processing tool sequentially scans each image with a convolu-
tional kernel to extract the receptive field at the same location. We refer
to the receptive field extracted as extracted region. Then, each extracted
region undergoes a flattening operation to ensure uniform size. If its
length is less than N, zero-padding is applied until its length equals N,
where N is the power of 2 closest to and no less than the size of the con-
volution kernel. These flattened regions are sequentially composed into
a vector and encrypted to a single ciphertext. This process repeats for
different receptive fields, and we obtain a set of ciphertexts correspond-
ing to the various receptive fields. The batch size is determined by the
homomorphic encryption parameters and the size of the convolutional
kernel. For example, setting the encryption parameters of CKKS to 8192
would result in a ciphertext containing 4096 slots. Assuming a convolu-
tional kernel size of 3 X 3, the value of N would be 16. Each extracted
region would be padded with zeros to a size of 16. Therefore, a cipher-
text can store 4096,/16 = 256 regions, corresponding to a batch size of
256 images. Meanwhile, the server performs a similar operation on the
convolutional kernel parameters and biases. Each convolutional kernel
parameter is flattened and zero-padded if its length is less than N. Then,
each parameter is duplicated as a whole until its length equals the size
of the data stored in each ciphertext. Next, each convolutional kernel
parameter is encoded. Each bias is also duplicated and encoded to the
same size. Algorithm 1 gives a step-by-step description of single-channel
convolutional coding.

After single-channel convolutional ciphertext packaging, the en-
crypted data and encoded model parameters are organized in ciphertext
and plaintext slots, respectively, so we just need to perform one multi-
plication operation between the two vectors. The result obtained is the
Hadamard product. After the multiplication operation is completed, per-
form [ ogév [39] rotations and cumulative sum to obtain the dot product
result. Finally, add bias and output the computation result of the convo-
lutional layer. The detailed calculation process is given in Algorithm 2.

Fig. 5 illustrates part of the process of batch encoding and convolu-
tion operation for single-channel data. For simplicity, we set the number
of images to 3, the size of each image to 3 x 3, the number of convolution
kernels and biases to 1, and the size of the convolution kernel parame-
ters to 2 x 2. The size of the convolution kernel 2*2 = 4 is a power of 2,
hence zero-padding is not performed. The image data and convolution
parameters are encoded using the method proposed in Algorithm 1 and
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arranged in a specific order within the plaintext and ciphertext slots.
During convolution operation, we only need to perform one multipli-
cation operation to obtain the Hadamard product of the convolutional
kernel and the image data. Afterwards, through two rotation operations
and cumulative sum, followed by addition of the bias value, we get the
convolution result.

Fig. 6 illustrates partial computational processes of multi-channel
encoding and convolution operations. Similarly, for better illustration,
we set the number of channels to 2, the number of images to 2, the size
of the images to 3 X 3, the number of convolutional channels to 2, and
the size of the convolutional kernels to 2 x 2.

Algorithm 5 Low latency inference convolution operation.

Input: Processed encrypted data ciphertext D, convolution weight plaintext E,
convolution bias plaintext F, N (The power of 2 closest to and no less than the
size of h X h)

Output: Convolution operation ciphertext result D

: set ciphertext cipher, cip

: cipher <« MultPlain(E, D)

: cipher < Rescale()

: cip « Rotate(l,cipher)

: cipher « Add(cip, cipher)

: Repeat steps 3 and 4, rotating 2,4,8.... Add until logé‘/

. cipher < Add Plain(cipher, F)

: return cipher

® N O U s W=

5.1.1.2. Multi-channel convolution

The multi-channel ciphertext packaging algorithm is employed to
handle multi-channel data, such as color images or the results of upper-
layer convolutions. First, for each channel, we scan each image with
the convolutional kernel and extract the receptive fields at the same lo-
cation in all images. Next, we flatten the extracted regions and pad it
with zeros if its length is less than N. Subsequently, all extracted regions
are arranged first in channel order and then in image order to create a
vector. Finally, encryption is performed on the vector. This process re-
peats for different receptive fields, and we obtain a set of ciphertexts
corresponding to the various receptive fields. Similarly, for the convo-
lution kernel parameters, we also perform flattening and zero-padding
operations (if the length is less than N). Afterwards, the processed con-
volution kernels are arranged according to the number of channels, and
replicated as a whole until it equals the size of the data stored in each
ciphertext. Encode the parameters of each processed convolution kernel.
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Fig. 6. Multi-channel batch coding method and convolution operation.

After multi-channel convolutional ciphertext packaging, the en-
crypted data and encoded model parameters are organized in ciphertext
and plaintext slots, respectively. Only one multiplication operation is
needed to obtain the Hadamard product. Then, perform rotations and
cumulative sum on each ciphertext to obtain convolution results for
each channel. After that, carry out a small number of rotations and cu-
mulative sum (equal to the number of channels), then add bias to obtain
the final convolution result.

5.1.2. Fully connected layer

Upon receiving the last convolution layer operation result from the
server, the user decrypts it using the private key. Then, the data pre-
processing tool performs ciphertext packaging for the fully connected
layer. Specifically, it determines the length of data for each image and
pads the image data with zeros if its length is less than M until its
length is equal to M, where M is the power of 2 closest to and no less
than the size of the fully connected parameter. Subsequently, the pro-
cessed data is encrypted and sent to the server. On the server side, each
weight parameter is zero-padded to a length of M, then arranged ac-
cording to channel numbers, and finally replicated as a whole until it
equals the size of the data stored in each ciphertext. Encode the param-
eters of each processed convolution kernel. During the fully connected
operation, the plaintext weight matrix is traversed to multiply with the
ciphertext data. Afterwards, / ogé” rotations and cumulative sum are per-
formed, and finally, the bias is added to obtain the inference result of
the fully connected layer. The full connection layer algorithm is shown
in Algorithm 3.

5.2. Low-latency inference

In contrast to batch inference, the low-latency inference mode in-
volves data of smaller size and has a strong demand for real-time per-
formance. Therefore, we embed a large amount of information from a
single image into a single ciphertext while optimizing the arrangement
of data within the ciphertext to minimize the number of ciphertexts.
This approach reduces the number of ciphertext operations and rota-
tions during secure inference, thereby enhancing overall efficiency. This
design choice is fundamentally different from the packaging strategy
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used in batch inference, which focuses on processing large volumes of
data simultaneously. For certain collected time-series data, we can use
a One-Dimensional Convolutional Neural Network (1D CNN) for infer-
ence. A 1D CNN shares similarities with fully connected operations that
utilize strides, making it compatible with the ciphertext packaging al-
gorithm designed for fully connected layers.

5.2.1. Convolutional layer

In low-latency inference, the process begins with the packaging of
ciphertext for the convolutional layer. Unlike batch mode, where multi-
ple images are processed simultaneously, low-latency mode is optimized
for single-image processing. For single-channel images, we obtain a set
of sequentially arranged receptive fields based on the sliding order of
each convolutional kernel across the image. These receptive fields cor-
respond to the convolutional kernel parameters. We then flatten these
receptive fields into one-dimensional vectors. If the length of a receptive
field is less than N, we pad it with zeros. During the encryption process,
we arrange the processed receptive fields corresponding to each con-
volutional kernel in the scanning order. If the ciphertext length allows,
we continue to arrange the receptive fields corresponding to the second
convolutional kernel until all slots in the ciphertext are filled. For multi-
channel data, we use the same packaging method, but the ciphertext is
first filled by arranging the data by channel, followed by the scanning
order of the convolutional kernels. On the server side, the convolutional
model parameters undergo a similar process to correspond with the re-
ceptive fields. Each convolutional kernel parameter is assessed for length
and replicated as a whole to match the length of the corresponding re-
ceptive field region. Algorithm 4 presents the details of the ciphertext
packaging algorithm for the low latency mode.

In low-latency inference during convolution operations, each cipher-
text contains a convolutional dataset packaged in a specific order. A sin-
gle multiplication with the convolutional kernel parameters, encoded in
the same format, yields a large batch of Hadamard products. Addition-
ally, before performing ciphertext packaging, we adjust the length of
each receptive field. After the multiplication operation, each ciphertext
requires only logé\’ rotations and accumulations. Then, we add the bias
to obtain the final convolution result. The detailed procedure of the con-
volution operation is shown in Algorithm 5.
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5.2.2. Fully connected layer

After receiving the last convolution layer operation result, the user
uses the private key to decrypt it. Then, the data preprocessing tool
performs ciphertext packaging for fully connected layer. Specifically, it
determines the length of image data and pads the image data with ze-
ros if its length is less than M until its length is equal to M. The server
divides the full connection weight parameters according to the num-
ber of channels, encodes the parameters of each channel into a vector.
Bias parameters are encoded in the same way. The full connection layer
calculation is same as the steps taken in Algorithm 3.

The sigmoid function is often used for classification at the end of the
inference. But for the sigmoid function, there is currently no good way to
represent it in an encrypted network. Fortunately, the prediction results
of the neural network classification task are based on the maximum
value. In other words, we can use the maximum value instead, to obtain
the same result as using the sigmoid function.

6. Experimental evaluation

In this section, we evaluate the proposed homomorphic encryption-
based secure neural network inference framework, SecureBadger.
Firstly, we introduce the neural network model structure used for secure
inference. Secondly, we discuss the selection of homomorphic encryp-
tion parameters. Finally, we conduct performance tests on our proposed
two inference modes using the MNIST dataset, the medical dataset
MedMNIST, and the MIT-BIH Arrhythmia Database, and compare them
with the baselines. All experiments are conducted on a computer with
64 GB RAM, an Intel i7-10700K processor with a base clock frequency
of 3.80 GHz.

6.1. Neural network model structure

Our research focuses on the secure inference phase of neural net-
works, assuming that inference service providers have high-performance
neural network models. Specifically, we train neural network models on
plaintext using multiple datasets in the PyTorch and Keras frameworks,
and save the model parameters. We select CryptoNets [11], MP2ML
[26], LoLa [18], and Sonic [30] as baselines. CryptoNets [11] is an
early work that combines homomorphic encryption with convolutional
neural networks and has become an important benchmark for privacy-
preserving deep learning. MP2ML [26] has a model structure similar
to CryptoNets [11] but integrates homomorphic encryption with se-
cure multiparty computation techniques to achieve higher throughput.
LoLa [18] excels in low-latency inference, demonstrating over a ten-
fold improvement in latency through innovative data representation and
transfer learning. Sonic [30] is a lightweight cloud-based secure neural
network inference service that uses lightweight cryptographic primi-
tives to protect user inputs and model privacy, achieving up to 60 times
bandwidth savings in online inference. In contrast, our network model
features a more sophisticated architecture, consisting of three convolu-
tional layers, two fully connected layers, and several activation function
layers, with the detailed model structure shown in Table 1. We also de-
fine a one-dimensional convolutional neural network model structure
for inference on time-series data, as shown in Table 2.

The datasets used for our experimental evaluation are from MedM-
NIST, a large-scale and standardized collection of biomedical images.
This dataset includes multiple 2D and 3D subsets covering major data
patterns in biomedical images, providing robust support for various
biomedical image analysis studies. In this experiment, we select three
subsets related to abdominal CT and breast ultrasound classifications
for testing. Additionally, we also conduct experiments using the MNIST
dataset. The MNIST dataset comprises 70,000 images, encompassing 10
handwritten digits from 0 to 9. Although its content is not relevant to
medical context, it remains a crucial benchmark for testing in the field of
secure neural network inference. For one-dimensional time series data,
we use the MIT-BIH Arrhythmia Database. This dataset consists of ECG
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Table 1
Neural network model structure.
Layer Description
Convl Input images of size 28 x 28, Kernel size 7 X 7, stride size of 3, number of
output channels 3
Actl ReLU
Conv2 Input size 3 x 8 x 8, Kernel size 3 X 3, stride size of 1, number of output
channels 6
Act2 ReLU
Conv3 Input size 3 X 6 X 6, Kernel size 3 X 3, stride size of 1, number of output
channels 6
Act3 ReLU
Fcl Fully connection with 96 inputs and 32 outputs
Act4 ReLU
Fc2 Fully connection with 32 inputs and 10 outputs
Table 2
1D CNN model structure.
Layer Description
Convl Input time-series data of size 8192, Kernel size 16, stride size of 4
Actl ReLU
Conv2 Input time-series data of size 2048, Kernel size 16, stride size of 4
Act2 ReLU
Fcl Fully connection with 512 inputs and 64 outputs
Act3 ReLU
Fc2 Fully connection with 64 inputs and 2 outputs

(electrocardiogram) recordings that capture a variety of arrhythmias
and normal heart rhythms.

6.2. Batch inference result

We use version 4.1 of the SEAL homomorphic encryption library as
our homomorphic encryption tool, and employ a trained neural net-
work model for inference. In the batch inference mode, we can classify
multiple images in each secure inference operation. When selecting en-
cryption parameters, we choose a scaling factor of 40 to ensure that the
accuracy closely aligns with plaintext inference. Additionally, we set the
degree of the polynomial to 8192. A larger scaling factor retains more
decimal places, resulting in a more precise inference outcome. Under
the network structure shown in Table 1, during batch inference on the
MNIST dataset, a single thread could simultaneously infer 64 images.
Experimental evaluation indicates that the batch inference can be com-
pleted in just 9.6 seconds within the three-layer convolutional network.
Subsequently, in a 16-thread environment using the C++ standard li-
brary, we perform inference on 1024 images. Due to the influence of
the actual environment on multi-threaded inference, such as CPU con-
currency capabilities, resource sharing, etc., the actual inference time
varies. In the scenario of concurrent processing with 16 threads, our in-
ference model can complete the inference within 13.244 seconds. Due
to the similarity in the structure of the MedMNIST and MNIST datasets,
we employ the same inference approach for batch inference. Table 3
shows the runtime of various network layers for batch inference on each
dataset under multi-threading. Additionally, we compare the accuracy
between ciphertext-based and plaintext-based inference, and the results
are given in Table 4.

The performance of the batch inference mode of our scheme is com-
pared to the CryptoNets [11] and MP2ML [26] baseline schemes, both
of which implement batch inference on the same MNIST dataset. To
provide a comprehensive evaluation, we conducted experiments using
our proposed model (denoted as Model A) as well as a model with the
same architecture as the baselines (denoted as Model B). Unlike Cryp-
toNets, which uses BFV encryption for integers, our approach employs
CKKS encryption for floating-point numbers. CKKS enables more flexi-
ble computations on encrypted data, but introduces minor errors during
encryption and decryption due to its floating-point nature. As a result,
the inference accuracy of both Model A and Model B falls between that
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Table 3
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Time required for each network layer in batch inference.

Layer MNIST (s) OrganAMNIST (s) OrganCMNIST (s) BreastMNIST (s)
Convl 5.762 5.057 5.07 5.034

Conv2 2.65 2.575 2.569 2.56

Conv3 2.607 2.521 2.37 2.517

Fcl 1.982 1.83 1.79 1.82

Fc2 0.243 0.27 0.241 0.21

Total time 13.244 12.253 12.04 12.141

Table 4
Comparison of accuracy of ciphertext inference and plaintext inference.

Datasets ciphertext (%) plaintext (%)
MNIST 98.64 98.69
OrganAMNIST 72.23 72.24
OrganCMNIST 75.82 75.86
BreastMNIST 87.5 87.51

Table 5

Comparison of our batch inference method with baselines.

Framework Inference time (s)  Throughput (per hour)  Accuracy (%)
CryptoNets 570 51000 98.95
MP2ML 6.79 119880 98.60
Our (model B) 8.6 428500 98.62
Our (model A) 13.244 278300 98.64

of MP2ML and CryptoNets. However, regardless of whether we use the
same model architecture as the baselines (Model B) or our more sophis-
ticated architecture (Model A), our approach achieves a significantly
higher batch processing rate than both MP2ML and CryptoNets. This
improvement in efficiency is primarily attributed to our ciphertext pack-
ing algorithm, which significantly reduces the number of ciphertext
multiplications and rotations. Table 5 presents the comparison results
between our approach (including both Model A and Model B) and the
baselines.

6.3. Low latency inference result

In the low latency inference mode, when selecting encryption pa-
rameters, we follow the same experimental setup as the batch inference
mode and employ the encoding method specified in Algorithm 4 to pro-
cess the data and network parameters. We conduct tests on multiple
datasets, and Table 6 shows the time overhead on each dataset. Particu-
larly, the results on the MNIST dataset indicate that in a single-threaded
environment, only 0.245 seconds are needed to obtain prediction re-
sults. Table 7 presents the performance of the low-latency inference
mode of our method compared to baseline schemes LoLa [18], LoLa-
Dense [18], and Sonic [30]. Although Sonic and LoLa schemes achieve
slightly higher inference accuracy than our method, their inference
speed is significantly lower. The slight loss in accuracy in our method
is primarily due to the use of the CKKS encryption scheme, which op-
erates on floating-point numbers and introduces approximation errors
during encryption and decryption. These errors contribute to the slight
accuracy gap between our method and the baseline schemes. However,
this accuracy-efficiency trade-off is justified by the significant efficiency
gains, as our approach achieves much faster inference speeds while
maintaining competitive accuracy. This makes our method particularly
suitable for applications requiring low latency processing.

Additionally, we use the MIT-BIH Arrhythmia Database to simu-
late time-series data for wearable medical devices. First, we preprocess
the dataset and extract 8192 time-series data samples, which repre-
sent approximately 25 seconds of sampling time based on the sam-
pling frequency of 360 Hz. Next, we perform inference using the one-
dimensional convolutional neural network structure outlined in Table 2.
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The inference times for each network layer are shown in Table 8. For
handling simple time-series data, our inference achieves millisecond-
level response times, meeting the requirements for real-time medical
monitoring.

6.4. Security analysis

The primary goal of the SecureBadger framework is to protect the
privacy of client data and server models. Potential threats include client
data privacy leakage, model privacy leakage, and malicious third-party
attacks. These privacy protection issues mainly rely primarily on the
security of the CKKS homomorphic encryption scheme, which is based
on the Ring Learning With Errors (RLWE) assumption [33]. The RLWE
problem is widely considered computationally intractable, ensuring the
semantic security of the CKKS encryption scheme. Therefore, we analyze
the security of our scheme in terms of confidentiality, integrity, and
resistance to malicious third-party attacks under the RLWE assumption.
The security analysis follows the honest-but-curious adversary model,
where both the server and client adhere to the protocol but may attempt
to infer additional information from its execution.

6.4.1. Confidentiality

Confidentiality of client data: The client encrypts the input data
x using the CKKS homomorphic encryption scheme, generating the ci-
phertext ct ., which is then sent to the server. The server performs neural
network inference directly on the encrypted data without accessing the
original plaintext input. Since the CKKS encryption scheme is based on
the RLWE assumption, the server cannot extract any information about
the plaintext x from the ciphertext. Even if the server or a malicious
third party attempts to infer user data through statistical or structural
analysis, encryption noise and security encoding strategies effectively
prevent such attacks.

Confidentiality of the server model: The server executes inference
while keeping the model parameters w in an encrypted form. The client
only receives encrypted inference results and has no access to the model
parameters or intermediate activation values. Consequently, the client
cannot reconstruct or reverse-engineer the model based on the inference
results.

6.4.2. Integrity

Integrity of client data: The server performs inference computa-
tions on encrypted data and returns the encrypted intermediate results
to the client. The client decrypts, re-encodes, and continues the next
layer of inference until the final result is obtained. Experimental vali-
dation confirms that computations performed in the encrypted domain
yield results consistent with those in the plaintext domain, with errors
remaining within the acceptable range of the CKKS scheme.

Integrity of the model: The server performs inference computations
on the ciphertext while keeping the model parameters w encrypted at
all times, preventing tampering or destruction of the model parameters.
The client verifies the correctness of the final inference results, ensuring
the integrity of the model.

6.4.3. Resistance to malicious third-party attacks
Malicious third-party attacks primarily involve external adversaries
attempting to eavesdrop on communication data. All communication
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Table 6

Time required for each network layer in low latency inference.
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Layer MNIST (ms) OrganAMNIST (ms) OrganCMNIST (ms) BreastMNIST (ms)
Convl 32 31 31 30
Conv2 80 80 78 79
Conv3 113 108 109 111
Fcl 12 11 11 12
Fc2 8 8 8 4
Total time 245 238 237 236
Table 7 Acknowledgements

Comparison of our low-latency inference method with baselines.

Framework Inference time (s) Accuracy (%)
LoLa 2.2 98.95
LoLa-Dense 7.2 98.95
Sonic 13.6 99.12
Our 0.245 98.64

Table 8

Inference times per layer of the 1D CNN on time-series data.

Layer MIT-BIH Arrhythmia (ms)
Convl 46

Conv2 21

Fcl 7

Fc2 4

Total time 78

between the client and server is encrypted using the CKKS scheme. Since
the security of CKKS is based on the RLWE assumption, a malicious
third party cannot infer any information about the plaintext x or model
parameters w from the ciphertext. Even if an attacker intercepts the
communication data, they cannot decrypt or reconstruct the original
data.

7. Conclusion

To address the security and privacy concerns in medical inference in-
volving AloT devices and cloud-based healthcare service providers, we
present the secure inference framework SecureBadger. Specifically, we
design the batch inference mode and the low latency inference mode
to handle two typical application scenarios. Additionally, we develop
multiple ciphertext packaging algorithms to enhance the efficiency of se-
cure inference. Through experimental evaluations, we demonstrate that
SecureBadger can greatly expedite the inference speed in both modes.
Looking ahead, we will work on reducing the computational costs during
the inference process, while simultaneously utilizing GPU and hardware
accelerators to expedite the inference. Furthermore, we will also explore
deploying SecureBadger with more complex network models.
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