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 a b s t r a c t

Smart Grid infrastructures have enhanced energy distribution efficiency, reliability, and sustainability, but their 
proper operation requires robust anomaly detection to mitigate risks from equipment failures, cyberattacks, and 
natural disasters. Federated Learning (FL) offers a privacy-preserving solution by allowing power plants and 
grid sectors to collaboratively train models without sharing raw data, addressing privacy concerns, regulatory 
compliance, and single points of failure that often emerge in centralized approaches. FL also improves real-time 
anomaly detection and scalability by adapting dynamically to different grid topologies while incurring minimal 
communication overhead. Within our FL framework, Transformer models excel in anomaly detection due to their 
self-attention mechanisms that capture intricate temporal dependencies in sensor data. Unlike traditional mod-
els, Transformers effectively learn long-range patterns, enhancing detection accuracy and responsiveness. This 
work conducts a comparative study of two state-of-the-art Tranformer models in an FL environment, evaluating 
their anomaly detection performance across four diverse smart grid datasets. To assess robustness, we introduce 
a GAN-based Anomaly Injection Attack (GAIA) that generates and injects realistic syntheitc anomalies. Our re-
sults indicate that both federated Transformer models achieve high detection performance across seven metrics, 
even under adversarial conditions, offering valuable insights into their capabilities in decentralized smart grid 
applications.

1.  Introduction

The reliance on the advancement and integration of technology in 
the modern world has steadily increased in past years to meet the ever-
growing demand for efficient and sustainable energy solutions. Head-
ing this societal transformation is the development and implementa-
tion of smart grid infrastructures. This network of systems represents 
a paradigm shift from traditional energy and electricity distribution 
frameworks, leveraging digital communication and intelligent automa-
tion to amplify reliability [1], efficiency [2], and sustainability [3]. Inte-
grating real-time monitoring, data analytics, and two-way communica-
tion capabilities in these infrastructures permits utilities and consumers 
to optimize energy usage [4], reduce waste [5], and further integrate re-
newable energy sources [6]. Noticing the potential to improve how we 
generate, distribute, and consume energy, smart grids offer a solution 
to the challenges of modern energy management, allowing for a more 
resilient and sustainable future.

However, the volume and rate at which data is generated within 
a smart grid environment present significant challenges in anomaly 
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detection. Specifically within power plants, devices and sensors form 
an interconnected web that continuously generate and collect data on 
energy consumption, grid performance, and environmental conditions. 
The amount of complexity alone from this infrastructure make it sus-
ceptible to a vast number of anomalies. Specifically at the sensor level, 
these anomalies can stem from cyber attacks [7], equipment malfunc-
tions [8], natural disasters [9], and fluctuating energy patterns [10]. If 
undetected or left unchecked, anomalies can potentially cause cascad-
ing effects that result in power outages and system failures. These dis-
ruptions can also lead to substantial economic loss and pose significant 
environmental risks. Thus, the need for effective anomaly detection and 
response mechanisms is of utmost importance to ensure the reliability, 
resilience, and sustainability of our modern day energy systems.

We conduct a comparative study that leverages the power of 
Federated Learning (FL) and Transformers to address the challenges 
posed by anomaly detection in smart grid systems. Anomalies typi-
cally makeup the minority class which makes them difficult to detect 
in large datasets. However, FL allows us to distribute the training of our 
models across multiple decentralized power plant-like clients utilizing 
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their collective knowledge to detect anomalies. Ensuring data privacy, 
this approach mitigates the risks associated with centralizing sensitive
information while allowing us to aggregate essential factors from diverse 
data sources.

Our key contributions are as follows:
• We conduct a comparative study of two state-of-the-art anomaly de-
tection methods for sensor data in smart grid environments equipped 
with innovative federated Transformer-based mechanisms. To our 
knowledge, our study is the first of its kind to compare federated (1) 
association discrepancy and (2) Gated memory guidance, to enhance 
anomaly predictions.

• We further examine the robustness of our models by inserting adver-
sarial samples into the input data via a GAN-based Anomaly Injection 
Attack (GAIA), demonstrating the efficacy and resilience in detecting 
anomalies under challenging conditions.

• We validate our comparative approach on four well-established 
real-world datasets, demonstrating superior performance in various 
anomaly detection metrics.
The manuscript is structured as follows: Section 2 provides back-

ground on FL, Transformers, and anomaly detection. Sections 3 and 
4 present our FL-based Transformer anomaly detection methods and 
our GAN-based Anomaly Injection Attack, GAIA. Section 5 presents 
our experimental and comparative analysis during normal operations 
and against GAIA. Section 6 discusses related research on smart grid 
anomaly detection and existing algorithms. Section 7 concludes the pa-
per.

2.  Preliminary

2.1.  Federated learning

Conditioned by how training data is distributed among clients, a Fed-
erated Learning (FL) scenario can be presented in either a horizontal 
(hFL) or vertical (vFL) setting. Given our context where we represent 
clients as power plant branches within a larger hierarchical system with 
an overarching power company, we focus on hFL. In this setting, each 
power plant shares the same feature space, but contains distinct data 
samples reflecting their respective domains and locations.

More formally, FL serves as an iterative learning framework that fa-
cilitates the decentralized training of a globally shared model. Continu-
ing our analogy, the overarching power company represents the central 
server 𝑆 and each power plant branch represent our clients 𝑁 . Initially, 
the global model is randomly initialized and distributed by the power 
company. The power company 𝑆 orchestrates the training process on a 
subset of power plant branches 𝑛 < 𝑁 and iteratively aggregates the gra-
dients from their local updates. The power company 𝑆 then averages the 
gradients to update the global model before redistributing and initiating 
the next round of training. This process continues until convergence or 
a predefined threshold is met.

2.2.  Transformers

Introduced as a significant advancement in neural network architec-
ture, Transformers [11] provide a major distinction from traditional Re-
current Neural Networks (RNNs) and Long Short-Term Memory (LSTM) 
networks as they utilize a self-attention mechanism to parallelize data 
processing, enhancing efficiency and performance. The self-attention 
mechanism in Transformers allows for long range dependency man-
agement in data, an effective trait for large datasets such as those in 
smart grid environments. Transformers consist of an encoder and de-
coder with each containing multiple layers of self-attention and feed-
forward networks. Input sequences are processed through the encoder 
where their attention-based representations are generated. These rep-
resentations are passed to the decoder to produce reconstructed output 
sequences.

Fig. 1. Our envisioned setup illustrates the interaction between a central power 
company and its many branches. Each branch, resembling a power plant, con-
tributes diverse sensor-like data. This setup highlights the heterogeneous nature 
of data sources and the importance of FL integration to leverage this diverse in-
formation to optimize grid management.

Specifically, the self-attention mechanism weighs the importance of 
the various elements within an input sequence simultaneously. An in-
put sequence 𝑋 = [𝑥1, 𝑥2,… , 𝑥𝑛] is linearly transformed to produce a 
query 𝑄, key 𝐾, and value 𝑉  triple using learnable weight matrices 
𝑊𝑄,𝑊𝐾 ,𝑊𝑉 . Scaling the dot product of 𝑄 and 𝐾 by the square root of 
the dimensionality of the key vectors 𝑑𝑘 followed by a softmax function 
yields the attention scores. Formally, this process is represented by:

Attention(𝑄,𝐾, 𝑉 ) = softmax

(

𝑄𝐾𝑇
√

𝑑𝑘

)

𝑉 (1)

Furthermore, Transformers are also capable of utilizing multi-head 
attention mechanisms that allow them to focus on multiple parts of an 
input sequence at once. Multi-head attention mechanisms utilize self-
attention operations and each of their independent results are concate-
nated and linearly transformed as:
MultiHead(𝑄,𝐾, 𝑉 ) = Concat(H1,H2,… ,Hℎ)𝑊𝑂 (2)

where each H𝑖 = Attention(𝑄𝑊𝑄𝑖
, 𝐾𝑊𝐾𝑖

, 𝑉 𝑊𝑉𝑖 ). Here, the encoder 
is made up of identically stacked layers, each featuring multi-head self-
attention and position-wise feed-forward networks. Each position has a 
fully connected feed-forward network independently applied followed 
by layer normalization and residual connections.

The decoder’s structure is similar with the inclusion of an additional 
multi-head attention layer that processes the output of the encoder. Po-
sitional encoding is incorporated for tokens because of their lack of a 
built-in sequence ordering mechanism. Typically, positional encodings 
follow the form:

PE(𝑝𝑜𝑠,2𝑖) = sin
(

𝑝𝑜𝑠
100002𝑖∕𝑑𝑘

)

PE(𝑝𝑜𝑠,2𝑖+1) = cos
(

𝑝𝑜𝑠
100002𝑖∕𝑑𝑘

) (3)

where 𝑝𝑜𝑠 is the position and 𝑖 is the dimension.

2.3.  Anomaly detection

Critical in various fields, anomaly detection aims to identify patterns 
in data that do not conform to expected behavior. Anomalies can indi-
cate many incidents such as system failures, breaches, or fraud. These 
methods can range from various statistical analyses to more complex ap-
proaches involving machine learning and even deep learning. Enabled 
properly, they allow timely interventions to mitigate potential issues.

More formally, let 𝑋 = {𝑥1, 𝑥2,… , 𝑥𝑛} represent a dataset of 𝑛 obser-
vations. An anomaly detection algorithm seeks to identify observations 
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𝑥𝑖 that significantly deviate from the majority of the data. One standard 
approach is to compute the mean 𝜇 and standard deviation 𝜎 of the 
dataset  [12,13]:

𝜇 = 1
𝑛

𝑛
∑

𝑖=1
𝑥𝑖, 𝜎 =

√

√

√

√

1
𝑛

𝑛
∑

𝑖=1
(𝑥𝑖 − 𝜇)2 (4)

A data point 𝑥𝑖 is deemed anomalous if it lies outside of a predefined 
threshold, typically defined as 𝑘 standard deviations from the mean 
(e.g., 𝑘=3):
|𝑥𝑖 − 𝜇| > 𝑘𝜎 (5)

3.  Federated anomaly transformers

We establish a Federated Learning (FL) scenario consisting of 𝑁
clients that all communicate with a central server 𝑆 for a number of 
local rounds 𝑅 and total epochs 𝐸. To illustrate this setup, we envision 
a network of power plant-like systems operating under a single power 
company, with each plant representing a client as in Fig. 1. For this rea-
son, we employ the horizontal FL mechanism where each client shares 
the same feature space while possessing distinct samples of data 𝐷𝑖. To 
further illustrate the comparative nature of our study, each client holds 
a Transformer model equipped with either (1) an Anomaly Attention 
mechanism utilizing association discrepancy inspired by the Anomaly 
Transformer (AT) [14] or (2) a memory-guided module inspired by 
the MEMTO model [15]. Both AT and MEMTO were originally devel-
oped and benchmarked for time-series datasets using a fixed window 
approach that we continue to use in this work for consistency. Our FL 
framework is further described in Algorithm 1.

Algorithm 1 Federated Anomaly Detection
1: Input: Number of clients 𝑁 , number of epochs 𝐸, number of com-
munication rounds 𝑅

2: Output: Anomaly predictions
3: Initialization: Global model parameters 𝜃, clients {𝐶1, 𝐶2, ..., 𝐶𝑁} ∈

𝐶
4: FL-Training:
5: for 𝑒 = 1 to 𝐸 do
6:  for 𝑟 = 1 to 𝑅 do
7:  for each client 𝐶𝑖 ∈ 𝐶 do
8:  1.) Receive global parameters 𝜃 from server 𝑆
9:  2.) Train local Transformer model on client’s 

 data 𝑋(𝑖)
1D [Algorithm 2/Algorithm 3]

10:  3.) Compute local updates Δ𝜃𝑖
11:  4.) Send local updates Δ𝜃𝑖 to the server 𝑆
12:  end for
13:  Aggregate local updates from all clients:
14:  Δ𝜃 = 1

𝑁
∑𝑁

𝑖=1 Δ𝜃𝑖
15:  Update global model parameters: 𝜃 ← 𝜃 + Δ𝜃
16:  end for
17: end for

In the first scenario, each client trains an instance of the AT model 
using raw 1D time-series inputs 𝑋 of length 𝑚. The Anomaly Attention 
is made up of self-attention matrices query (Q), key (K), value (V) and a 
learned scale (𝜎). The embedded inputs 𝑋embed assist with the initializa-
tion of the matrices and learned scale. Given that anomalies represent 
the minority class, their occurrences in time-series data are infrequent, 
leading to weak associations within their respective series. To combat 
this, AT uses prior-association (PA) to allow anomalous data points to 
associate with adjacent data points that are more likely to exhibit the 
same anomalous behavior. On the other hand, AT also employs series-
association (SA) where the self-attention weights are gathered from the 
raw time-series inputs. The Kullback-Leibler (KL) [16] divergence be-
tween PA and SA yield the association discrepancy between time-series 

data points and the entire series. Detailed steps of this process are illus-
trated in Algorithm 2.

In the second scenario, each client independently trains a MEMTO 
model instance using raw 1D time-series sub-series inputs 𝑋 of length 𝑚. 
Here, the encoder’s output is used to either update or retrieve items from 
a Gated memory module. The gathered memory items, combined with 
the memory updates, are passed to the decoder, which then reconstructs 
the original sub-series by mapping the updated memory representations 
back to the input space. Initially, MEMTO performs a reconstruction task 
using a subset of the training data and the pre-trained encoder. To en-
hance training stability and reduce randomness, K-means clustering is 
applied to initialize memory items, replacing random initialization. Af-
ter the memory initialization, MEMTO leverages Latent Space Deviation 
(LSD) and Input Space Deviation (ISD) to generate an anomaly criterion. 
This process is further detailed in Algorithm 3.

In either case, each power plant client iteratively trains a Trans-
former model, benefiting from collective model updates distributed by 
the overarching power company, which emulates a central server 𝑆.

Algorithm 2 Association Discrepancy-based Anomaly Transformer 
model  [14]
1: Input: Raw time-series data 𝑋1D
2: Output: Anomaly prediction updates
3: Step 1: Embed 1D Representations
4: 𝑋embed = Embed(𝑋1D)
5: Step 2: Initialize Matrices and Learned Scale
6: 𝑄 = 𝑋embed𝑊𝑄, 𝐾 = 𝑋embed𝑊𝐾 , 𝑉 = 𝑋embed𝑊𝑉 , 𝜎 = 𝑋embed𝑊𝜎
7: Step 3: Calculate Prior-Association 𝑃
8: 𝑃 = Rescale

(

[

1
√

2𝜋𝜎𝑖
exp

(

− |𝑗−𝑖|2

2𝜎2𝑖

)

]

𝑖,𝑗∈1,...,𝑁

)

9: Step 4: Calculate Series-Association 𝑆
10: 𝑆 = softmax

(

𝑄𝐾𝑇
√

𝑑k

)

11: Step 5: Calculate Reconstruction 𝑋𝑅
12: 𝑋𝑅 = 𝑆 ⋅ 𝑉
13: Step 6: Minimax Training
14:  minimize[(𝑋𝑅, 𝑃 , 𝑆∗,−𝜆,𝑋embed)]
15:  maximize[(𝑋𝑅, 𝑃 ∗, 𝑆, 𝜆,𝑋embed)]
16: Step 7: Calculate Association Discrepancy (AD)
17: 𝐴𝐷 =

[

1
𝐿
∑𝐿

𝑙=1

(

𝐾𝐿(𝑃 𝑙
𝑖,∶‖𝑆

𝑙
𝑖,∶) +𝐾𝐿(𝑆𝑙

𝑖,∶‖𝑃
𝑙
𝑖,∶)

)]

𝑖=1,...,𝑁
18: Step 8: Calculate Anomaly Score
19:

Anomscore = softmax
[

−𝐴𝐷
(

𝑃 , 𝑆,𝑋embed
)

⊙‖𝑋embed𝑖 −𝑋𝑅𝑖
‖

2
2

]

4.  GAIA - GAN-based anomaly injection attack

Our generative adversarial network-based injection attack (GAIA) is 
inspired by the Active Generative Network (AGN) proposed in [17] and 
the seminal work proposing Generative Adversarial Networks (GANs) 
in [18]. Instead of reconstructing private data in vertical FL as in [17], 
we simply employ GAIA to generate anomalous data samples that are 
then injected into our federated training process.

Specifically, GAIA consists of two neural networks: a Generator 
𝐺 and a Discriminator 𝐷. The Generator aims to produce synthetic 
anomaly samples that are indistinguishable from real data (benign or 
anomalous), while the Discriminator learns to differentiate between 
both real and fake samples.

The Generator 𝐺 takes random noise vectors 𝑧 as input, drawn from 
a Gaussian distribution. These vectors are transformed through a series 
of linear layers followed by a softmax activation function, which assists 
in gradually forming a representation of the data space. The output layer 
of 𝐺 produces synthetic anomalous samples aiming to mimic the distri-
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Table 1 
Details about each dataset.
Dataset Specific Application I/O Dimensions Window Size Training Set Size Validation Set Size Test Set Size
 PSM  Server Performance  25  100  105,984  26,497  87,841
 MSL  Autonomous Systems  55  100  46,653  11,664  73,729
 SMAP  Hydrology  25  100  108,146  27,037  427,617
 SMD  Server Performance  38  100  566,724  141,681  708,420

Algorithm 3 Memory Guided Transformer (MEMTO)  [15]
1: Input: Raw sub-series (time series) 𝑋1𝐷 ⟶ 𝑋𝑠
2: Output: Anomaly predictions
3: Step 1 – Initialize: Memory bank 𝐌 with 𝑀 random samples, Trans-
former encoder with 𝐿 layers, and 𝐾 clusters for K-means

4: for each sub-series 𝑋𝑠 in 𝑋1𝐷 do
5:  Step 2 – Feature Extraction and Encoding:
6:  for each layer 𝑙 in 𝐿 do
7:  // Compute self-attention
8: 𝐙 = softmax

(

𝐐𝐊⊤
√

𝑑𝑘

)

𝐕

9:  // Apply layer norm and feed-forward network
10: 𝐇𝑙 = LayerNorm(𝐙 + FFN(𝐙))
11:  end for
12:  Step 3 – Memory Bank Update:
13:  // Compute similarity between feature representation 𝐇𝐿 and mem-

ory items 𝐌
14: ∼ (𝐇𝐿,𝐌𝑖) = ‖𝐇𝐿 −𝐌𝑖‖2 ∀𝑖 ∈ {1, 2,… ,𝑀}
15:  Step 4 – K-means Clustering Initialization:
16: 𝐂𝑘 = 1

|𝑆𝑘|

∑

𝐇𝐿∈𝑆𝑘
𝐇𝐿

17:  Use the cluster centroids 𝐂𝑘 to initialize memory items for each 
cluster 𝑘.

18:  Step 5 – Latent Space Deviation Calculation
19:  for time point 𝑡, query 𝑞, and memory item 𝑚 do
20:  // Compute LSD between query 𝑞𝑠𝑡  and its nearest memory item 

𝑚𝑡
𝑠,𝑝𝑜𝑠

21: 𝐿𝑆𝐷(𝑞𝑠𝑡 , 𝑚) = ‖𝑞𝑠𝑡 − 𝑚𝑡
𝑠,𝑝𝑜𝑠‖

2
2

22:  end for
23:  Step 6 – Input Space Deviation Calculation
24:  // Compute ISD between original sub-series 𝑋𝑠 and the reconstructed 

sub-series 𝑋̂𝑠
25: 𝐼𝑆𝐷(𝑋𝑠, 𝑋̂𝑠) = ‖𝑋𝑠 − 𝑋̂𝑠‖

2
2

26:  Step 7 – Calculate Anomaly Score
27:

Anomscore = softmax
[

𝐿𝑆𝐷
(

𝑞𝑠𝑡 , 𝑚
)]

◦
[

𝐼𝑆𝐷
(

𝑋𝑠
𝑡 , 𝑋̂

𝑠
𝑡
)]

28: end for

bution of real data samples. Formally, the output of Generator 𝐺 can be 
represented as 𝐺(𝑧; 𝜃𝑔), where 𝑧 is the input vector and 𝜃𝑔 represents the 
parameters of 𝐺.

On the other hand, the Discriminator 𝐷 receives both real and fake 
samples as input and outputs a probability indicating the likelihood of 
each input being real. It consists of a series of linear layers using the 
LeakyReLU activation function while the output layer uses a sigmoid 
activation function to produce a probability score. During training, 𝐷
is trained to maximize the probability of assigning correct labels to real 
and fake samples, effectively learning to distinguish between them. For-
mally, the output of Discriminator 𝐷 can be denoted as 𝐷(𝑥; 𝜃𝑑 ), where 𝑥
represents the input sample (real or fake) and 𝜃𝑑 denotes the parameters 
of 𝐷.

Essentially, the training process is a minimax game between Gen-
erator 𝐺 and Discriminator 𝐷. The generator aims to minimize the log 
probability of the discriminator being correct (i.e., maximizing the prob-
ability of 𝐷 being incorrect), while the discriminator aims to maximize 

its ability to correctly classify real and fake samples. To emulate a con-
ditional GAN (C-GAN), both 𝐺 and 𝐷 also take as input a subset of the 
true distribution of the real data denoted as 𝑦 [19,20]. This adversarial 
training process is captured by the following objective function:
min
𝐺

max
𝐷

𝑉 (𝐷,𝐺) = 𝔼𝑥∼𝑝data(𝑥)[log𝐷(𝑥|𝑦)]

+ 𝔼𝑧∼𝑝𝑧(𝑧)[log(1 −𝐷(𝐺(𝑧|𝑦)))]
(6)

where 𝑝data(𝑥) is the distribution of real data, 𝑝𝑧(𝑧) is the distribution 
of the input noise vectors, and 𝑦 is the known subset of the real data’s 
distribution by an attacker. The known subset of the real data’s distribu-
tion 𝑦 is used as a conditioning parameter for the Generator 𝐺 to further 
enhance the generation of realistic data.

5.  Experimental analysis

Our experiments are implemented using Python 3.8 and PyTorch 
with a single GPU-assisted compute node installed with a Linux 64-bit 
operating system. Specifically, our allocated resources include four AMD 
EPYC CPU cores with 2 threads per core and 40GB of RAM. The node is 
also equipped with four NVIDIA A100 GPUs with 80GB of memory per 
GPU.

Datasets. Our experiments utilize four real-world sensor-based mul-
tivariate time-series datasets: Pooled Server Metrics (PSM), Soil Mois-
ture Active Passive (SMAP), Mars Science Laboratory (MSL), and the 
Server Machine Dataset (SMD). PSM offers insights into server perfor-
mance and health, crucial for optimizing energy efficiency and reliabil-
ity in data centers supporting smart grid infrastructure. SMAP aids in 
agriculture and hydrology-based sensors, indirectly impacting energy 
management in regions with water scarcity. MSL, focused on plane-
tary exploration, inspires advancements in autonomous systems appli-
cable to power management. SMD, with server node and performance 
data, informs energy optimization strategies for smart grid systems. 
Each dataset gives insight to sensor-like behavior. The specifics of each 
dataset can be seen in Table 1.

Metrics. To quantify our results we employ standard classification 
metrics such as accuracy, precision, recall, and F1-score. However, 
knowing that anomalies typically make up the minority, there is usu-
ally a sizeable class imbalance. For this reason, we also employ metrics 
such as ROC-AUC, Matthew’s Correlation Coefficient (MCC), and Geo-
metric Mean (G-Mean), all of which are robust in measuring the classifi-
cation capabilities of a model on highly imbalanced data. Formulations 
for each can be seen in Eq. (7). Note when referring to G-Mean, TPR 
and TNR represent true positive rate (sensitivity) and true negative rate
(specificity).

Accuracy = 𝑇𝑃 + 𝑇𝑁
𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁

Precision = 𝑇𝑃
𝑇𝑃 + 𝐹𝑃

Recall = 𝑇𝑃
𝑇𝑃 + 𝐹𝑁

F1-score =
2 ⋅ (precision ⋅ recall)
precision + recall

G-Mean =
√

𝑇𝑃𝑅 ⋅ 𝑇𝑁𝑅

MCC = 𝑇𝑁 ⋅ 𝑇𝑃 − 𝐹𝑁 ⋅ 𝐹𝑃
√

(𝑇𝑃 + 𝐹𝑃 )(𝑇𝑃 + 𝐹𝑁)(𝑇𝑁 + 𝐹𝑃 )(𝑇𝑁 + 𝐹𝑁)

(7)
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Table 2 
Average of metrics with varying number of clients using the anomaly transformer and MEMTO.
Dataset No. of Clients Method Accuracy Precision Recall F1-Score ROC-AUC MCC G-Mean

PSM

3
 AT  0.9802  0.9727  0.9553  0.9639  0.9725  0.9503  0.9724
 MEMTO  0.9890  0.9729  0.9879  0.9803  0.9887  0.9728  0.9887

5
 AT  0.9808  0.9732  0.9570  0.9650  0.9735  0.9519  0.9733
 MEMTO  0.9894  0.9735  0.9889  0.9811  0.9893  0.9738  0.9893

7
 AT  0.9808  0.9732  0.9569  0.9650  0.9734  0.9518  0.9733
 MEMTO  0.9893  0.9738  0.9880  0.9808  0.9889  0.9735  0.9889

10
 AT  0.9807  0.9731  0.9567  0.9648  0.9733  0.9516  0.9731
 MEMTO  0.9888  0.9726  0.9873  0.9799  0.9883  0.9722  0.9883

MSL

3
 AT  0.9728  0.9067  0.8276  0.8653  0.9088  0.8514  0.9051
 MEMTO  0.9855  0.9178  0.9467  0.9320  0.9684  0.9240  0.9681

5
 AT  0.9750  0.9090  0.8482  0.8775  0.9191  0.8643  0.9164
 MEMTO  0.9854  0.9168  0.9476  0.9320  0.9687  0.9240  0.9685

7
 AT  0.9747  0.9086  0.8454  0.8758  0.9177  0.8625  0.9148
 MEMTO  0.9853  0.9173  0.9463  0.9315  0.9681  0.9235  0.9679

10
 AT  0.9743  0.9074  0.8428  0.8739  0.9163  0.8603  0.9134
 MEMTO  0.9851  0.9188  0.9415  0.9300  0.9658  0.9217  0.9655

SMAP

3
 AT  0.9862  0.9346  0.9593  0.9468  0.9747  0.9390  0.9746
 MEMTO  0.9910  0.9370  0.9960  0.9656  0.9931  0.9610  0.9931

5
 AT  0.9860  0.9339  0.9580  0.9458  0.9740  0.9379  0.9739
 MEMTO  0.9912  0.9391  0.9956  0.9665  0.9931  0.9620  0.9931

7
 AT  0.9862  0.9339  0.9601  0.9468  0.9751  0.9390  0.9750
 MEMTO  0.9911  0.9368  0.9975  0.9662  0.9938  0.9617  0.9938

10
 AT  0.9862  0.9357  0.9581  0.9468  0.9742  0.9390  0.9741
 MEMTO  0.9909  0.9365  0.9963  0.9655  0.9932  0.9609  0.9932

SMD

3
 AT  0.9874  0.8007  0.9268  0.8591  0.9584  0.8550  0.9579
 MEMTO  0.9896  0.8082  0.9843  0.8876  0.9871  0.8869  0.9871

5
 AT  0.9879  0.8039  0.9374  0.8655  0.9637  0.8620  0.9634
 MEMTO  0.9898  0.8093  0.9875  0.8895  0.9887  0.8891  0.9887

7
 AT  0.9875  0.8023  0.9276  0.8604  0.9589  0.8563  0.9583
 MEMTO  0.9898  0.8089  0.9875  0.8893  0.9887  0.8889  0.9887

10
 AT  0.9870  0.8002  0.9172  0.8547  0.9536  0.8501  0.9529
 MEMTO  0.9900  0.8136  0.9857  0.8914  0.9880  0.8907  0.9880

5.1.  Main experiments

Our experiments aim to measure the effectiveness of using a 
Transformer-based model to train FL clients for anomaly detection. 
Specifically, we observe the performance when varying the (1) num-
ber of clients, (2) number of attention heads, and (3) anomaly ratio in 
the Anomaly Transformer (AT) and MEMTO models, respectively, across 
our four datasets. In each of our experiments, we consistently use a batch 
size of 256, learning rate of 10−4, and the GeLU activation function. Sim-
ilar to prior works  [14,21–26], we also employ a sliding window size 
of 100.

Number of Clients. Table 2 compares the performance of AT and 
MEMTO with various client configurations. Given our envisioned setup 
of power plant-like entities under a main power company, we limit 
our experiments to realistic configurations with 3, 5, 7, and 10
clients.

AT generally demonstrates strong performance, particularly when 
using 5 clients. This is consistent across datasets, most notably in MSL 
and SMD, where 5-client configurations yield the best overall perfor-
mance across accuracy, precision, recall, and F1-score. Fewer clients 
may reduce data variability, while more clients may introduce commu-
nication overheads without significant performance benefits.

MEMTO, although minimal, consistently outperforms AT across most 
metrics and datasets. MEMTO demonstrates exceptional results, partic-
ularly in terms of recall and F1-score. For example, on the PSM dataset 
with 5 clients, MEMTO achieves an F1-score of 0.9811, compared to 
AT’s 0.9650. In the MSL dataset with 5 clients, MEMTO excels with an 

F1-score of 0.9320, whereas AT achieves 0.8775. Similar patterns are 
observed across each dataset and client configuration.

While AT maintains relatively consistent performance as client num-
bers vary, MEMTO demonstrates superior scalability and effectiveness. 
To further test the scalability of each method, we experiment with 30 
clients and our results remain consistent. This suggests that MEMTO’s 
architecture and its memory-guided mechanism are better suited to han-
dle both data diversity and the increased computational demand of FL, 
particularly when more clients are involved. Overall, our key takeaways 
here are that AT can remain competitive in performance even though 
MEMTO appears to be more stable in an FL setting. In addition, scaling 
the client configurations imposes negligible performance degradation. 
However, to remain realistic with our envisioned setup, we utilize a 
small client size (e.g., 10) for the remaining experiments.

Number of Attention Heads. Table 3 explores the impact of vary-
ing the number of attention heads on the performance of AT and 
MEMTO across our datasets. As previously mentioned, we evaluate the 
scaling capabilities of both methods by consistently using 10 clients. It 
is generally assumed that increasing the number of attention heads al-
lows the model to capture a broader range of data representations by 
improving parallelization capabilities. This, in turn, enables the model 
to focus on different aspects of an input sequence, contributing to a more 
detailed data interpretation.

However, our findings challenge this assumption. AT clients exhibit 
varying performance with different numbers of attention heads across 
datasets, but it is clear that more attention heads do not always equate 
to better performance. With the collective knowledge in an FL setting, 
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Table 3 
Average of metrics with varying number of attention heads using the anomaly transformer and MEMTO.
Dataset No. of Attn. Heads Method Accuracy Precision Recall F1-Score ROC-AUC MCC G-Mean

PSM

4
 AT  0.9808  0.9733  0.9570  0.9651  0.9735  0.9519  0.9733
 MEMTO  0.9892  0.9732  0.9883  0.9807  0.9889  0.9733  0.9889

8
 AT  0.9808  0.9731  0.9574  0.9652  0.9736  0.9520  0.9735
 MEMTO  0.9896  0.9730  0.9898  0.9814  0.9897  0.9742  0.9896

12
 AT  0.9815  0.9730  0.9598  0.9664  0.9748  0.9536  0.9747
 MEMTO  0.9898  0.9731  0.9905  0.9817  0.9900  0.9747  0.9900

16
 AT  0.9805  0.9726  0.9564  0.9645  0.9731  0.9511  0.9729
 MEMTO  0.9891  0.9730  0.9882  0.9805  0.9888  0.9731  0.9888

20
 AT  0.9811  0.9725  0.9590  0.9657  0.9743  0.9527  0.9742
 MEMTO  0.9889  0.9729  0.9873  0.9800  0.9884  0.9724  0.9884

24
 AT  0.9811  0.9724  0.9590  0.9656  0.9742  0.9526  0.9741
 MEMTO  0.9898  0.9731  0.9907  0.9819  0.9901  0.9749  0.9901

28
 AT  0.9806  0.9723  0.9573  0.9647  0.9734  0.9514  0.9732
 MEMTO  0.9900  0.9731  0.9908  0.9819  0.9902  0.9749  0.9902

MSL

4
 AT  0.9743  0.9080  0.8417  0.8736  0.9158  0.8601  0.9128
 MEMTO  0.9854  0.9180  0.9458  0.9317  0.9679  0.9237  0.9676

8
 AT  0.9740  0.9080  0.8387  0.8720  0.9143  0.8584  0.9112
 MEMTO  0.9857  0.9170  0.9503  0.9334  0.9701  0.9255  0.9700

12
 AT  0.9734  0.9067  0.8334  0.8685  0.9116  0.8547  0.9083
 MEMTO  0.9850  0.9178  0.9422  0.9298  0.9661  0.9216  0.9658

16
 AT  0.9730  0.9067  0.8290  0.8661  0.9095  0.8522  0.9059
 MEMTO  0.9853  0.9194  0.9431  0.9310  0.9667  0.9229  0.9664

20
 AT  0.9730  0.9070  0.8291  0.8663  0.9096  0.8524  0.9060
 MEMTO  0.9851  0.9175  0.9433  0.9302  0.9666  0.9220  0.9664

24
 AT  0.9730  0.9066  0.8299  0.8666  0.9099  0.8526  0.9064
 MEMTO  0.9859  0.9189  0.9501  0.9342  0.9701  0.9265  0.9699

28
 AT  0.9723  0.9055  0.8229  0.8622  0.9064  0.8480  0.9025
 MEMTO  0.9846  0.9173  0.9386  0.9278  0.9643  0.9193  0.9639

SMAP

4
 AT  0.9864  0.9342  0.9613  0.9475  0.9757  0.9398  0.9756
 MEMTO  0.9909  0.9361  0.9970  0.9656  0.9935  0.9610  0.9935

8
 AT  0.9864  0.9351  0.9604  0.9476  0.9753  0.9399  0.9752
 MEMTO  0.9912  0.9385  0.9962  0.9665  0.9933  0.9620  0.9933

12
 AT  0.9861  0.9348  0.9580  0.9463  0.9741  0.9384  0.9740
 MEMTO  0.9915  0.9400  0.9970  0.9676  0.9938  0.9632  0.9938

16
 AT  0.9861  0.9343  0.9592  0.9466  0.9746  0.9387  0.9745
 MEMTO  0.9910  0.9373  0.9966  0.9660  0.9934  0.9614  0.9934

20
 AT  0.9866  0.9346  0.9624  0.9483  0.9763  0.9408  0.9762
 MEMTO  0.9912  0.9400  0.9952  0.9667  0.9929  0.9621  0.9929

24
 AT  0.9864  0.9342  0.9615  0.9476  0.9758  0.9400  0.9757
 MEMTO  0.9910  0.9368  0.9973  0.9661  0.9937  0.9616  0.9937

28
 AT  0.9867  0.9343  0.9637  0.9488  0.9769  0.9412  0.9768
 MEMTO  0.9909  0.9382  0.9947  0.9656  0.9925  0.9609  0.9925

SMD

4
 AT  0.9876  0.8027  0.9300  0.8616  0.9600  0.8577  0.9595
 MEMTO  0.9899  0.8122  0.9840  0.8899  0.9871  0.8891  0.9871

8
 AT  0.9871  0.8006  0.9185  0.8555  0.9543  0.8510  0.9536
 MEMTO  0.9897  0.8084  0.9859  0.8884  0.9879  0.8878  0.9879

12
 AT  0.9869  0.8004  0.9133  0.8531  0.9517  0.8483  0.9509
 MEMTO  0.9897  0.8096  0.9838  0.8882  0.9869  0.8875  0.9869

16
 AT  0.9872  0.8014  0.9223  0.8576  0.9562  0.8533  0.9556
 MEMTO  0.9900  0.8131  0.9866  0.8915  0.9884  0.8909  0.9884

20
 AT  0.9871  0.8009  0.9175  0.8553  0.9539  0.8507  0.9531
 MEMTO  0.9899  0.8115  0.9863  0.8904  0.9882  0.8900  0.9882

24
 AT  0.9867  0.7991  0.9073  0.8498  0.9487  0.8447  0.9478
 MEMTO  0.9898  0.8110  0.9846  0.8893  0.9873  0.8887  0.9873

28
 AT  0.9868  0.7996  0.9105  0.8515  0.9503  0.8465  0.9495
 MEMTO  0.9901  0.8147  0.9853  0.8919  0.9878  0.8912  0.9878

Digital Communications and Networks 12 (2026) 451–461 

456 



T.R. Jeter, R. Alharbi, J.T. Seo et al.

Table 4 
Average of metrics while varying anomaly ratio using the anomaly transformer and MEMTO.
Dataset Anomaly Ratio Method Accuracy Precision Recall F1-Score ROC-AUC MCC G-Mean

PSM

0.1
 AT  0.9794  0.9934  0.9319  0.9617  0.9648  0.9485  0.9642
 MEMTO  0.9707  0.9944  0.8993  0.9444  0.9487  0.9268  0.9474

0.3
 AT  0.9814  0.9885  0.9438  0.9656  0.9698  0.9533  0.9694
 MEMTO  0.9884  0.9887  0.9693  0.9788  0.9825  0.9710  0.9824

0.5
 AT  0.9816  0.9834  0.9495  0.9662  0.9717  0.9538  0.9714
 MEMTO  0.9918  0.9819  0.9887  0.9853  0.9909  0.9796  0.9908

0.7
 AT  0.9810  0.9780  0.9530  0.9653  0.9723  0.9524  0.9722
 MEMTO  0.9900  0.9772  0.9868  0.9820  0.9890  0.9751  0.9890

0.9
 AT  0.9811  0.9746  0.9569  0.9657  0.9737  0.9528  0.9735
 MEMTO  0.9908  0.9748  0.9926  0.9836  0.9914  0.9773  0.9914

MSL

0.1
 AT  0.9570  0.9854  0.6014  0.7462  0.8002  0.7511  0.7747
 MEMTO  0.9351  0.9764  0.3929  0.5533  0.6959  0.5927  0.6213

0.3
 AT  0.9641  0.9635  0.6851  0.8007  0.8410  0.7954  0.8264
 MEMTO  0.9726  0.9697  0.7642  0.8535  0.8807  0.8466  0.8722

0.5
 AT  0.9673  0.9434  0.7341  0.8257  0.8645  0.8157  0.8546
 MEMTO  0.9775  0.9589  0.8225  0.8833  0.9091  0.8754  0.9040

0.7
 AT  0.9703  0.9285  0.7783  0.8467  0.8856  0.8344  0.8790
 MEMTO  0.9851  0.9377  0.9201  0.9288  0.9564  0.9205  0.9557

0.9
 AT  0.9725  0.9136  0.8163  0.8622  0.9036  0.8486  0.8993
 MEMTO  0.9858  0.9275  0.9382  0.9328  0.9648  0.9249  0.9644

SMAP

0.1
 AT  0.9342  0.9899  0.4909  0.6558  0.7451  0.6714  0.7001
 MEMTO  0.9279  0.9903  0.4407  0.6051  0.7200  0.6316  0.6604

0.3
 AT  0.9354  0.9685  0.5116  0.6694  0.7546  0.6774  0.7143
 MEMTO  0.9362  0.9738  0.5149  0.6731  0.7564  0.6819  0.7165

0.5
 AT  0.9434  0.9551  0.5852  0.7254  0.7906  0.7221  0.7632
 MEMTO  0.9418  0.9533  0.5729  0.7152  0.7844  0.7129  0.7551

0.7
 AT  0.9852  0.9583  0.9248  0.9410  0.9594  0.9329  0.9587
 MEMTO  0.9513  0.9448  0.6570  0.7752  0.8261  0.7646  0.8086

0.9
 AT  0.9863  0.9420  0.9517  0.9468  0.9715  0.9390  0.9713
 MEMTO  0.9915  0.9435  0.9933  0.9677  0.9923  0.9633  0.9923

SMD

0.1
 AT  0.9777  0.9587  0.4843  0.6427  0.7417  0.6725  0.6951
 MEMTO  0.9888  0.9586  0.7628  0.8491  0.8807  0.8496  0.8726

0.3
 AT  0.9870  0.9191  0.7515  0.8253  0.8744  0.8239  0.8646
 MEMTO  0.9929  0.9321  0.8934  0.9118  0.9453  0.9086  0.9436

0.5
 AT  0.9888  0.8822  0.8444  0.8627  0.9197  0.8572  0.9166
 MEMTO  0.9939  0.8975  0.9636  0.9293  0.9794  0.9268  0.9793

0.7
 AT  0.9891  0.8492  0.8956  0.8718  0.9444  0.8664  0.9431
 MEMTO  0.9919  0.8475  0.9830  0.9102  0.9877  0.9088  0.9877

0.9
 AT  0.9882  0.8180  0.9210  0.8664  0.9561  0.8620  0.9554
 MEMTO  0.9904  0.8202  0.9835  0.8945  0.9871  0.8935  0.9871

more attention heads could even cause overfitting in certain cases. For 
instance, on the MSL dataset, AT achieves its best F1-score of 0.8736 
with 4 attention heads, whereas performance gradually declines as the 
number of heads increases. This suggests in some cases that fewer atten-
tion heads reduces the risk of overfitting and are sufficient to capture 
the underlying data patterns.

Conversely, the PSM dataset shows optimal results with 12 atten-
tion heads, where AT clients achieve an F1-score of 0.9664. Simi-
larly, on the SMAP dataset, AT clients perform best with 28 attention 
heads, reaching a peak F1-score of 0.9488. These findings highlight 
that the complexity and characteristics of each dataset significantly af-
fect the optimal number of attention heads, with more heads benefit-
ing datasets that require more detailed representations, like PSM and
SMAP.

In comparison, MEMTO clients demonstrate superior performance 
across majority of our attention head configurations. For example, on 
the MSL dataset with 12 attention heads, MEMTO clients achieve an 
impressive F1-score of 0.9298, substantially outperforming AT clients 

at 0.8685. This trend continues across other datasets. For instance, in 
the SMD dataset with 28 attention heads, MEMTO clients reach an F1-
score of 0.8919, compared to AT clients at 0.8515.

In terms of scalability, the MEMTO model consistently adapts well to 
increasing numbers of attention heads. This superior performance can be 
attributed to MEMTO’s memory-guided Transformer mechanism, which 
enhances the model’s ability to manage complexity without overfitting. 
The key takeaways here are that MEMTO clients are clearly more robust 
with varying attention head configurations and increasing the number 
of attention heads in some cases can have diminishing returns instead 
of the expected performance increase.

Anomaly Ratio. Table 4 presents a comparison between AT clients 
and MEMTO clients performance when varying anomaly ratios, utilizing 
the optimal number of attention heads for each. In the previous experi-
ment using a 10-client configuration, it is seen that the optimal number 
of attention heads for the AT model are 12, 4, 28, and 4 for PSM, MSL, 
SMAP, and SMD, respectively. For MEMTO, the optimal numbers differ 
to 28, 24, 12, and 28, respectively.

Digital Communications and Networks 12 (2026) 451–461 

457 



T.R. Jeter, R. Alharbi, J.T. Seo et al.

Table 5 
Average of metrics against GAIA using the anomaly transformer and MEMTO.
Dataset No. of GAIA Samples Method Accuracy Precision Recall F1-Score ROC-AUC MCC G-Mean

PSM

22K
 AT  0.8867  0.9782  0.6630  0.7903  0.8280  0.7420  0.8114
 MEMTO  0.9035  0.8002  0.9346  0.8619  0.9116  0.7944  0.9112

44K
 AT  0.8244  0.9715  0.5161  0.6741  0.7539  0.6221  0.7154
 MEMTO  0.8268  0.6722  0.9905  0.8009  0.8642  0.6961  0.8550

66K
 AT  0.7793  0.9683  0.4221  0.5880  0.7070  0.5424  0.6470
 MEMTO  0.7798  0.6303  0.9905  0.7704  0.8225  0.6332  0.8051

87K
 AT  0.7467  0.9658  0.3603  0.5248  0.6761  0.4877  0.5978
 MEMTO  0.7467  0.6061  0.9925  0.7526  0.7916  0.5907  0.7657

MSL

18K
 AT  0.9767  0.9550  0.9155  0.9348  0.9529  0.9210  0.9522
 MEMTO  0.8905  0.6303  0.9672  0.7632  0.9203  0.7230  0.9191

37K
 AT  0.9790  0.9658  0.9449  0.9552  0.9672  0.9416  0.9670
 MEMTO  0.8230  0.5743  0.9785  0.7238  0.8766  0.6528  0.8707

55K
 AT  0.9811  0.9716  0.9590  0.9652  0.9742  0.9523  0.9741
 MEMTO  0.7784  0.5535  0.9852  0.7088  0.8428  0.6116  0.8307

73K
 AT  0.9785  0.9676  0.9608  0.9642  0.9735  0.9488  0.9734
 MEMTO  0.7447  0.5420  0.9906  0.7006  0.8146  0.5806  0.7954

SMAP

107K
 AT  0.9878  0.9641  0.9759  0.9700  0.9834  0.9623  0.9833
 MEMTO  0.8766  0.6551  0.8362  0.7329  0.8615  0.6641  0.8605

214K
 AT  0.9882  0.9715  0.9821  0.9768  0.9862  0.9689  0.9862
 MEMTO  0.8279  0.5945  0.9976  0.7450  0.8842  0.6752  0.8769

321K
 AT  0.9894  0.9768  0.9867  0.9817  0.9886  0.9743  0.9886
 MEMTO  0.7727  0.5612  0.9583  0.7078  0.8281  0.5941  0.8177

427K
 AT  0.9850  0.9765  0.9759  0.9761  0.9826  0.9653  0.9825
 MEMTO  0.7274  0.5377  0.9350  0.6828  0.7837  0.5288  0.7689

SMD

177K
 AT  0.9908  0.9500  0.9828  0.9661  0.9874  0.9610  0.9874
 MEMTO  0.9126  0.6055  0.9938  0.7522  0.9469  0.7350  0.9458

354K
 AT  0.9825  0.9712  0.9381  0.9537  0.9657  0.9437  0.9650
 MEMTO  0.8293  0.5326  0.9954  0.6939  0.8924  0.6456  0.8864

531K
 AT  0.9905  0.9747  0.9859  0.9802  0.9889  0.9741  0.9889
 MEMTO  0.7822  0.5222  0.9954  0.6850  0.8555  0.6081  0.8440

700K
 AT  0.9825  0.9712  0.9381  0.9537  0.9657  0.9437  0.9650
 MEMTO  0.7486  0.5173  0.9980  0.6814  0.8273  0.5813  0.8095

It is evident that the anomaly ratio significantly influences perfor-
mance across each dataset. In general, increasing the anomaly ratio 
enhances performance metrics such as F1-score, ROC-AUC, MCC, and 
G-Mean, which are robust in handling class imbalances between benign 
and anomalous data samples. We note that in most cases, MEMTO clients 
outperform AT clients across datasets and metrics, exposing MEMTO’s 
robustness to anomaly variances. However, the ability to maintain high 
scores, even when anomalies are a significant minority, demonstrates 
both AT and MEMTO clients are capable of adapting to different data 
distributions.

5.2.  Robustness

We extend our preliminary experiments by testing our AT and 
MEMTO clients’ robustness against the GAN-based Anomaly Injection 
Attack (GAIA) described in Section IV. Each is considered robust if its 
performance is not significantly degraded and is comparable to our 
initial results. Given the minimal performance variation when using
different client configurations, we use 10 clients in our robustness ex-
periments as in our second and third experiments. The optimal number 
of attention heads and anomaly ratios for each dataset and method are 
derived from Tables III and IV. Specifically, the optimal number of at-
tention heads is identical to the previous experiment, while the optimal 
anomaly ratios for AT and MEMTO are 0.5, 0.9, 0.9, and 0.7, respec-
tively. These values are based on the most optimal balance of F1-score, 
ROC-AUC, and G-Mean. The number of GAIA samples injected corre-
sponds to approximately 25%, 50%, 75%, and 100% of each dataset’s 

test set size, as detailed in Table I. This approach ensures a comprehen-
sive assessment of resilience, as each dataset is tested with its full test 
set along with varying proportions of GAIA samples.

Based on the data presented in Table 5, Figs. 2, and 3, each model 
demonstrates varying levels of robustness against GAIA across our 
datasets. For PSM, AT’s performance noticeably declines as the num-
ber of GAIA samples increases, with accuracy dropping from 0.8867 
to 0.7467 while samples range from 22K to 87K. Sharp declines are 
observed across each metric except precision. AT maintains high pre-
cision across all levels of GAIA samples, indicating it remains highly 
effective at correctly identifying non-anomalous instances. This insta-
bility can be attributed to the nature of the PSM dataset, which contains 
real-world server telemetry data characterized by high-frequency fluctu-
ations, noise, and bursty temporal patterns. These properties introduce 
greater variability in normal behavior, making it easier for GAIA to gen-
erate synthetic anomalies that mimic legitimate but rare or erratic se-
quences. Since AT is highly dependent on modeling consistent temporal 
associations, it becomes more susceptible to false negatives when ad-
versarial samples blend with this natural variability. This highlights a 
critical challenge: in real-world deployments, datasets with higher tem-
poral volatility may require additional robustness mechanisms or hybrid 
models that can better differentiate between benign irregularity and ma-
licious perturbation. In comparison, MEMTO performs comparably well 
in terms of recall, achieving higher recall values as the number of GAIA 
samples increases, but it is significantly inferior to AT in virtually ev-
ery metric on every dataset besides PSM, even at lower GAIA injection
rates.
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Fig. 2. AT clients performance on each dataset when faced against GAIA. Note: Each datasets results uses the combination of optimal number of attention heads 
and anomaly ratio before appending GAIA samples. (Top Left: PSM, Top Right: MSL, Bottom Left: SMAP, Bottom Right: SMD).

Fig. 3. MEMTO clients performance on each dataset when faced against GAIA. Note: Each datasets results uses the combination of optimal number of attention 
heads and anomaly ratio before appending GAIA samples. (Top Left: PSM, Top Right: MSL, Bottom Left: SMAP, Bottom Right: SMD).

When comparing the two models on the MSL dataset, AT again 
demonstrates stronger robustness. While MEMTO shows higher recall, 
it suffers from lower precision, leading to a less balanced performance. 
AT maintains high scores across the board, with accuracy and preci-
sion remaining stable even as the number of GAIA samples increases, 
showcasing its resilience. For instance, with 73K GAIA samples, AT 
achieves a precision of 0.9676, while MEMTO significantly underper-
forms at 0.5420. This suggests that AT is more effective at filtering out 
adversarial noise injected by GAIA.

For the SMAP and SMD datasets, the performance gap between 
AT and MEMTO is even more pronounced. AT consistently out-
performs MEMTO on all metrics across all GAIA injection lev-
els. In particular, AT maintains very high ROC-AUC, MCC, and G-
Mean (from 0.94-0.98) across the board, whereas MEMTO’s perfor-
mance shows significant degradation as more GAIA samples are in-
jected. MEMTO manages to achieve high recall, but its overall per-
formance suffers due to its inability to maintain precision under
attack.
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Because MEMTO is built on the premise of updating a memory mod-
ule, it could be more susceptible to adversarial manipulation. Some 
GAIA samples may be initialization points in the 𝐾-means portion of 
the method which means the memory module is being updated with 
adversarial samples as memory items. Based on the performance degra-
dation, it is evident that GAIA is exploiting this adaptability.

AT appears to work better due to its association discrepancy func-
tionality. GAIA samples are adversarial and anomalous meaning that 
the anomaly score with association discrepancy should illustrate this 
regardless of the number of samples. Outside of the PSM dataset, this 
holds true. For this reason, it is safe to say that although MEMTO per-
forms well in safe environments, AT is still a better option in more real-
istic scenarios where attacks could be more frequent and performance 
stability is of utmost importance.

6.  Related work

Anomaly detection has seen significant advancements through the 
integration of various ML techniques. Although not exhaustive, we re-
view current literature focused on FL, Transformers, and GAN-based at-
tacks as they pertain to smart grid anomaly detection.
Federated Learning for Smart Grid Anomaly Detection. Many works 
have focused on False Data Injection Attacks (FDIAs) and their detrimen-
tal impact on smart grid measurements  [27–29]. For instance, Li et al. 
[28] use FL, Transformers, and the Paillier Cryptosystem to enhance se-
curity by ensuring encrypted data exchanges, but this method does not 
directly address detection. In contrast, our federated approach offers 
distinct advantages. Both Transformer models used by our clients are 
specifically tailored for anomaly detection, surpassing the innate time-
series processing capabilities of standard Transformers. In particular, AT 
provides our clients with resilience against attacks involving realistic yet 
fraudulent data, such as those generated by GAIA. While FDIAs typically 
involve altering system state values (unstealthy) or adding an attack 
vector (stealthy), GAIA generates synthetic data with realistic features 
that are difficult to distinguish from genuine data. GAIA proves to be 
less computationally expensive, less error prone in data generation, and 
more effective as an attack vector compared to traditional FDIAs. This 
specialized optimization for anomaly detection and rigorous robustness 
evaluation position our approach as a more effective and comprehen-
sive solution for safeguarding smart grid systems against sophisticated 
cyber threats.
Transformer Models in Smart Grid Anomaly Detection. Qin et 
al.  [30] introduced a Decomposed Transformer (DT) which enhances 
anomaly detection in time-series data by decomposing the signals into 
their seasonal, trend, and remainder components. This decomposition 
allows DT to more effectively analyze various patterns within the data. 
The DT leverages multi-view embedding using dilated causal convolu-
tions and a Discrete Fourier Transform (DFT) to focus on periodic fea-
tures from both a signal and time perspective. In contrast, our AT clients 
utilize prior and series associations to capture information between in-
dividual points and entire periods, providing a holistic view of the data. 
Our MEMTO clients dynamically update memory items with a mem-
ory module to manage data points and periods. While both methods are 
tailored for time-series anomaly detection, DT uniquely combines recon-
struction and forecasting tasks to enhance representation and detection 
capabilities.
GAN-based Methods in Smart Grid. Smart Grid data is generated at 
very high rates, posing challenges for data sharing due to security and 
privacy concerns. To address this, previous works have leveraged GANs 
to facilitate the training of smart grid-based algorithms when data is 
scarce or incomplete [31,32]. Other works utilize GANs for adversarial 
and robustness training. For example, Liu et al. [33] propose a GAN-
based Data Injection Attack in power systems, generating disturbances 

based on real-time measurement data to create stealthy disturbances 
with high success rates. In their approach, the generator creates distur-
bances while the discriminator detects them. Using the Peak Signal-to-
Noise Ratio (PSNR), disturbances are classified as obvious, stealthy, or 
very stealthy based on predefined thresholds. This approach contrasts 
sharply with our proposed GAIA attack, which generates realistic syn-
thetic data rather than small disturbances. GAIA’s synthetic data closely 
resembles actual training data, and the detection of anomalies is han-
dled by either AT or MEMTO clients, rather than a separate discrimina-
tor. This distinction underscores the robustness and effectiveness of our 
federated approach in handling realistic data injections.

7.  Conclusion & future work

In this work, we have introduced a comparative study of two state-of-
the-art federated Transformer models, A.T. and MEMTO, designed to pro-
vide and enhance anomaly detection in smart grid-like systems. Using 
the advanced capabilities of Transformer models, our federated clients 
capture intricate temporal dependencies in sensor data that traditional 
models often miss. At the same time, our FL approach enables collabora-
tive model training between multiple clients without compromising data 
privacy. This decentralized methodology addresses critical privacy con-
cerns, making our study suitable for real-world applications constrained 
by regulatory and privacy issues. To rigorously evaluate each methods 
robustness, we also introduced GAIA, a GAN-based Anomaly Injection 
Attack that generates realistic synthetic data mimicking actual training 
data, posing a significant challenge to anomaly detection. Extensive ex-
periments on four real-world datasets demonstrate our approaches ex-
ceptional performance in detecting anomalies at the sensor level when 
faced with adversarial attacks like GAIA. Our findings emphasize the 
importance of evaluating model robustness in practical deployment sce-
narios where anomalies are not always uniformly distributed. Our com-
parative analysis stands as an innovative integration of Transformers 
and FL, combined with the robust testing framework provided by GAIA, 
marking a significant advancement in smart grid anomaly detection. 
We anticipate that our comparative study will inspire future research 
in many directions. These include dynamic adaptation of FL models to 
adversarial anomaly injection, integration of explainability techniques 
to increase transparency for real-time monitoring, and scalability across 
smart grid topologies with regard to communication overhead, privacy, 
and detection performance.
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