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Data-driven strategies, particularly machine learning (ML), offer transformative opportunities to redesign the development,
application, and regeneration of advanced resins for the selective removal of per- and polyfluoroalkyl substances (PFAS)
from complex water matrices. Despite decades of progress, conventional resin-based treatment continues to face persistent
challenges, including poor selectivity toward short-chain PFAS, trade-offs between adsorption capacity and regeneration
efficiency, and prohibitive operational costs at scale. Here, we highlight how ML can decode complex “structure—property—
performance” relationships to overcome these limitations, especially under realistic conditions where coexisting ions and
natural organic matter (NOM) compromise resin performance. By integrating generative models, reinforcement learning, and
hybrid digital twin frameworks, we can predict fouling risks and dynamically optimize operational parameters. This
integration enables a paradigm shift toward adaptive resins through a synergistic, data-driven closed-loop design. By uniting
theoretical, computational, and experimental approaches, such resins can respond to variable water chemistries while
maintaining closed-loop reusability. This data-driven framework supports continuous optimization of PFAS capture, solvent
recovery, and system longevity. Ultimately, we position ML not merely as a computational aid but also as a foundational
enabler for scalable, cost-effective, and sustainable PFAS remediation, and we propose actionable insights to guide resin
innovation in alignment with regulatory constraints and real-world operational demands.

PFAS, widely referred to as “forever chemicals,” constitute one of the most persistent and intractable classes of emerging
contaminants in aquatic environments [1]. Their exceptional chemical stability, derived from the strength of the C—F bond,
has enabled extensive industrial use but simultaneously drives environmental persistence, bioaccumulation, and documented
adverse health effects. As regulatory limits tighten toward ultratrace concentrations and expand to encompass thousands of
structurally diverse PFAS, conventional water treatment technologies are increasingly pushed to their limits. Among currently
available treatment options, polymeric adsorptive and ion-exchange resins remain one of the few technologies already
deployed at full scale [2]. Their modular chemistry, mechanical robustness, and theoretical regenerability make them attractive
for both drinking water and industrial wastewater treatment. However, decades of practical deployment have revealed
persistent limitations that challenge their long-term viability. These limitations include poor selectivity toward short-chain
and emerging PFAS, pronounced performance deterioration in complex matrices containing natural organic matter (NOM)
and competing ions, and regeneration processes that are solvent intensive, costly, and environmentally burdensome.
Importantly, these challenges are not isolated material deficiencies but symptoms of a deeper and more fundamental issue:
the difficulty of rationally navigating the high-dimensional design space linking resin chemistry, PFAS molecular structure,
water composition, and operational conditions. This complexity has constrained the field to incremental advances rather than
transformative solutions.

Historically, resin development for PFAS removal has relied on empirical, trial-and-error modification of polymer
chemistry guided by batch adsorption experiments. While this strategy has successfully produced resins with high affinity for
long-chain PFAS such as perfluorooctane sulfonate (PFOS) and perfluorooctanoic acid (PFOA), it has proven far less
effective in addressing more subtle and interdependent objectives. Short-chain PFAS, for instance, interact weakly through
hydrophobic and electrostatic forces, rendering them intrinsically more difficult to capture. Efforts to compensate by
increasing hydrophobicity or charge density often exacerbate fouling by NOM, slow adsorption kinetics, or compromise
regenerability. In practice, key performance metrics, such as adsorption capacity, selectivity, kinetics, fouling resistance, and
regeneration efficiency, are governed by overlapping but nonidentical molecular descriptors, including functional group
chemistry, pore size distribution, crosslinking density, and polymer flexibility. Exhaustively exploring this multidimensional
space through conventional experimentation is slow, resource intensive, and misaligned with the urgency imposed by evolving
PFAS regulations.

Against this backdrop, data-driven approaches, particularly those enabled by modern machine learning (ML), offer a
fundamentally different paradigm for PFAS resin research (Fig. 1) [3]. Rather than relying solely on incremental intuition-
guided modifications, ML enables predictive mapping between resin descriptors and performance outcomes (e.g., adsorption
capacity, selectivity, fouling resistance) across diverse PFAS chemistries and water matrices. Even with relatively modest
datasets (n > 100 sample sets integrating resin, PFAS, and water matrix properties), tree-based models such as random forests
and gradient boosting have demonstrated the ability to identify dominant features controlling adsorption behavior, including
surface charge density, hydrophobicity indices, and mesopore volume. Crucially, these models can capture nonlinear
interactions among variables, helping to explain why resins optimized for a specific PFAS class or water chemistry often fail
when conditions change. In this sense, ML functions not merely as an optimization tool but also as an analytical lens for
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samples) open the door to inverse resin design. By learning from existing resin—PFAS interaction data, these approaches can
propose polymer architectures optimized for multiple, historically conflicting objectives (e.g., short-chain PFAS adsorption
efficiency > 85% under high ionic strength). For example, enhanced affinity for short-chain PFAS under high ionic strength
while retaining efficient regenerability. This capability is increasingly important given the growing recognition that no single
interaction mechanism can address the chemical diversity of PFAS encountered in real waters (e.g., surface water and
wastewater). Rather than maximizing hydrophobic or electrostatic interactions in isolation, data-driven design points toward
multifunctional binding domains that distribute interaction strength across complementary mechanisms. In this role, ML does
not replace chemical intuition but amplifies it, prioritizing design hypotheses that would otherwise remain obscured within a
vast combinatorial landscape.
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Fig. 1. Schematic illustration of the data-driven closed-loop workflow for designing advanced PFAS-adsorptive resins, which fuses resin, PFAS,
and water matrix data with core ML modules (tree-based, generative, and interpretable ML) for rational resin design and establishes an experiment-
model feedback loop where performance validation results optimize ML model parameters and methodologies iteratively. SHAP: SHapley
Additive exPlanations, K,,: octanol-water partition coefficient, HI: hydrophobicity index, Z: molecular charge, M,,: molecular weight, pK,: acid
dissociation constant, Ec_¢: carbon—fluorine bond energy, and S,: solubility parameter.

For ML to meaningfully inform synthesis and scale-up, interpretability is essential. Models must yield chemically
actionable insight rather than opaque predictions. Feature attribution tools such as SHAP analysis, partial dependence plots,
and attention mechanisms provide pathways toward interpretability [5]. Emerging studies consistently indicate that high-
performing PFAS resins strike a balance between hydrophobic interactions and electrostatic attraction while maintaining
tolerance to ionic strength and NOM. Excessive hydrophobicity may favor long-chain PFAS uptake but accelerate fouling,
whereas purely ionic resins are vulnerable to competition from inorganic anions. At a finer scale, attention-based neural
networks trained on PFAS molecular representations (a core input feature for PFAS-side modeling) reveal distinct interaction
patterns for sulfonate- versus carboxylate-bearing PFAS, reinforcing the conclusion that “one-size-fits-all” resin designs are
unlikely to succeed. Interpretable ML thus functions as a hypothesis-generating engine, guiding targeted synthesis and
mechanistic validation.

In practical deployment, however, adsorption performance alone rarely determines the viability of resin-based PFAS
treatment. Regeneration efficiency and material durability often represent true operational bottlenecks, dominating lifecycle
economic costs (solvent use, waste disposal) and environmental impacts (hazardous waste generation). This challenge is
compounded by the fact that high-capacity resins frequently require organic solvents (e.g., methanol and ethanol) or harsh pH
conditions (pH <2 or pH > 11) for effective PFAS desorption, accelerating polymer degradation, generating secondary waste
streams, and reducing performance over repeated cycles. Despite its importance, regeneration remains comparatively
understudied and is often optimized through limited pilot testing rather than systematic analysis accounting for cost and
feasibility. Here, ML enables a conceptual shift from static regeneration protocols toward adaptive, closed-loop operation.
Reinforcement learning algorithms can explore multidimensional operational spaces, including solvent composition (e.g.,
methanol-water blends), temperature (20-50 °C), and cycle frequency, to identify strategies that minimize chemical
consumption while preserving resin integrity and cutting lifecycle cost burdens. When coupled with digital twins (virtual resin
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downstream step into an integral, cost-aware, data-driven component of system optimization.

Despite this promise, ML-enabled PFAS resin research remains constrained by persistent data limitations. Available
datasets are fragmented across studies employing different resins, PFAS targets, and testing protocols, with short-chain PFAS,
precursor compounds, and regeneration outcomes being particularly underrepresented. Without deliberate efforts to
harmonize and expand datasets, ML models risk perpetuating existing biases rather than uncovering genuinely new design
opportunities. Addressing this challenge requires community-driven data standards and integrated data ecosystems that unify
resin physicochemical properties, PFAS molecular descriptors, and water quality parameters into structured, multimodal
datasets, alongside interlaboratory validation campaigns to cross-verify experimental data and eliminate laboratory-specific
systematic biases. Active learning strategies, in which models identify the most informative experiments to perform next,
offer a pragmatic route to maximizing insight from limited experimental resources.

Equally important is the development of consistent, community-endorsed standardized representations and reporting
protocols for polymers and additives, whose structural complexity remains difficult to encode consistently across different
research groups. Moreover, the data quality poses an equally critical challenge. Variability in experimental protocols,
equilibration times, pH, ionic strength, and concentration ranges introduces hidden heterogeneity that undermines model
generalizability [6]. Measurement uncertainties are rarely quantified or propagated, leading to overconfident predictions,
while errors in reported resin properties or PFAS identities can silently bias training data. Publication bias further skews
available datasets toward positive outcomes. Addressing these issues will require formalized standardized reporting guidelines,
rigorous lab-internal data curation workflows, and explicit documentation of experimental uncertainty and measurement
errors; such protocols, when paired with interlaboratory validation, create a robust framework for data reliability. Without
such safeguards, ML models risk learning noise rather than signals, which highlights the critical need for experimental
validation in predicting resin performance and for iteratively refining the models themselves. Specifically, the results from
bench-scale and pilot tests can be used to calibrate biased feature values, optimize modeling approaches, and update model
parameters. This feedback loop mitigates inherent uncertainties, improves the accuracy and reliability of ML predictions, and
helps the model better capture the true structure—property—performance relationships of PFAS-adsorptive resins. Eventually,
it forms an essential link in the closed-loop design framework.

Looking ahead, the most transformative advances are likely to arise from tightly integrated experimentation, modeling, and
system operation. Autonomous or semiautonomous platforms that combine robotic synthesis, high-throughput testing, and
ML-driven decision-making could dramatically accelerate resin discovery. At the system level, data-driven control strategies
have the potential to shift PFAS treatment from a reactive process to a proactive and adaptive process. Achieving this vision
will require redefining performance metrics beyond adsorption capacity to include regeneration efficiency, lifecycle impacts,
and cost per unit PFAS removed. Embedding sustainability and safety constraints directly into ML objectives will be essential
to ensure that next-generation resins are not only effective but also environmentally responsible. Furthermore, to
operationalize this vision, resin datasets should systematically link standardized material descriptors, such as polymer
chemistry, functional group density, crosslinking degree, pore structure, and surface charge, with metrics for adsorption and
eluent combinations. Our recent work shows that even modest datasets can reveal nonlinear predictors of short-chain PFAS
selectivity, providing a basis for more rational resin prioritization [4]. Further integrating regeneration efficiency and lifecycle
cost into model objectives would support the development of closed-loop sustainability-oriented design.

Taken together, these considerations indicate that ML should be viewed not merely as a computational convenience for
PFAS resin research but as an enabling framework that can systematically connect molecular-level design, mechanistic insight,
and system-level operation. When embedded across the full lifecycle of resin development, from hypothesis generation and
material screening to process control and regeneration, ML provides a quantitative means to reconcile trade-offs that have
historically constrained resin performance, including selectivity versus fouling resistance and adsorption capacity versus
regenerability. Importantly, this integration enables feedback-driven, closed-loop optimization in which experimental data,
operational performance, and model predictions iteratively inform one another, moving the field beyond static, empirically
tuned materials toward adaptive treatment systems responsive to evolving water chemistries and regulatory demands. The
central challenge therefore is no longer whether ML can contribute to PFAS treatment but whether the research community
is prepared to establish the shared data infrastructures, community-endorsed standardized representations, cross-laboratory
validation frameworks, and cross-disciplinary workflows necessary to translate algorithmic advances into robust, field-
deployable technologies.
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