
Engineering 47 (2025) 168–179 
Contents lists available at ScienceDirect 

Engineering 

journal  homepage:  www.elsevier .com/ locate/eng  
Research 
Artificial Intelligence—Article 
Robot Cognitive Learning by Considering Physical Properties 
⇑ Corresponding author. 
E-mail address: fcsun@tsinghua.edu.cn (F. Sun). 

https://doi.org/10.1016/j.eng.2024.10.013 
2095-8099/© 2024 THE AUTHORS. Published by Elsevier LTD on behalf of Chinese Academy of Engineering and Higher Education Press Limited Company. 
This is an open access article under the CC BY-NC-ND license (http://creativecommons.org/licenses/by-nc-nd/4.0/). 
Fuchun Sun a,⇑, 
a Department of Computer Science and Technology, Tsinghua University, Beijing 100190, China 

Wenbing Huang b , 

b Gaoling School of Artificial Intelligence, Renmin University of China, Beijing 100872, China 

Yu Luo a , Tianying Ji a , Huaping Liu a , He Liu a , Jianwei Zhang c 

c Department of Informatics, University of Hamburg, Hamburg 20148, Germany 

a  r  t  i  c  l  e  i n f o
Article history: 
Received 30 January 2024 
Revised 30 September 2024 
Accepted 15 October 2024 
Available online 9 November 2024 

Keywords: 
Robot learning 
Physical basis 
Cognitive learning 
a  b  s  t  r  a  c  t  

Humans achieve cognitive development through continuous interaction with their environment, enhanc-
ing both perception and behavior. However, current robots lack the capacity for human-like action and 
evolution, posing a bottleneck to improving robotic intelligence. Existing research predominantly models 
robots as one-way, static mappings from observations to actions, neglecting the dynamic processes of 
perception and behavior. This paper introduces a novel approach to robot cognitive learning by consid-
ering physical properties. We propose a theoretical framework wherein a robot is conceptualized as a 
three-body physical system comprising a perception-body (P-body), a cognition-body (C-body), and a 
behavior-body (B-body). Each body engages in physical dynamics and operates within a closed-loop 
interaction. Significantly, three crucial interactions connect these bodies. The C-body relies on the P-
body’s extracted states and reciprocally offers long-term rewards, optimizing the P-body’s perception 
policy. In addition, the C-body directs the B-body’s actions through sub-goals, and subsequent P-body-
derived states facilitate the C-body’s cognition dynamics learning. At last, the B-body would follow the 
sub-goal generated by the C-body and perform actions conditioned on the perceptive state from the P-
body, which leads to the next interactive step. These interactions foster the joint evolution of each body, 
culminating in optimal design. To validate our approach, we employ a navigation task using a four-legged 
robot, D’Kitty, equipped with a movable global camera. Navigational prowess demands intricate coordi-
nation of sensing, planning, and D’Kitty’s motion. Leveraging our framework yields superior task perfor-
mance compared with conventional methodologies. In conclusion, this paper establishes a paradigm shift 
in robot cognitive learning by integrating physical interactions across the P-body, C-body, and B-body, 
while considering physical properties. Our framework’s successful application to a navigation task under-
scores its efficacy in enhancing robotic intelligence.

© 2024 THE AUTHORS. Published by Elsevier LTD on behalf of Chinese Academy of Engineering and 
Higher Education Press Limited Company. This is an open access article under the CC BY-NC-ND license 

(http://creativecommons.org/licenses/by-nc-nd/4.0/). 
and behavior. Trial and error enhance planning when the observed1. Introduction 
Humans interact with the world in a complex and highly intelli-
gent manner [1]; they employ their eyes for sight and their hands/ 
legs for action, with both working collaboratively under brain con-
trol. Navigating a cluttered room, for example, necessitates specific 
abilities: perception, through which the individual detects doors, 
walls, and obstacles; behavior, which determines the person’s nav-
igation while avoiding collisions; and cognition, in which the per-
son’s body issues commands for perception and behavior via 
brain functions. Acting as feedback systems [2], humans refine their 
cognitive abilities through the reciprocal processes of perception 
outcomes deviate from the expected results.
Mimicking such closed-loopmultifunctional systems in robots is 

challenging. Artificial intelligence and robotics researchers often 
model robots as agents [3,4]. Observational input (e.g., camera 
images and force sensors’ tactile feedback) is mapped to actions 
through policies optimized using imitation learning (IL) [5] or rein-
forcement learning (RL) in order to maximize feedback rewards. 
While these methods enable robots to perform real-world tasks, 
such as navigation [6], locomotion [7], and Rubik’s cube manipula-
tion [8], they have limitations. First, current approaches yield static, 
one-way mappings from observation to action, ignoring the 
intricate interaction between robot-embodied perception, 
behavior, and the environment. Human systems, in contrast, exhi-
bit complex physical integration in which perception, behavior, 
and cognition interact and evolve holistically. Second, existing
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methods lack the capability to represent human-like cognition 
dynamics. 

In this paper, we introduce the concept of physics-informed 
robot cognitive learning to address these limitations. Our approach 
boasts several advantages over previous methods. We conceptual-
ize the robot as a three-body physical system comprising a 
perception-body (P-body), a cognition-body (C-body), and a 
behavior-body (B-body). Each body engages in physical dynamics, 
with the P-body receiving environmental information and altering 
its configuration for observation, the C-body handling cognition 
and generating sub-goals based on the P-body’s states, and the 
B-body executing behavior directed by the C-body’s sub-goals. 

Significantly, our approach introduces three critical interactions 
among these bodies: 

C-body to P-body: The C-body relies on the P-body’s states, 
reciprocating with future sub-goals to enhance the P-
body’s perception policy. 
C-body to B-body: The C-body guides the B-body’s actions 
through sub-goals, and P-body-derived states following the 
B-body’s actions facilitate cognition dynamics learning in 
the C-body. 
B-body to P-body: The B-body interacts with the environ-
ment and changes the state, causing the P-body to acquire 
new information that updates its perception. 

Fig. 1 illustrates the overarching framework, encompassing the 
P-body, C-body, and B-body interactions. 
Fig. 1. The overall framework, consisting of three physical bodies: the P-body, C-body, an
P-body receives observation rom the environment and passes the low-dimension perce
body to follow and for the B-body to move forward. The B-body follows up by performin
the real state of the environment is updated as the next perception state which is t
knowledge base Afterward, the environment changes and the above-iterated process 
dynamic models of B-body, C-body, and P-body; pb, pc, and pp: the corresponding their po
and P-body, respectively; the next observation of the environment; an embedding 
state when given the current perception state and action 
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This unique interaction framework fosters joint evolution, 
leading to optimal design. Although it shares similarities with 
multi-agent RL (MARL) [9], our integrated system presents distinct 
features. The three bodies—perception, cognition, and behavior— 
possess diverse dynamics and pursue different sub-goals, whereas 
regular MARL agents are homogeneous, with common decision 
processes and rewards. 

To validate our approach, we apply it to a navigation task 
employing a four-legged robot, D’Kitty [10], with a movable global 
camera. The task demands intricate coordination between the 
camera and D’Kitty, showcasing the effectiveness of our formula-
tion. The experimental results, while indicative, underscore the 
potential applicability of our method to diverse practical tasks, 
including air–ground robot systems for emergency rescue. 
2. Related works 

2.1. Vision perception 

In recent years, encouraging advances have been demonstrated 
in various vision applications, such as image classification [11–13], 
object detection [14–18], and instance segmentation [19], largely 
thanks to the rapid development of deep learning. Here, we review 
recent developments in object-detection tasks, in which 
algorithms require an image as input and then deliver the category
d B-body. Each body has its own dynamics and interacts with every other body. The 
ption state o the C-body. The C-body then decides on suitable sub-goals for the P-
g actual actions toward the sub-goa given by the C-body. After the movement, 
ransmitted to the C-body for it to compute the residual error and then update the 
continues for another round until the robot reaches its final target. gb, gc, and gp: the 
licies where ab, ac, and ap are the actions derived from the polices of B-body, C-body, 
function to yield the perception state from the obvervation the next perception 
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and location information of a certain object of interest. Typically, 
traditional object-detection algorithms fall into two categories: 
two-stage object detectors and single-stage object detectors. Both 
types involve the steps of extracting features, generating proposals, 
regressing position coordinates, and classifying classes. One repre-
sentative two-stage object-detection method is the faster region-
based convolutional neural network (RCNN) [20], which proposes 
an anchor mechanism for predicting object boundaries and object-
ness scores per location instead of selective search methods. 
Another example worth mentioning is the feature pyramid net-
work (FPN) [21], which exploits the fusion of features between dif-
ferent depth feature layers to give better object-detection results at 
various scales. As a single-stage object-detection approach, the 
‘‘you only look once” (YOLO) object-detection system [22] drasti-
cally reduces detection time compared with two-stage detection 
methods, albeit at the cost of lower accuracy. 

To name a few more one-stage detection methods, the single-
shot detector (SSD) [23] extracts feature maps and utilizes a prior 
box of different scales and aspect ratios for detection, while 
RetinaNet [24] introduces focal loss to resolve the extremely uneven 
sample distribution issue and thereby improves the accuracy of the 
single-stage detector. Anchor-free object-detector methods [25–27] 
also exist, which employ features of the network structure to replace 
the anchor. The recent development of transformers [28,29] has also 
promoted research on object detection [30,31]. 

The aforementioned methods come under the passive visual 
perception category, intowhichmost existing algorithms fall. Unfor-
tunately, passive visual perception methods depend on a well-
captured still image as an input, which is not easy to obtain in prac-
tice. To be specific, passive visual perception methods struggle to 
locate and classify objects accurately in complex and dynamic cir-
cumstances, hindered by noise interference such as occlusion, over-
exposure, or moving objects. In contrast, humans are able to adjust 
their position and viewpoints to obtain images of interest—an obser-
vation that has inspired the study of active perception trends. In our 
previous works, we explored a robot with a fixed vision sensor 
[32–34], promoting the development of active object detection. 
However, these methods depend on a handcrafted reward design, 
such that the agent trained by RL needs to maximize the return to 
yield better perception performance [35,36]. In our architecture, 
the P-body is able to move and seek a desirable configu-
ration for better detection, which falls into the category of active per-
ception methods. Moreover, our P-body is both data-driven and 
knowledge-driven. In particular, the perception policy of the P-
body is not only learned from data by RL under the guidance of the 
perception reward but also influenced by the sub-goal guidance gen-
erated from the C-body. Conditional on the generated sub-goals, the 
active perception process of the P-body will leverage the knowledge 
from the C-body, and such knowledge will be continuously updated 
and optimized through interactions between the B-body and the 
environment, until the final task goal is attained. 

2.2. Reinforcement learning 

RL has made impressive advances in artificial intelligence, sur-
passing human performance in various domains (Atari, Go, etc.). 
It formalizes the problem of goal-seeking intelligence, which corre-
sponds to maximizing accumulated rewards in the task and envi-
ronment respectively [37]. RL algorithms are generally divided 
into the two categories of model-free RL and model-based RL. In 
model-free RL, agent-training methods can be further divided into 
two predominant approaches: 

(1) Value-based methods. In these methods, the agent learns a 

state
the n

(s)–action (a) value function approximator with as 
eural network parameters and selects an action accordingly. 

Q h s a h 
The deep-Q network (DQN) [38] was the first deep learning model 
to successfully learn the value function directly from high-
dimensional sensory input. 
170
(2) Policy-based methods. These methods focus on modeling 

and optimizing the policy directly. For example, REINFORCE 
[39] updates the policy parameter via gradient ascent on an esti-
mated return (using episode samples collected by Monte–Carlo 
methods). 

ph a s 
More specifically, actor-critic methods interpolate between pol-
icy evaluation and policy optimization. For example, deep deter-
ministic policy gradient (DDPG) agents [40] concurrently learn a 
deterministic policy and a Q-function and use each to improve 
the other, while soft actor critic (SAC) agents [41] learn a stochastic 
policy by incorporating entropy regularization and some other 
tricks. Unlike previous model-free RL methods, our B-body in the 
Bcent framework can be guided by the planning prompts from 
the C-body and thus achieve better exploration performance when 
interacting with the environment. 

Model-based RL methods usually achieve better data efficiency 
but have a weaker asymptotic performance than their model-free 
counterparts. Model-based algorithms are typically grouped into 
three categories according to the various usages of the learned 
dynamical models [42]: 

(1) Dyna-style algorithms. In Dyna algorithms, the learned 

dynamics are used to generate imagined data, and the training iter-
ates between policy optimization with imagined data and model 
correction with real samples. Model-based policy optimization 
(MBPO) [43] utilizes an ensemble of neural networks to model 
the dynamics and adopts SAC [41] as the policy optimization 
algorithm. 
(2) Policy search with back-propagation through time. These 

methods exploit the model derivatives and improve the policy 
based on its analytic gradient. The iterated linear quadratic Gaus-
sian (iLQG) method [44] assumes the reward function to be 
quadratic and the dynamics to be linear and then derives a con-
troller from these simple parametrizations using dynamic 
programming. 
(3) Shooting algorithms. These algorithms sample candidate 

actions from a designed distribution, evaluate the sampled action 
under a model, and choose the most promising action in order to 
deal with nonlinear dynamics and non-convex reward functions. 
In a recommender system (RS) [45], the agent generates candidate 
action sequences from a uniform distribution, while the cross 
entropy method (CEM) [46] and probabilistic ensembles with tra-
jectory sampling (PETS) [47] iteratively adjust the sampling distri-
bution. The knowledge base in the C-body of Bcent can be regarded 
as an extension of these learning dynamics models. Moreover, our 
knowledge base can provide sub-goals to guide the P-body and B-
body to improve the training efficiency. 
3. Methodology 

As depicted in Fig. 1, our architecture comprises three essential 
physical components—P-body, C-body, and B-body—that intri-
cately collaborate within a closed loop. In essence, the P-body 
acquires comprehensive information from the environment and 
distils it into low-dimensional states for the C-body. Subsequently, 
the C-body dispatches specific sub-goals to the B-body based on 
the received states. Eventually, the B-body enacts precise actions 
to follow the sub-goals designated by the C-body. This cyclical pro-
cess persists as the environment evolves, iteratively advancing 
until the robot attains its ultimate objective. 

The forthcoming sections delve into the comprehensive particu-
lars of each body’s role and functionality.
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3.1. The perception-body 

The primary objective of the P-body is to provide the C-body 
with a low-dimensional representation after processing high-
dimensional observations obtained from the environment. The 
physical implementation of the P-body may involve various types 
of sensors, such as cameras for visual input, force arrays for tactile 
feedback, and voice recorders for audio data collection. A funda-
mental characteristic of the P-body is its dynamic perception pro-
cess. The term ‘‘dynamic” signifies that the P-body possesses the 
capability to adjust its configuration to enhance its observation 
quality if necessary. For example, if the P-body is realized as a mov-
able camera, its observations are closely tied to its configuration, 
including the camera location and orientation. We refer to the 
policy-governing configuration changes as the ‘‘perception policy.” 
Furthermore, as previously mentioned, the perception policy is 
influenced by cues (i.e., sub-goals) received from the C-body. 

The computational flow within the P-body is mathematically 
defined as follows: 

sp t f o t cp t stateextraction 1 

ap t pp sp t sc t Dt perceptionpolicy 2 

cp t 1 gp cp t ap t perceptiondynamics 3 

where ap is the action of the P-body’s policy. In the above equations, 
represents the time step ; T is the task horizon; 

represents the high-dimensional and multi-modal observation from 
the environment, such as images, depths, and audio; is a low-
dimensional abstract state vector that characterizes the perception 
state; is the perception state defined as a combination of the 
sensors’ parameters and configurations, such as the position and 
the inner and outer parameters of the sensors, which are deter-
mined based on the policy where 
denotes the future sub-goal from the C-body after a delay time 

and is an embedding function that maps the high-
dimensional observation vector to a low-dimensional and 
abstract state vector conditioned on the configuration 
Subsequently, the P-body transitions to a new configuration, 

based on the action taken from the current configuration, 
as governed by the transition probability function 
The underlying principle of this formulation is rooted in the concept 
of a Markov decision process (MDP). 

3.1.1. Model-free perception policy learning via P–C interaction 
In the context of an MDP, training the policy typically 

involves two primary approaches: model-based methods [48] 
and model-free methods (e.g., proximal policy optimization (PPO) 
[49] and trust region policy optimization (TRPO)) [50]. In the case 
of the P-body, we opt for the model-free strategy because of the 
potential complexity and cost associated with learning the transi-
tion probability of the observations An important question 
arises regarding the provision of the reward signal, While one 
option is to set as a measure of how accurately the perception 
state estimates the ground-truth state this criterion 
may not suffice in many scenarios. 

3.1.2. P–C interaction 
Given that robots typically operate with long-term goals, such 

as reaching a target position, it becomes essential to ensure mini-
mal perception error throughout the entire movement trajectory, 
especially at the target point. Moreover, in the Bcent framework, 
the C-body will transmit sub-goals to the P-body in order to pro-

t (t 0 T) o t 

sp t 

cp t 

pp sp t sc t Dt , sc t Dt 

f Dt; 
o t 

cp t . sp t , 

cp t 1 , 
gp cp t ap t . 

pp 

o t . 
rp. 

rp 
sp t s t , 
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vide guidance and thus improve the perception performance. Com-
pared with conventional active perception methods [50,51], our P– 
C interaction offers distinct advantages: 

Efficiency: The P-body’s explicit modeling of the percep-
tion dynamics allows the C-body’s planning information 
to aid the P-body’s movement through the dynamic model, 
enhancing the interpretability and effectiveness of the per-
ception. In contrast, active perception methods using RL 
often guide sensor movement solely based on maximizing 
the perceptive reward, resulting in high exploration costs. 
Flexibility: The generality of our framework (Eqs. (1)–(3)) 
accommodates various policy implementations, including 
predefined rules, control methods, and RL. 

3.2. The cognition-body 

The C-body plays a pivotal role in our model, akin to the human 
brain’s responsibility for coordinating and directing various bodily 
functions. More specifically, the C-body’s key tasks involve extract-
ing and updating knowledge based on accumulated experiences 
gained through interactions with the environment by the other 
two bodies. In return, the C-body provides guidance and instruc-
tion to the other two bodies. 

The computational flow within the C-body is defined as follows: 

sc 0 f o 0 cp 0 initial state extraction 4 

ac t pc sc t kc cognitionpolicy 5 

sc t Dt gc sc t ac t kc cognitiondynamics 6 

In the above equations is the planning instruction from the 
C-body, aimed at guiding the exploration of the P-body and B-
body; and is the action of the C-body at each planning instant, 
which then leads to the generation of the next planning instruc-
tion. Furthermore, (is a positive integer) denotes the 
update interval in the C-body, with the temporal values of 

steps) as possible time points; and refer 
tothe cognition transition probability function in the C-body, 
respectively; and represents the knowledge base in C-body. 

It is important to note that is of multiple forms to guide the 
exploration and execution of the P-body and B-body, representing 
planned sub-goals or instructions generated by the cognition 
dynamics. Unlike the P-body (and the upcoming B-body), which 
employs a unit update interval , we deviate from this 
default setting by allowing for This modification is moti-
vated by the idea that the C-body focuses more on long-term, 
coarse-level goals and evolves over a larger temporal scale. 

It is worth highlighting that both the cognition policy and the 
dynamics are contingent on the knowledge of the C-body, denoted 
as While this paper currently defines as the parameters of the 
cognition transition probability function it can also take the 
form of memory buffers, knowledge databases, knowledge graphs, 
or other informative constructs. The incorporation of knowledge 
enables the C-body to mimic the functioning of a human brain, 
encompassing knowledge utilization and knowledge updates. 

We further specify the planning instructions in Figs. 2 and 3.  In  
particular, on the right side of Fig. 3, a D’Kitty robot would start 
from the start point and focus on reaching the target point, passing 
by an obstacle represented by an orange area. Then, in the knowl-
edge base, we can divide this task into a triple skill sequence, ‘‘Move 
to obstacle,” ‘‘Move around obstacle,” and ‘‘Move to target,” each 
equipped with specified action primitives and parameter spaces.

, sc t 

ac t 

Dt N 

gc t 0 Dt KDt (K pc 

kc 

sc t 

(Dt 1)
Dt 1. 

kc. kc 

gc, 

kc 

move_f0010
move_f0015
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Fig. 2. The design and construction of knowledge bases. In the initialization phase, we establish the knowledge base via skill extraction from the human/expert 
demonstration or just simple manual coding. To differentiate between the sources of skills and action primitives, we use orange to represent the actions given by the P-body 
(e.g., detection), pink for the decisions of the C-body (e.g., determining the turning points), and blue for the behaviors of the B-body (e.g., approaching and tracking). 

Fig. 3. The application and deployment of knowledge. We show the whole process of the skill sequence, ‘‘Move to obstacle,” ‘‘Move around obstacle,” and ‘‘Move to target,” 
each including its inherent action primitives. Through sub-goal generation, the skills from the C-body can be adapted to different scenarios s the position coordinate 
axis of this task represents the coordinate of the start point while as the target point s the coordinate of the obstacle s the coordinate of the 
target. 

. x y i 
. xs ys xs ys . xo yo i . xT yT i 
More specifically, in the first skill, ‘‘Move to obstacle” the 
action primitives include detecting the distance and shape of 
the obstacle, approaching the turning point 1, and then arriving 
in front of the obstacle. It should be noted that the obstacle is a 
short wall or a pit that the robot cannot pass through. Thus, the 
robot must move around the obstacle to reach the target. When 
reaching the first turning point, the D’Kitty robot initiates the 
second skill, ‘‘Move around obstacle,” which includes newly 
detecting the obstacle for its coordinates, planning to pass by 
the obstacle, and tracking the planning trajectories in this pro-
cess. Finally, the D’Kitty robot performs the third skill, ‘‘Move 
to target,” by detecting the target point and arriving at the tar-
get. By using the three skills in sequence, the D’Kitty robot can 
autonomously detect both the obstacle and the target point, 
plan a reasonable route based on the detection results, and 
finally perform actions to achieve the sub-goals one by one. 
In this case, the C-body acts as the skill policy in order to gen-
erate the planning instructions, and the B-body acts as the 
parameter sub-policy in order to eventually reach the target 
point. 
172
3.2.1. Knowledge utilization 
The objective of knowledge utilization within the C-body is to 

generate sub-goals conditioned on the task goal 
where computes the greatest integer less than or equal to 
and is a positive integer. This is achieved through model-based 
RL in this paper. Given our focus on goal-based tasks, the reward 

is computed by measuring how closely the perception state 
at time approaches the target state The reward 

is defined as where represents 
the distance measure function in the perception state space, such 
as the Euclidean norm used in our implementation. We opt for 
model-based policy learning in C-body for two main reasons: 

The cognition dynamics operate within a concise and low-
dimensional state space, rendering it more tractable to 
learn a model in this abstract domain. 
Learning the cognition dynamics is imperative, as we will 
soon outline that the C-body is responsible for supplying 
both the P-body and B-body with sub-goals, which depend 
on the outputs of the cognition model.

g, sc kDt 
T 
Dt 
k 1 

x x, 
k 

rc 
sp T T  T  KDt s . 

rc s sp T d s sp T , d

c c c cg s t a t k 
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Various model-based RL techniques have been proposed; we 
select the iLQR method [52], which has been widely applied in 
robot control. The generation of sub-goals involves formulating 
an optimal control problem: 

sc 
T 
Dt 
k 1 argmax

sc 
krc s sp T 7 

s t sc k 1 Dt gc sc kDt sp kDt kc 8 

sc 0 sp 0 sc T s 9 

The solution results in a sub-goal sequence 
which is then conveyed as guidance to the 

P-body and B-body. 

3.2.2. Knowledge update 
In the Bcent framework, initialization of knowledge can occur in 

two ways: learning from prior knowledge or random initialization. 
When prior knowledge exists, it can be encoded into the knowl-
edge base via function approximation or hard coding. Otherwise, 
for general cases without prior knowledge, initialization can be 
performed with random hyperparameters to the knowledge base. 
Then, the question arises: How do we update knowledge —more 
specifically, the parameters of the cognition model 

? In essence, signifies the expected 
state projected by the C-body and should closely approximate the 
actual feedback In other words, the learning objective of 
the cognition model is to minimize the residual error 

via the mean squared error. Given that 
we propose to instantiate with 

the actual state during the model learning process, as our 
experiments have shown that this instantiation accelerates learn-
ing significantly. Overall, the model learning problem can be for-
mulated as follows: 

kc argmin 
kc 

T 
Dt 
k 1 sp k 1 Dt gc sc kDt sp kDt kc 

2 
2 10 

where sderivedfromtheknowledgeutilizationinEq.(7).

3.2.3. P–C interaction 
Once the optimal cognition transition probability model is 

learned, it can facilitate policy learning in both the P-body and 
the B-body. The sub-goals are integrated into the perception policy 
(Eq. (2)) and the long-term reward for the P-body for active 
sensing. 

3.2.4. C–B interaction 

For the B-body, the sub-goals will be harnessed as 
the expected states to guide behavior policy optimization, which 
will be introduced in the subsequent subsection. 

In the aforementioned P–C and B–C interaction processes, the C-
body leverages historical information and prior knowledge to 
update the cognition body This feature underscores the advan-
tages of our formulation over prior works: 

Imitation of human cognition: The C-body emulates the 
environment’s characteristics and refines the knowledge 
of the planning process, aligning more closely with human 
cognitive growth. 
Sample efficiency: The introduction of taps into histor-
ical information and prior knowledge, enhancing the sam-
ple efficiency of cognition training. 

sc 0 sc Dt sc T , 

kc

sc t Dt gc sc kDt sp kDt kc 

sp t Dt . 

sc t Dt sp t Dt 2 
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Cooperativity: The C-body imparts planning information 
to both the P-body and the B-body, enabling them 
to execute their actions with increased precision and 
efficacy. 

3.3. The behavior-body 

The B-body orchestrates its actions in accordance with the sub-

goals obtained from the C-body. To streamline this 
explanation, we will outline the process of reaching the sub-goal 

the computational flows for other sub-goals follow a similar 
pattern. We consider the MDP below, where 

sc kDt 
T 
Dt 
k 1

sc Dt ; 
t 0 1 Dt. 
sp t f o t cp t state extraction 11 

ab t pb sp t sc t Dt behaviorpolicy 12 

o t 1 gb o t ab t behaviordynamics 13 

We have duplicated the state extraction stage from the P-body 
for the sake of clarity. Apart from this, is the action of the B-
body derived by behavior policy, which is applied to the environ-
ment, leading to the next observation is the behavior 
body’s policy and is the behavior dynamics model. 

The B-body is motivated by two primary objectives. First, it 
aims to accurately track the sub-goals provided by the C-body. 
We refer to this reward as the goal-guided reward 

for each h phase to measure the dis-
tance from to Second, in addition to reaching the 
target position, the B-body must fulfil other requisites (e.g., in navi-
gation, the robot needs to learn how to stand up and avoid obsta-
cles before reaching the target location). Therefore, we introduce 
another reward that can be obtained from the environment. 
In combination, we compute the reward 
where is a weight parameter that balances the significance of 
the two rewards. To facilitate the learning of the behavior policy 

we lean toward employing model-free RL techniques. This 
choice is influenced by the typical complexity of behavior dynam-
ics, which are often challenging to accurately characterize. In cases 
where the dynamics are straightforward or known, opting for 
model-based policy learning can offer the advantage of enhanced 
exploration efficiency. 

After receiving the guided sub-goals from the C-body, the B-
body divides the original long-term complex task into short-term 
simple sequential subtasks. Within each subtask, the B-body per-
forms actions to reach the given sub-goal. When completing the 
subtask, the B-body feeds the real exploration results back to the 
C-body in order to update the knowledge base. 

We summarize the advantages of the B-body compared with 
conventional RL methods: 

Reducibility: By leveraging planning information, the B-
body can decompose the original task into a series of sim-
pler sub-tasks. The successful completion of each sub-task 
contributes to the successful achievement of the overarch-
ing goal. 
Interactivity: Following interaction with the environment, 
the interactive residual error computed by the B-body 
effectively contributes to the update of the C-body’s 
knowledge. 
Enhanced efficiency: The task decomposition into sequen-
tial sub-tasks enables the B-body to enhance the interac-
tion efficiency, facilitating effective and streamlined 
execution.
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4. Experiments 

All experiments were conducted using a four-legged robot 
called D’Kitty. The primary objective of the robot was to navigate 
to a predefined target location. Below is a description of the imple-
mentation of our experimental framework: 

The overhead camera functions as the P-body and is 
responsible for tracking the location of D’Kitty. To enhance 
its tracking capabilities, the camera can freely move along 
the three-dimensional (3D) directions—up and down, left 
and right, and forward and backward. 
D’Kitty, which has 12 degrees of freedom for locomotion, 
serves as the B-body. Its task includes learning how to 
stand up and move forward, based on the angles of its legs 
detected by internal sensors and the two-dimensional (2D) 
location coordinates provided by the P-body. 
The planner, acting as the C-body, is tasked with generating 
a virtual trajectory of sub-goals leading to the target loca-
tion. This trajectory guides the movements of both the P-
body and the B-body. 

The subsequent sections present a series of experiments to 
demonstrate the necessity of interactions between the three bodies 
in the context of the navigation task. More specifically, we conduct 
evaluations for the perception task, followed by an investigation 
into the navigation task. 

When conducting these experiments, we instantiate the sym-
bols in Bcent framework as follows: represents the internal 
and external parameters of the camera; is a top-view image 
received by the camera; denote the position and velocity of 
D’Kitty extracted from the image, as well as the angle and angle 
velocity of D’Kitty detected by the internal sensors; is the 
control strategy of the camera configuration; represents the 
parameters of the prior knowledge structure of D’Kitty and the 
task; is the expected position and attitude of D’Kitty in the 
next step; is the cognition strategy of the position and atti-
tude of D’Kitty and is the control input of D’Kitty, such as the 
joint torques. 

While our scenario may seem straightforward, with only one 
obstacle, it presents considerable complexity. Traditional control-
based methods struggle to meet our task requirements due to 
two primary challenges. The first challenge involves the robot’s 
need to perceive its environment, such as identifying the obstacle’s 
location and size. Without the perception module (the P-body), 
relying solely on low-level sensing makes obstacle avoidance diffi-
cult. The second challenge arises from the unique configuration of 
the D’Kitty robot, which is equipped with four legs and 12 degrees 
of freedom. In our task, the robot must know how to stand up and 
move. It is difficult to control all four legs by means of traditional 
learning-free methods. 

In general, both the perception and the behavior capabilities 
mentioned above are better achieved through learning-based 
methods rather than traditional control-based approaches. 
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4.1. Evaluations of perception 

In our experiment, we enable the camera to move in three 
dimensions, allowing us to thoroughly assess the significance of 
active perception in the robot tasks and fully explore the potential 
of active perception in a perfect setting. At time the P-body (rep-
resented by the camera) receives a top-view image of the environ-
ment denoted as based on the internal and 
external parameters of the camera Using this input, the P-
body employs an object-detection neural network to detect the 
2D state of the moving D’Kitty, as described by 

t, 

I t o t cp t , 
cp t . 

sp t 
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in Eq. (1). Our P-body exhibits two distinct advan-
tages compared with previous object-detection methods: 

Active perception: The P-body has the capability to move 
and ensure that D’Kitty remains within its field of view. 
This ability is achieved through its perception policy 
P–C interaction: The trajectory envisioned by the C-body 
serves as valuable guidance for the P-body, enabling it to 
better track D’Kitty’s behavior. This results in an improved 
policy where repre-
sents the sub-goal at time in Eq. (4). 

In this section, we will demonstrate the benefits of these speci-
fic designs. An overview of the experimental flowchart is provided 
in Figs. 4 and 5.

We compiled two distinct datasets for our training: an offline 
dataset and an online dataset. The offline dataset was constructed 
using DeepMind Control Suite and MuJoCo in combination with 
the Robel environment. This was achieved by integrating a fixed 
camera into the setup. The implemental details of P-body are 
shown in Fig. 6. After training on this offline dataset, the passive 
perception module was established and kept static for the subse-
quent training of the active perception module. The online dataset 
was generated through real-time interactions between the envi-
ronment and the moving camera. It should be noted that the online 
images do not need to be stored, since the active perception model 
dynamically engages with the environment. All images have a con-
sistent input size of 

4.1.1. Evaluation metrics 
Our evaluation employs five key metrics: precision, recall, F1 

score, F2 score, and mean average precision (mAP). The utilization 
of the mAP is a prevalent practice in the computer vision research 
community for assessing the performance of object-detection 
models. 

4.1.2. Results and analyses 
We present the quantitative outcomes in Table 1 [33,52], high-

lighting the best results in bold font. In this table, the method 
labelled as ‘‘fixed” [33] denotes the scenario where the camera is 
stationary and unmoving. The ‘‘fixed” approach delivers the weak-
est performance because D’Kitty consistently moves out of the 
camera’s field of view. The term ‘‘random” signifies the case where 
the camera is set in motion by initializing three vectors to deter-
mine the extent of movement along the x, y, and z axes. The 
‘‘active” method [52] refers to active perception, where the per-
ception agent is trained by an RL method within hand-crafted 
rewards, in order to adjust the sensors’ configurations and posi-
tions. The designation ‘‘policy” refers to a variation of our method 
that lacks the guidance of sub-goals, while ‘‘policy + sub-goal” rep-
resents the complete implementation of our proposed method.

Our observations reveal that our method outperforms all other 
three baselines across the most fundamental and rigorous evalua-
tion metric—namely, mAP. This outcome substantiates the superi-
ority of our approach. It is noteworthy that the recall of the 
‘‘policy” method surpasses that of our method. We speculate that, 
being devoid of assistance from sub-goals, the ‘‘policy” method 
tends to gather an excessive number of samples at the beginning. 
This likely contributes to its improved recall value but diminished 
precision in comparison with our method. 

4.2. Evaluations of locomotion and navigation 

The experiments conducted in this subsection provide a com-
prehensive validation of D’Kitty’s capabilities with respect to both 
locomotion (i.e., tasks such as standing up and walking) and navi-
gation (i.e., strategies for reaching a designated target location).
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Fig. 4. Implementation of the D’Kitty locomotion and navigation task. Here, the P-body is an active perception camera, the C-body carries out path navigation, and the B-body 
is a physically moving D’Kitty robot. As D’Kitty moves forward, the camera actively follows D’Kitty’s movement. Meanwhile, the C-body makes decisions based on the 
camera’s perception and D’Kitty’s status. By generating sub-goals for both the B-body and the P-body, the C-body guides D’Kitty better toward the target point and avoids the 
obstacle in its path.

Fig. 5. An overview of how the P-body works. The P-body (the camera) starts from a far distance in order to capture a whole picture of the environment. Then, the perception 
module deployed on the P-body searches for and locates the rough position of D’Kitty. However, the perception module is not confident about the result and only gives low 
confidence from a far distance (35% probability shown). Then, the P-body zooms in and figures out a more accurate location of D’Kitty. In the meantime, D’Kitty is approaching 
its target location. In case D’Kitty is out of the scope, the P-body tracks closely with D’Kitty and detects and updates its location.

Fig. 6. The network architecture of the P-body. The architecture is mainly divided into two parts: the passive module and the active module. The passive module acts as the 
feature extractor to generate the confidence head and state value; the active module takes the output of the passive module and the sub-goal and predicts the P-body’s action. 
Accc : the confidence head of feature extraction output.
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Table 1 
The quantitative results of our experiment. 

Method Precision Recall F1 score F2 score MAP-0.5 

Fixed [33] 0.164 0.594 0.257 0.389 0.160 
Random 0.320 0.597 0.417 0.509 0.311 
Active [52] 0.362 0.605 0.428 0.542 0.342 
Policy 0.381 0.700 0.494 0.599 0.398 
Policy + sub-goal 0.529 0.631 0.576 0.608 0.597

 

4.2.1. Observation and sub-goal spaces 
In the context of these evaluations, the complete observation 

space for D’Kitty at a given time step encapsulates a rich 
set of variables. This includes D’Kitty’s current position and veloc-
ity, and the degree of alignment of its heading with respect to the 
target location. In addition, information about the 12 joint angles 
and their corresponding angular velocities are encompassed within 
this space. Moreover, the state vectors and sub-goal are 
intricately linked to the 2D location of D’Kitty within the 
environment. 

4.2.2. Predictive planning 
Upon receiving the initial state and target position, the C-body 

engages in the formulation of a predictive trajectory of states, 
specifically represented as Subsequently, 
contingent upon each predictive state the behavior policy of 
the body (i.e., the B-body) orchestrates a series of actions, with 
the objective of attaining the subsequent sub-goal within 
the course of steps. 

4.2.3. Knowledge update 
Following an interaction window spanning steps, an accu-

mulated residual error, characterized by ,  is
conveyed to the C-body. This information serves as the catalyst 
for the updating of its knowledge parameters through Eq. (10). 
Concurrently, the B-body undertakes the task of refining its policy 
to mitigate this error, thereby facilitating improved performance 
during subsequent training iterations. 

In essence, this cohesive interaction loop seamlessly integrates 
perception, planning, and action, fostering the acquisition of 
enhanced knowledge by the C-body while concurrently enabling 
the B-body to fine-tune its policy for optimized execution. 

4.2.4. Implementation details 
Within the C-body, the cognition transition probability model 
is instantiated using a multilayer perceptron (MLP). During each 

episode, the C-body provides sub-goals that guide the interactions 
of the B-body with the environment. The experiences obtained 
from these interactions are stored in a cache for self-
supervised C-body training. To overcome non-stationarity issues 
caused by the simultaneous training of the P-body and B-body, 
an ‘‘all-in all-out” training strategy is employed. This involves the 
cyclic processing of the cache, wherein experiences are divided 
into training and test sets for iterative model training. Besides, 
the implement details of C-body and B-body, as well as their inter-
action, are illustrated in Fig. 7.

For the B-body, the task is divided into a sequence of goal-
conditioned subtasks with intervals of Each subtask incorpo-
rates a sub-goal from the C-body to facilitate interactions with 
the environment. The behavior policy is trained using PPO, where 
a three-layer MLP serves as the policy approximator. All hyper-
parameters are listed in Table 2.

4.3. Evaluation results 

To assess the training and testing stages, the D’Kitty robot’s ini-
tial location is fixed at the origin (0, 0) with a standard stance, and 
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target locations are chosen randomly within the x–y coordinate 
space. After every 50 training episodes, ten tests are conducted, 
and the average cumulative reward and success rate are computed 
for presentation.

4.3.1. Reward function and success indicator 
The reward (r) function is defined as follows referring to Ref. 

[54]: 

upright t goal t goal bonus small bonus big 

rbonus small 5 dt goal 0 5  orht goal cos25 15

rbonus big 10 dt goal 0 5 orht goal cos25 16 

where is the reward encouraging the robot to keep upright 
and 1  if  or is the 
cosine of the angle between the body normal and the ground, 

represents the distance from current state to the target, 
is the cosine of the angle of the robot’s orientation in relation 

to the target line and and are the bonuses for 
reaching the desired target. From this reward, it can be seen that 
this task requires the simulated D’Kitty to reach the target and 
maintain its balance. 

The success indicator is whether the goal distance is within a 
certain threshold and D’Kitty is sufficient upright at the last step 
of the episode: 

Es p 1 d 
s 
T goal 0 5 1 h s T goal cos25 17 

where s is the state-action trajectory of single task; 
is the distance from the current position of D’Kitty to the tar-

get when task completes; and is the cosine of the final angle 
when task completes. 

4.3.2. Results and analysis 
The evaluation results for the success rate and reward are 

depicted in Figs. 8 and 9, respectively. And, we also provide visual-
ization results in Appendix A Video S1 to show the dynamic motion 
process. Two variants of the method are compared: one employing 
the ground-truth states, denoted as CB-body (the C-body and the 
B-body) , and the other employing the predicted states by the P-
body, denoted as PCB-body (the P-body, C-body, and B-body). Sev-
eral baseline methods utilizing PPO [49], SAC [41], or temporal dif-
ference model (TDM) [53] for individual B-body control are also 
included. CB exhibits better control performance and success rates, 
with the method showing resilience to local optima. PPO, however, 
converges to a lower reward due to limited exploration, resulting 
in the robot learning only to stand and orient itself toward the tar-
get, without mastering the walking motion. 

When comparing PCB-body with CB-body, a minor performance 
drop is observed. This is attributed to the fact that the states pre-
dicted by the P-body do not precisely match the ground truth,

rupright 
rupright aupright cos15 rupright 500, aupright 

dt goal 

ht goal 

rbonus small rbonus big 

E is expectation 

d s T goal 

h s T goal 

move_f0035
move_t0010
move_f0040
move_f0045


F. Sun, W, Huang, Y. Luo et al. Engineering 47 (2025) 168–179

Fig. 7. The network architecture of the C-body and B-body. In this framework, the C-body generates the next sub-goa conditioned on the current state and action The 
B-body performs actions to interact with the environment and track the next sub-goal after the interval The arrived state is considered to be the supervised 
signal of the predictive sub-goal for training the cognition transition probability model Q: the state–action value function of the policy in B-body.

Table 2 
Hyper-parameters for the B-body, C-body, and P-body. 

Different body Hyper-parameter Value 

Behavior-body Q hidden sizes (128, 128) 
Policy hidden sizes (128, 128) 
Q learning rate 3 10 4 

Policy learning rate 3 10 4 

Discount factor 0.99 
Clip 0.2 
Generalized advantage estimation factor 0.95 
Samples per updating 1024 
Batch size 64 

Cognition-body Model hidden sizes (256, 256) 
Horizon of MPC 3 
Weight factor 0.1 
Holdout ratio None 
Cache size 3000 
Batch size 64 
Model learning rate 3 10 4 

Perception-body Camera resolution (480, 480) 
Model hidden sizes (512, 512)

Fig. 8. The reward of the locomotion and navigation tasks. CB-body: the C-body and 
the B-body; PCB-body: the P-body, C-body, and B-body; TDM: temporal difference 
model; M: million.
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leading to a slight degradation in PCB-body’s performance. With-
out ground-truth perception information such as the position 
and velocity of the D’Kitty robot and the coordinates of the target 
and obstacle, the P-body will enable information extraction from 
the images. Then, the C-body and B-body will receive the percep-
tion information from the P-body and drive the robot to the target. 
In short, the PCB-body (P-body, C-body, and B-body) presents in a 
more challenging environment than CB-body, while the perfor-
mance degradation is slight, which demonstrates the effectiveness 
of the inherent cooperation of the three bodies in the Bcent frame-
work. Nevertheless, PCB-body significantly outperforms the baseli-
nes, highlighting the efficacy of the interplays among the three 
bodies in enhancing the control performance and task success rate. 

We also report the training wall time and the computing infras-
tructure in Table 3, to show the computational efficiency. From the
177
results, it can be seen that, even within the synchronous training of 
three bodies, Bcent can be trained efficiently in general computing 
infrastructures. 

5. Discussion and conclusions 

In this paper, we introduce a pioneering decision-making frame-
work that harnesses the collaborative development of a P-body, a C-
body, and a B-body. Our framework transcends the conventional 
agent paradigm by incorporating the C-body, enabling a more faith-
ful emulation of human cognitive processes and dynamic decision-
making. The physical synergy among these three bodies contributes 
to their collective enhancement. Through extensive experiments 
involving D’Kitty’s navigation and locomotion, we validate the 
necessity and effectiveness of each proposed component compared 
with existing methods and alternative variations. 

This work lays a foundation for numerous future explorations in 
cognitive robotics:

move_t0015
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Fig. 9. Performance comparison of the success rate and reward of the D’Kitty 
locomotion and navigation task. We compare our closed-loop framework (equipped 
with the P-, C-, and B-body) with its ablation variants (the B-body only by PPO, SAC, 
or TDM, the CB-body with ground-truth states).

Table 3 
Computing infrastructure and computational time. 

Bcent 
(h) 

Item CPU GPU 

AMD EPYCTM 

7763 
NVIDIA GeForce RTX 
3090 

P-body 6.84 

AMD EPYCTM 

7763 
NVIDIA GeForce RTX 
3090 

C-body + B-body 18.74 

P-body + C-body + B-
body 

AMD EPYCTM 

7763 
NVIDIA GeForce RTX 
3090 

27.65 

CPU: central processing unit; GPU: graphics processing unit.
The collaboration of multiple cognitive bodies: Drawing 
inspiration from the biology of creatures like octopuses, 
in which different brains serve distinct purposes, a fascinat-
ing avenue would be to explore how multiple cognitive 
bodies can synergize to achieve superior performance. 
Human–robot collaboration in dynamic environments: 
As robots increasingly collaborate with humans and fellow 
robots in diverse tasks, there is a compelling need to study 
how robots can effectively interact with dynamic environ-
ments while working alongside humans. 
Distributed sensing and learning in the cloud: The con-
cept of cloud robots is gaining momentum. The integration 
of distributed local sensing with the global sharing of infor-
mation through the cloud could revolutionize robotic 
capabilities. 
Non-Markov decision-making: Traditional decision pro-
cesses are often Markovian, with the agent lacking the 
capability to remember past trajectories. Embracing non-
Markovian decision processes could allow robots to lever-
age their complete history and experiences, leading to 
more informed and holistic decision-making. 

In conclusion, our framework introduces a ground-breaking 
perspective in the field of cognitive robotics, emphasizing collabo-
ration among distinct cognitive bodies. This work opens the door 
to a multitude of exciting avenues for future research and 
innovation. Our proposed Bcent framework is generally versatile 
and can be applied to various types of robots or tasks by selecting 
specific state and action spaces for the three bodies involved. In 
human–robot scenarios, potential challenges exist in two aspects: 
In the aspect of perception, in order to better communicate with 
humans, a robot should understand human intentions and know 
178
what the humans plan to do during human–robot interactions. In 
the aspect of behavior, the robot should be able to learn from 
human demonstrations and imitate skills from humans in order 
to improve its behavior capability. In our Bcent framework, in addi-
tion to perception and behavior, we utilize cognition to update the 
knowledge in order to realize continuous learning and life-long 
learning, which can help Bcent deal with complex human-robot 
interaction scenarios. 
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