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ABSTRACT

With the rapid advancement of tactile sensing technologies, real-time prediction of robotic grasp
stability has become increasingly critical for ensuring safe and reliable operation in automated
industrial environments. Achieving accurate real-time predictions of grasp instability is essential for
preventing failures during robotic manipulation tasks. Tactile signals serves as a primary source
of contact information during grasping and provides detailed insight into the interaction forces
and surface dynamics. However, tactile signals often exhibit complex and non-stationary temporal
characteristics, posing significant challenges for efficient and robust modeling. To address these
challenges while maintaining computational efficiency, we propose GraspLite-Net, a lightweight deep
learning-based model that relies solely on tactile time-series data, without requiring visual input.
Our proposed GraspLite-Net captures both local and global temporal dependencies while remaining
suitable for real-time deployment and comprises three main components: (1) a deformable patch
segmentation module that adaptively identifies informative temporal segments; (2) a multi-scale
re-parameterized convolutional block for enhanced temporal feature extraction; and (3) an attention-
based multiple-instance learning (MIL) pooling module for effective feature aggregation. We conduct
extensive experiments on the BiGS dataset and show that GraspLite-Net surpasses baseline methods
in both prediction accuracy and inference speed, underscoring its effectiveness and suitability for
deployment in real-world robotic grasping systems. We further perform a cross-dataset evaluation on
the SnapFitForceProfiles dataset to demonstrate the model’s generalization capability to new robotic
scenarios.
© 2026 The Authors. Publishing services by Elsevier B.V. on behalf of KeAi Communications Co. Ltd. This is an
open access article under the CC BY-NC-ND license (http://creativecommons.org/licenses/by-nc-nd/4.0/).

1. Introduction

to securely hold and manipulate objects without slippage or
dropping. Conversely, unstable grasps may lead to object dis-

With the rapid advancement of industrial automation, the de-
mand for intelligent robotic systems capable of operating reliably
in dynamic environments has grown significantly. Such systems
are expected to enhance production efficiency, maintain consis-
tent product quality, and reduce reliance on manual labor [1].
Among various robotic capabilities, real-time grasp stability pre-
diction plays a crucial role in ensuring safe and reliable object
manipulation, particularly in tasks such as assembly, packaging,
and warehouse automation [2]. A stable grasp allows a robot
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placement, damage, or even complete task failure, ultimately
affecting the overall performance and safety of the robotic sys-
tem. Unlike humans, who can instinctively sense and adjust grip
force based on tactile feedback [3], robots often lack such adapt-
ability and struggle to generalize across diverse objects, shapes
and surface conditions [4].

Although vision-based techniques are widely used in robotic
perception, their performance can degrade under challenging
conditions such as occlusion, poor illumination, or reflective sur-
faces. In contrast, tactile sensing provides a robust and com-
plementary modality by capturing direct physical interactions
between the robotic manipulator and the object [5]. Biomimetic
tactile sensors, which employ arrays of distributed electrodes, are
particularly effective in delivering high-resolution feedback that
closely resembles the sensory capabilities of human skin [6,7],
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thereby enabling the detection of fine contact features such as
pressure distribution and the onset of slippage. Despite recent
advances in deep learning and feature representation, grasp sta-
bility prediction remains a challenging problem [8] due to the
high dimensionality, temporal dynamics and variability of tactile
data across different objects and interaction scenarios.

To address these challenges, recent research has explored
deep learning-based methods [9] for extracting temporal features
from tactile time series data. While convolutional and recurrent
architectures have shown potential in capturing temporal de-
pendencies, many existing models are computationally expensive
and often require fixed-length inputs, which limits their suitabil-
ity for real-time robotic applications. Furthermore, the inherent
noise and variability in tactile signals, caused by differences in
object texture, shape, and contact dynamics, further complicate
stable classification. Therefore, it is essential to develop models
that are both computationally efficient and capable of processing
variable-length and noisy tactile data.

To overcome these limitations, we propose a lightweight deep
learning framework for modeling tactile time series data in robotic
grasp stability prediction task, aiming to achieve high predic-
tion accuracy while remaining computationally efficient. The key
contributions of this work are summarized as follows:

(1) We design a lightweight architecture, GraspLite-Net, that
relies solely on tactile data and integrates deformable patch
segmentation with multi-scale re-parameterized convolu-
tional blocks to effectively capture temporal dynamics for
grasp stability prediction.

(2) We develop an attention-based multiple instance learning
(MIL) pooling mechanism to enhance our model’s ability
to classify grasp stability from noisy and variable-length
tactile time series.

(3) We evaluate GraspLite-Net on the BiGS dataset through
extensive experiments, demonstrating superior prediction
accuracy and F1 score compared with baseline models, as
well as significantly reduced inference time. We further
validate its generalization capability through cross-dataset
experiments on the SnapFitForceProfiles dataset, showing
consistent performance across different robotic tasks.

This article is structured as follows: Section 2 presents a com-
prehensive review of related work on tactile sensing and deep
learning methodologies for robotic grasp stability prediction. Sec-
tions 3 and 4 formalize the problem and describe the proposed
deep learning framework, GraspLite-Net, in detail. Section 5 out-
lines the experimental methodology and reports the correspond-
ing results. Finally, Section 6 provides conclusion and highlights
prospective directions for future research.

2. Related work

In this section, we review recent advances in tactile sensing
and deep learning techniques for robotic grasp stability predic-
tion, with particular emphasis on developments in multimodal
tactile sensors, time-series modeling approaches, and lightweight
computational architectures, as well as the limitations these
methods face in effectively capturing temporal dynamics and
meeting real-time operational requirements.

2.1. Recent advances in tactile sensing for robotic grasp stability
prediction

Robotic grasp stability prediction has been a long-standing
research challenge, particularly in unstructured environments
where object properties and contact conditions can vary signifi-
cantly [10]. Tactile sensing provides rich local contact information
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that complements vision-based approaches, offering direct mea-
surements of forces, vibrations, and temperature at the contact
interface. Early studies primarily relied on single-modality tactile
data, such as normal force or pressure distributions, to detect
slip or classify grasp outcomes [11-13]. With the emergence of
advanced tactile sensing technologies, such as the multimodal
tactile sensor BioTac [14] and vision-based tactile sensors like
GelSight [15] and Digit [16], researchers now have access to
richer and more diverse tactile information for robotic manip-
ulation tasks. These developments have enabled more sophisti-
cated algorithms that can exploit multimodal data to improve
the robustness and generalization of grasp stability prediction.
Liu et al. [17] proposed a deep network framework incorporat-
ing a triplet network and self-attention mechanisms to predict
tactile grasp outcomes. Cao et al. [18] developed an efficient
grasp detection network that utilizes multi-channel inputs, a
lightweight generative structure, and attention mechanisms to
improve detection performance. Garcia-Garcia et al. [19] pro-
posed a graph-based method for grasp stability prediction by
modeling tactile data with spatial structure and training a Graph
Neural Network on a dataset of over 6000 grasps, but their ap-
proach relied on static snapshots and did not exploit the temporal
dynamics inherent in tactile time-series data. In contrast, consid-
ering the temporal dynamics in tactile time-series data provides
richer information over time, which is crucial for more accurate
grasp stability prediction. Si et al. [20] developed a physics-based
simulation framework that integrates robot dynamics and vision-
based tactile sensing, achieving high zero-shot sim-to-real grasp
stability prediction after real-world calibration. Wang et al. [21]
proposed a tokenized transformer-based multiple instance learn-
ing approach designed for high-dimensional tactile time series
data, successfully applied to robotic manipulation tasks includ-
ing grasp stability prediction, however, their method exhibited
low time efficiency. Chebotar et al. [22] collected the Biotac
Grasp Stability (BiGS) dataset, which is specifically designed to
support the development and evaluation of models for robotic
grasp stability prediction. However, most existing tactile sensors
and associated algorithms still face challenges in fully capturing
complex contact dynamics and dealing with sensor noise, which
limits their robustness in real-world robotic grasping tasks.

2.2. Lightweight deep learning methods for time series analysis

Robotic grasp stability prediction can be formulated as a time
series binary classification task [23]. Tackling tactile time series
data efficiently is crucial for real-time robotic applications, and
lightweight deep learning models have emerged as a promising
solution for time series analysis. Many researchers have explored
various approaches to address this problem, among which deep
learning methods have demonstrated strong potential in enhanc-
ing both accuracy and efficiency, such as [21,24-26]. To meet
the real-time requirements of robotic applications, lightweight
models for time series analysis have gained increasing atten-
tion. Campos et al. [27] introduced LightTS, which uses adaptive
distillation and Pareto optimization to compress ensembles for
efficient time series classification on resource-limited devices
without losing accuracy. Lai et al. [28] proposed LightCTS, a
lightweight framework for correlated time series forecasting that
achieves competitive accuracy with much lower computational
and storage costs. Chen et al. [29] proposed LFTSAD, a lightweight
unsupervised anomaly detection model for edge devices, achiev-
ing high accuracy with significantly lower computational cost and
faster inference than existing deep models.

Despite recent advances, most existing methods for robotic
grasp stability prediction still face challenges in balancing
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Fig. 1. Overview of the GraspLite-Net architecture. It consists of a Deformable Patch Segmentation module for adaptive temporal segment learning, a Multi-scale
Re-parameterized Convolution block for efficient temporal modeling, and an Attention-based MIL Pooling module for temporal feature aggregation.
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accuracy with computational efficiency. Lightweight models often
lack specialization for real-world grasp stability tasks, particularly
in dynamic industrial settings. Additionally, the temporal char-
acteristics of tactile time-series data are frequently overlooked,
which limits the ability of models to capture fine-grained patterns
essential for stable and adaptive grasping. These limitations high-
light the need for computationally efficient, task-oriented models
capable of fully exploiting temporal tactile information to achieve
reliable real-time performance.

3. Problem setting

In the task of robotic grasp stability prediction, tactile sensor
data collected over time is naturally represented as multivariate
time series. A time series is denoted as X = {x1,X3,...,X7} €
RT*C, where T represents the length of the time series and
C denotes the number of feature dimensions, corresponding to
the tactile sensing channels. Each time step x; € RC is a C-
dimensional feature vector, with xf representing the value of
the dth feature at time step i. Given a dataset consisting of N
samples, the collection of time series is represented as X
(X1, Xo, ..., Xy} € RN*XTXC where each X; corresponds to a
grasp attempt and is associated with a binary label y; € {0, 1},
indicating grasp outcome. The complete label set is denoted as
Y = {y1,¥2, ..., yn}. The goal of this binary classification task is
to learn a predictive function f : R"*¢ — {0, 1} that maps each
input time series X; to its corresponding grasp stability label y;,
by leveraging the temporal dynamics and multimodal tactile cues
present in X. Labels are assigned as 1 for failure (unstable grasp)
and O for success (stable grasp) (see Fig. 1).

4. Method — GraspLite-Net

In this work, we propose GraspLite-Net, a lightweight deep
learning framework designed for real-time robotic grasp sta-
bility prediction using only tactile inputs. The proposed net-
work integrates deformable patch segmentation and multi-scale
fully convolutional blocks to efficiently extract temporal features
from high-dimensional tactile data. To handle noisy and variable-
length sequences, we incorporate an attention-based MIL pool-
ing mechanism that adaptively aggregates salient features across
time. This design enables the model to focus on key contact
patterns while maintaining low computational overhead, making
it well-suited for deployment in practical robotic systems.

4.1. BioTac sensor

We employ the BioTac tactile sensor [14] for the robotic grasp
stability prediction task. The BioTac is a multimodal, biomimetic
tactile sensor comprising a rigid core encapsulated by an elastic
skin filled with a conductive fluid, see Fig. 2a. With its compliant
structure and the fluid interface between the skin and core, the
sensor replicates the softness and deformability of a human fin-
gertip, see Fig. 2c. When touched, the resulting deformation and
fluid displacement can stimulate multiple adjacent taxels. Each
BioTac sensor incorporates 19 electrodes (Fig. 2b) and a hydro-
acoustic pressure sensor housed within a silicone membrane
filled with conductive fluid, enabling the measurement of pres-
sure, vibration, and temperature in a manner analogous to human
tactile perception. The generated tactile signals include electrode
values, high-frequency pressure (Pac), low-frequency pressure
(Ppc), high-frequency temperature (Tac), and low-frequency tem-
perature (Tpc) and are recorded as time-series data, as illustrated
in Fig. 3.
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Fig. 3. BioTac tactile time-series signals, including (a) electrode readings from
all three fingers, (b) high-frequency fluid pressure (Pac), and (c) low-frequency
fluid pressure (Ppc).

4.2. Learning adaptive temporal segments via deformable patch seg-
mentation

Patching is a natural way to enrich each input unit with
denser contextual information, capture local dependencies, and
reduce sequence length for more efficient modeling. However,
traditional fixed-size patching schemes often misalign with the
intrinsic temporal dynamics of time series, limiting the model’s
ability to capture fine-grained local patterns. To overcome this
issue, we introduce Deformable Patch Segmentation, a flexible
segmentation mechanism that adaptively modifies the center and
length of each patch according to the input signal. This ensures
that each patch is semantically aligned with meaningful temporal
events rather than arbitrary time windows.

Given an input time series X € RT*¢, we begin by extracting
base patches x” e RP*C with a predefined length P = 16
and a stride of 8, applying zero-padding where needed to cover
the entire sequence. For each patch, a compact convolutional
network H(-) operates on the features g(x”) to predict two offsets:
center shift . and patch length adjustment §,, calculated as
8¢, 8 = H(g(x")). These are used to reconfigure the patch
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center and scale: X, = x, + §. and P =P+ 26p, where x.
is the original center position. The boundaries of the adjusted
patch are then given by X = X — 5 and Xggne = X + 5.
We apply linear interpolation to resample the interval between
Xiefe and Xqighe, yielding a temporally normalized patch, which is
subsequently projected into a latent space of dimension d = 64.
By dynamically learning patch positions and scales, our proposed
deformable patch module mitigates the semantic misalignment
caused by fixed patch segmentation and enables the model to
more accurately capture localized temporal dependencies. This
design ensures that the observed performance gains arise from
the precise alignment of patches with key events, rather than
from the addition of parameters or increased model flexibility.

4.3. Lightweight and efficient temporal modeling via multi-scale
re-parameterized convolutional module

Effective temporal feature extraction is essential for capturing
both short- and long-term dependencies in time series data,
particularly when balancing model expressiveness with compu-
tational efficiency. To address the limitations of existing tempo-
ral modeling approaches, including the quadratic complexity of
Transformer architectures and their reduced efficiency on long
sequences, we propose a hierarchical multi-scale convolutional
network constructed using one-dimensional convolutional layers.
Our architecture models temporal dependencies across multiple
resolutions while maintaining a lightweight structure suitable for
real-time or resource-constrained applications.

Each convolutional block contains two parallel depthwise con-
volutional branches with large and small kernels to enable multi-
scale local feature extraction. These branches are complemented
by 1 x 1 pointwise convolutions, which enable effective cross-
feature interaction. Let Z,_; € RN*H denote the input to the
ith block, and Z, denote the output of the deformable patch
segmentation module, H = 128 is the hidden feature dimension
and N represents the time series length after deformable patch-
ing. Denote the learnable transformations associated with these
branches as F,-e (-)and Gf('), corresponding to the large- and small-
kernel branches in the ith convolutional block, respectively, with
6 representing the parameters of the convolution kernels.

To ensure stable and efficient training when using large ker-
nels, we introduce a re-parameterization mechanism. During
training, the large- and small-kernel depthwise convolutions op-
erate in parallel and jointly extract multi-scale temporal features.
During inference, the small-kernel weights are zero-padded and
merged with the large-kernel branch to form a single equivalent
convolution, which preserves the multi-scale representational
capacity learned during training while eliminating any additional
computational overhead. In our implementation, 6 blocks are
stacked, with large kernel sizes of 8, 8, 12, 12, 18 and 18, and a
small kernel size of 4. The output of the depthwise convolution is
then computed by applying the Gaussian Error Linear Unit (GELU)
activation function to the element-wise sum of the two trans-
formed inputs, formulated as: Z; = GELU (F{(Zi—1) + G/ (Zi-1)).
We introduce a learnable residual connection within the depth-
wise convolution layer, where a scalar parameter « adaptively
scales the residual contribution, the output of the ith block is
computedas Z; = Z;_1 + « - Z;.

4.4. Temporal feature aggregation via attention-based MIL pooling
framework

Following the extraction of multi-scale temporal features
through the stacked fully convolutional blocks, we apply an
attention-based Multiple Instance Learning (MIL) pooling layer
to aggregate instance-level representations, allowing the model
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Fig. 4. Experimental Setup for the BiGS Dataset: (a) The BiGS dataset experimental setup includes three object types: a cube, a cylinder, and a ball. (b) Examples of

stable and unstable grasps illustrating different grasp outcomes.

to assign higher weights to the most informative instances in
a bag, more see [30]. In this time series framework, each patch
or time step corresponds to an individual instance, and the MIL
pooling mechanism combines these into a fixed-size, bag-level
feature vector. Let Z = [z],z],...,z}]" € RV*" represent the
output from the final convolutional block, where H is the hidden
dimension and N is the number of instances (time steps). The
MIL pooling calculates a weighted sum of instance embeddings
as follows:

N T T
exp (w' tanh(Vz;
ZyiL = Za,-zi, where @ = — P vz, ))T (1)
= > i1 exp (wT tanh(vz}"))

with z; € RY denoting the representation of the ith instance,
and V. e¢ R w e RM as trainable attention parameters.
The resulting global vector Zyy € RM serves as a fixed-length
representation capturing the most relevant temporal patterns,
and is fed into the final classifier to produce bag-level predictions.
Our attention-based MIL pooling mechanism enables the model
to jointly consider contributions from multiple non-adjacent tem-
poral segments that influence grasp instability. By computing
attention weights across the entire sequence, the model can
selectively emphasize the most informative time steps, regardless
of their positions. These weighted contributions are aggregated
into a bag-level representation, thereby improving the overall
representation and enhancing prediction accuracy.

Then, the aggregated global representation Zy is fed into a
two-layer fully connected network (FCN) with a ReLU activation
to perform classification. This bag-level classifier, denoted as C(-),
produces the predicted label logit y:

3 = c(Zww) (2)

where C(-) is a trainable function mapping the global feature
vector to the prediction score. For training, we use the binary
cross-entropy loss to compare the predicted probability with the
true label y € {0, 1}. The predicted probability is obtained by
applying a Sigmoid activation to y, and the loss is given by

Lyce = — [yloglo (7)) + (1 - y)log(1 — 0 (7))] (3)

where o(-) denotes the Sigmoid function. This setup enables
the model to optimize the attention-weighted instance features
effectively for accurate binary classification at the bag level (see
Fig. 4).

5. Experiments

We evaluate the effectiveness of GraspLite-Net on the robotic
grasp stability prediction task using the Biotac Grasp Stability
(BiGS) dataset [22]. All experiments are conducted in PyTorch and
run on a workstation equipped with an Intel i7-13700 CPU, 64 GB

of RAM, and an NVIDIA RTX 4090 GPU. We split the dataset into
training, validation, and testing sets in an 8:1:1 ratio. The model
is trained for 200 epochs with a batch size of 32 using the Adam
optimizer and a learning rate of 0.0001. To prevent overfitting,
we apply early stopping with a patience of 100 epochs based on
the validation loss.

To comprehensively assess performance, we evaluate both
predictive accuracy and computational efficiency. Classification
performance is quantified using accuracy and the micro F1-score,
which together provide a thorough assessment of overall correct-
ness as well as class-specific predictive behavior, and are defined
as follows:

TP + TN
TP + TN + FP 4+ FN
where TP, TN, FP, and FN denote the numbers of true posi-
tives, true negatives, false positives, and false negatives, respec-
tively. The F1-score is the harmonic mean of precision and recall,
capturing the balance between them, and is defined as

Accuracy = x 100% (4)

Precision - Recall

Fl-score =2. ——— x 100%,
Precision + Recall
P (5)
where Precision = , Recall= ——
TP + FP TP + FN

Computational efficiency is evaluated using the model size (num-
ber of trainable parameters), average training time per epoch,
and average inference time per sample, which together indicate
the model’s scalability and suitability for real-time robotic ma-
nipulation. We compare our method with both traditional and
state-of-the-art models, including ED-1NN, DTW-1NN-I, DTW-
1NN-D, MLSTM-FCN, Modern-TCN, OS-CNN, TodyNet, Ensemble-
ELM-G, Ensemble-ELM-U, and GA-EHSELM ([31]. The traditional
baseline methods include ED-1NN, DTW-1NN-I, and DTW-1NN-
D. ED-1NN [32] classifies time series using Euclidean distance
to identify the nearest neighbor. DTW-1NN-I [32] applies dy-
namic time warping (DTW) independently to each dimension,
whereas DTW-1NN-D [32] applies DTW jointly across all dimen-
sions. For modern deep learning baselines, we consider MLSTM-
FCN, TodyNet, OS-CNN, and Modern-TCN. MLSTM-FCN [33] ex-
tends LSTM-FCN by integrating squeeze-and-excitation blocks
to enhance feature representation. Modern-TCN [34] improves
temporal convolutional networks with a fully convolutional ar-
chitecture that captures long-range dependencies. OS-CNN [35]
is a 1D CNN model that uses a universal kernel-sizing rule to
adaptively extract features across temporal scales. TodyNet [36]
employs a temporal dynamic graph neural network to model
spatio-temporal relationships without relying on a predefined
graph structure. Ensemble-ELM-G, Ensemble-ELM-U, and GA-
EHSELM [31] are deep learning methods specifically designed
for robotic grasp stability prediction on the BiGS dataset in Yi
et al. [31]. For a fair comparison, all models are trained under
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the same conditions, including the same number of epochs, learn-
ing rate, and optimizer settings. The final results are averaged
over 10 independent test runs to ensure robustness and reduce
variability.

5.1. Overview of Biotac Grasp Stability (BiGS) dataset

The Biotac Grasp Stability (BiGS) dataset [22] is a resource
for developing and testing models that predict the stability of
robotic grasps. The dataset focuses on identifying whether a
robotic grasp will hold or fail due to slippage, with an empha-
sis on early prediction for timely intervention. Data collection
was conducted using a Barrett WAM robotic arm equipped with
a three-fingered hand, where each finger integrates a BioTac
sensor, which is a multi-modal biomimetic tactile sensor. Each
BioTac sensor contains 19 electrodes and a hydro-acoustic pres-
sure sensor inside a silicone membrane filled with conductive
fluid, allowing it to sense pressure, vibration, and temperature,
similar to human tactile perception. Each grasp is performed from
a top-down orientation and subjected to rapid shaking to evaluate
its stability. The outcome of each grasp (success or failure) is
determined using a wrist-mounted force-torque sensor. To stan-
dardize procedures and enhance repeatability, a VICON motion
capture system tracks object position, and a bowl mechanism
repositions slipped objects. The dataset comprises 2000 grasp
sequences, with approximately 54% labeled as stable and 46%
as unstable. Each sequence spans 10 s, recorded at 300 Hz, and
includes synchronized tactile and robot state data.

5.2. Data preprocessing

For this study, we use tactile time series data from 19 elec-
trode signals on each of the three fingers, resulting in a total of
57 features per time step. To support early grasp prediction, we
extract data starting from finger closure and include the first two
seconds after the object is lifted. This truncation excludes non-
contact frames and irrelevant trailing data, helping the model
focus on the most informative segment of the interaction. To
assess the performance and effectiveness of early failure pre-
diction, following the approach in [21], we consider the time
series starting from when the fingers begin to close on the object
and continue for 2 s after the object is lifted, within an overall
duration of 10 s. For a fair comparison, all baseline methods are
evaluated using only the first 2 s of tactile data after lifting.

During preprocessing, all time series are first zero-padded to
a fixed length if needed. They are then uniformly downsampled
to 350 time steps to ensure consistent sequence length. Finally,
Z-score normalization is applied across all features for consistent
scaling, and the dataset is randomly shuffled for training.

5.3. Quantitative evaluation of robotic grasp stability prediction per-
formance

In this section, we present a comprehensive quantitative eval-
uation of GraspLite-Net for robotic grasp stability prediction,
assessing its accuracy, efficiency, and robustness under various
experimental settings.

5.3.1. Performance and efficiency comparison with baseline models
We begin by assessing the performance and computational
efficiency of robotic grasp stability prediction in comparison with

2 http://bigs.robotics.usc.edu/
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baseline models. As shown in Table 1 and Fig. 5.a, our pro-
posed GraspLite-Net attains the highest accuracy of 92.25% along
with an F1 score of 92.24%, while also achieving the fastest
inference time of just 0.13 ms among all compared methods.
These results demonstrate that GraspLite-Net effectively balances
prediction accuracy and computational speed, making it highly
suitable for real-time robotic grasp stability prediction. Its capa-
bility to provide accurate predictions with minimal latency facili-
tates smooth integration and reliable operation within practical
robotic systems, where timely decision-making is critical. The
t-SNE visualization in Fig. 6 highlights the model’s feature rep-
resentation capabilities. Furthermore, Fig. 5.b illustrates that our
proposed model achieves faster convergence of the training loss
over epochs, indicating efficient learning and stable optimization
during training.

Next, we compare our proposed GraspLite-Net with two graph
convolutional network (GCN) methods introduced in [37], which
use only the signals from 19 electrodes and construct the graph
adjacency matrix based solely on data from the final time step.
To ensure a fair comparison, we also restrict the input to the 19
electrode signals in this experiment. However, relying on a single
time point limits these models’ ability to capture the evolving
temporal dynamics that are essential for accurate grasp stability
assessment. Moreover, the GCN methods depend heavily on the
specific number and spatial arrangement of electrodes, which
reduces their adaptability and generalizability to other sensor
configurations. In contrast, our GraspLite-Net model utilizes the
full tactile time series, allowing it to effectively capture temporal
variations without being constrained by the number or layout of
electrodes. As presented in Table 2, while the GCN models excel
at extracting spatial features, GraspLite-Net outperforms them in
both prediction accuracy and F1-score.

5.3.2. Ablation study

To better understand the contribution of each component in
GraspLite-Net, we conducted two ablation studies to isolate and
evaluate their individual effects.

To evaluate the impact of the deformable patch segmentation
module introduced in Section 4.2, we conducted an ablation study
by replacing the deformable patching strategy with a fixed-size,
non-adaptive segmentation approach. Specifically, the input time
series was evenly partitioned into patches of fixed length without
dynamic center or scale adjustment. As shown in Table 3, this
modification resulted in a decrease in accuracy from 92.25% to
90.13% and in F1 score from 92.24% to 90.10%, indicating that rigid
segmentation is less effective at capturing fine-grained temporal
variations in tactile sequences. Moreover, this variant exhibited
increased sensitivity to noise and temporal irregularities, further
highlighting the advantages of flexible temporal modeling.

We further evaluated the effectiveness of the attention-based
MIL pooling module introduced in Section 4.3 by comparing it
with three alternative strategies: (1) Max Pooling, which em-
phasizes the most dominant signal by selecting the maximum
activation across instance embeddings; (2) Mean Pooling, which
assigns equal weight to all instances and may therefore dilute
discriminative cues; and (3) No Pooling, which concatenates all
instance embeddings, preserving detailed information but sacri-
ficing permutation invariance and increasing model complexity.
As shown in Table 3, replacing attention-based pooling with these
alternatives leads to a noticeable decline in performance, with
accuracy decreasing to 90.45%, 89.87%, and 89.25%, respectively.
The results underscore the importance of adaptive instance ag-
gregation and validate the advantage of attention-based pooling
in capturing salient grasp-related patterns from temporal tactile
time series data.
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Table 1
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Comparison of prediction performance and computational efficiency between GraspLite-Net and baseline models. Bold values indicate the best results.

Method Accuracy (%) F1-score (%) Model Params (M) Model size (MB) Inference time (ms)
Classic methods DTW-1NN-I [32] 87.87 87.85 - 1.11 -
DTW-1NN-D [32] 82.75 82.73 - 1.11 -
ED-1NN [32] 87.35 87.32 - 1.07 -
Deep learning-based methods LSTM 87.95 87.93 0.05 0.20 0.06
Bi-LSTM 88.05 88.02 0.14 0.52 0.06
TCN 86.13 86.10 0.01 0.05 0.20
MLSTM-FCN [33] 88.50 88.46 0.43 1.54 3.96
Modern-TCN [34] 87.80 87.78 10.05 36.80 56.14
OS-CNN [35] 80.56 80.55 1.29 4.90 2.80
TodyNet [36] 84.75 84.72 0.93 3.97 36.30
Ensemble-ELM-G [31] 86.75 87.13 - - -
Ensemble-ELM-U [31] 88.00 88.48 - - -
GA-EHSELM [31] 90.50 91.09 - - -
TempTrans-MIL [21] 91.75 91.74 0.33 1.28 6.38
Ours, GraspLite-Net 92.25 92.24 0.63 241 0.13
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Fig. 5. Quantitative evaluation of robotic grasp stability prediction: (a) comparison of prediction

loss curves over epochs.

— 1.0
Ao
201 % g ::
e ® @ 08
N 1Y e_0o ®
c 10 i ega o® B3 o 1
L e i
g sl v, 106
Q ° ".ee ) e
% 0t @;; o%‘no ° °§a°a ¥
L ) ® ¢ “° e 5 0.4
zZ ® 9 LY
)] ™ £
L -10F &€ =9 o 0.2
io2e.s |l
®
20| . wdity ¢ 8
' L L L L =0
-20 -10 0 10 20
t-SNE component 1
(a)

t-SNE component 2

accuracy and inference time across different methods. (b) Training

1.0

10.8

10.6

10.4

10.2

8t ° B
(]
6 L ]
()
o R
&%,
2l % 1 52
® oo S0
of A &W x
2| XSS 24
e B ®
-4} PSS § ®
@ o
o ¥
v |
-40 -20 0 20 40
t-SNE component 1
(b)

Fig. 6. The t-SNE visualization for robotic grasp stability prediction task: (a) original and (b) GraspLite-Net transformed test data.

Table 2
Comparison of prediction performance between GraspLite-Net and GCN-based
methods.
Method Accuracy (%) F1-score (%)
GCN-DF [37] 90.33 90.08
GCN-FF [37] 89.13 88.79
Ours, GrasplLite-Net 92.25 92.24

5.3.3. Robustness evaluation of GraspLite-Net on grasp stability pre-
diction performance
We further investigate the impact of different input modality
combinations on robotic grasp stability prediction. Table 4 sum-
marizes the performance using electrode readings, high-frequency
pressure (Pac), low-frequency pressure (Ppc), high-frequency tem-
perature (Tac), and low-frequency temperature (Tpc). For combi-
nations involving Pac, Ppc, Tac, and Tpc, the same preprocessing
steps are applied, and the resulting features are concatenated
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Table 3
Ablation study on segmentation strategies and MIL pooling methods.
Method variant Accuracy  F1-score
(%) (%)
Segmentation strategy Fixed-size patchsegmentation 90.13 90.10
MIL Pooling Method Max pooling 90.45 90.42
Mean pooling 89.87 89.85
No pooling (Concat) 89.25 89.23
Ours, GraspLite-Net 92.25 92.24

Table 4
Performance comparison of different input modality combinations for robotic
grasp stability prediction.

Input Modality
Electrode Pac Ppc Tac Tnc

Performance

Accuracy (%) F1-score (%)

v v v v 87.75 87.72
v v v v v 91.50 91.48
v v v 90.75 90.74
v v v 91.50 91.49
v v v 91.25 91.22
v v v 92.00 91.99
v 92.25 92.24

Table 5
Performance of GraspLite-Net using tactile data from individual fingers.

Input finger Accuracy (%) F1-score (%)
Right finger 86.50 86.48
Middle finger 87.75 87.75
Left finger 89.75 89.72

along the channel dimension before being fed into the network.
When only electrode signals are used, the model achieves the
highest accuracy of 92.25% and F1-score of 92.24%. Multimodal
settings that integrate electrode signals with Ppc and Tpc also
achieve competitive results with accuracy of 92.00%. However, in-
corporating all modalities does not lead to the best performance,
with accuracy slightly decreasing to 91.50%. This result indicates
that our concatenation-based fusion strategy employed here may
be inadequate for capturing complex cross-modal dependen-
cies, thereby limiting the effectiveness of multimodal integration.
Additionally, while supplementary modalities can provide com-
plementary information, they may also introduce redundant or
non-informative signals.

We further evaluate the robustness of GraspLite-Net by test-
ing it with tactile signals from individual fingers. As shown in
Table 5, the model maintains competitive performance using a
single finger, with the left finger achieving the highest accuracy
of 89.75% and F1-score of 89.72%. This result demonstrates the
proposed model’s capability to generate reliable predictions even
when partial tactile data is available.

In summary, the experimental results demonstrate that
Grasplite-Net outperforms baseline methods in robotic grasp
stability prediction, achieving a strong balance between high
accuracy and fast inference suitable for real-time applications.
Our proposed model effectively captures dynamic tactile patterns,
enabling early failure prediction, while avoiding the complexity of
explicitly modeling spatial relationships or constructing an adja-
cency matrix. Furthermore, robustness evaluations indicate that
our proposed model maintains competitive prediction accuracy
even when using subsets of input modalities or tactile signals
from individual fingers, confirming its resilience to partial or
noisy data. Overall, these results validate our proposed GraspLite-
Net’s effectiveness in leveraging temporal tactile information for
accurate, efficient, and robust grasp stability prediction task.
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5.4. Generalization evaluation of GraspLite-Net on robotic snap-fit
insertion success prediction performance

To evaluate the generalization of our proposed GraspLite-Net
for new robotic tasks, we further conduct a comparison exper-
iment on the SnapFitForceProfiles Dataset collected by Doltsinis
et al. [38].2 The dataset includes two types of assemblies: annu-
lar snap-fit and cantilever snap-fit, comprising 60 human-robot
collaborative trials and 50 autonomous robotic assembly trials,
with each category containing an equal number of successful and
intentionally failed attempts. The experimental setup features a
7-DOF KUKA LWR 4+ manipulator equipped with a Barrett BH-8
three-finger gripper mounted at its end (see Fig. 7). During the
assembly process, the interaction forces between the two com-
ponents are measured using the KUKA internal force estimation
system.

To ensure a fair comparison, the dataset is split consistently
across experiments, and the same data preprocessing procedure
is applied to all samples. Each time series is first zero-padded to
a fixed length if necessary, then uniformly downsampled to 350
time steps to ensure consistent sequence lengths, followed by Z-
score normalization. The dataset is then randomly shuffled before
training. All baseline models are trained under the same condi-
tions, including the same number of epochs, learning rate, and
optimizer settings. The final results are reported as the average
of 10 independent test runs to ensure robustness.

As shown in Table 6, the deep learning-based baseline mod-
els Modern-TCN and TempTrans-MIL achieve superior predictive
performance, with TempTrans-MIL obtaining the highest scores
on both assembly types. However, these models suffer from high
inference latency. In contrast, our proposed model achieves com-
parable prediction accuracy while maintaining an exceptionally
low inference time of 0.12 ms, which is critical for real-time
snap-fit insertion success prediction task. Real-time prediction is
particularly important in these tasks, as it allows the system to
detect potential insertion failures immediately, thereby prevent-
ing damage to the components and improving the overall success
rates in practical industrial applications.

6. Conclusion

In this work, we introduce GraspLite-Net, a lightweight ef-
ficient deep learning framework designed to address the chal-
lenges of robotic grasp stability prediction using tactile time-
series data. Recognizing the need for both high predictive perfor-
mance and low computational cost in real-world robotic settings,
we developed an architecture that achieves a strong balance be-
tween accuracy and efficiency. Our model integrates deformable
patch segmentation for adaptive extraction of local temporal
patterns, a multi-scale re-parameterized convolutional module
for effective temporal dependency modeling, and an attention-
based MIL pooling mechanism for robust aggregation of noisy
and variable-length tactile features. To assess the generalization
capability of the proposed model, we conducted an additional
cross-dataset evaluation using the SnapFitForceProfiles dataset.
The evaluation results show that GraspLite-Net achieves compa-
rable prediction accuracy for both annular and cantilever snap-fit
assemblies while maintaining exceptionally low inference time,
demonstrating that it generalizes well to new robotic tasks.

However, despite its promising performance, our proposed
GraspLite-Net has limitations. The deformable segmentation cur-
rently relies on fixed-size base patches, which may reduce adapt-
ability to highly irregular temporal patterns. Moreover, the use
of predefined kernel sizes in the multi-scale convolutions may

3 https://zenodo.org/records/1209203
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Fig. 7. Experimental setup and assembly procedures for the snap-fit insertion tasks. (a) Overview of the assembly setup designed for the cantilever snap-fit; (b)
experimental configuration and insertion process for the annular snap-fit; and (c) corresponding setup and insertion process for the cantilever snap-fit.

Table 6

Comparison of prediction performance and computational efficiency of GraspLite-Net and baseline models on the snap-fit insertion success prediction task. Bold

values indicate the best results.

Cantilever Snap-fit Assembly

F1 Score (%)

Inference time (ms)  Accuracy (%) F1 Score (%) Inference time (ms)

Method Annular Snap-fit Assembly
Accuracy (%)

Classic Methods ED-1NN [39] 66.00 65.99
DTW-1INN-I [32] 66.00 65.98
DTW-1NN-D [32] 66.00 65.98

Deep Learning-based Methods LSTM 68.66 68.64
Bi-LSTM 70.21 70.20
TCN 52.00 51.65
MLSTM-FCN [33] 7150 71.45
TodyNet [36] 87.85 87.83
TempTrans-MIL [21]  90.24 90.22

Ours, GrasplLite-Net 90.00 89.98

- 73.00 72.48 -

- 84.00 83.88 -

- 84.00 83.88 -
0.05 69.59 69.58 0.05
0.06 70.14 70.13 0.06
0.18 53.20 52.13 0.17
3.46 70.50 70.45 3.46
35.60 89.65 89.61 35.60
7.25 90.65 90.64 7.25
0.12 90.05 90.04 0.12

constrain the model’s ability to capture diverse temporal dynam-
ics across different grasping scenarios. Additionally, the current
concatenation-based fusion strategy for integrating multi-modal
features may be insufficient to capture complex cross-modal de-
pendencies, potentially limiting the effectiveness of multimodal
integration. To overcome these limitations, future work will ex-
plore fully learnable segmentation boundaries and dynamic con-
volutional mechanisms for greater flexibility. We also aim to
integrate additional sensory modalities using more advanced fu-
sion strategies and assess the model’s performance across diverse
robotic platforms and real-world grasping scenarios.
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