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While the complexity of fifth-generation wireless networks is being widely commented upon, there is 
great anticipation for the arrival of the sixth generation (6G), with its enriched capabilities and features. 
It can easily be imagined that, without proper design, the enrichment of 6G will further increase system 
complexity. To address this issue, we propose the Agentic-AI Core (A-Core), an artificial intelligence (AI)-
empowered, mission-oriented core network architecture for next-generation mobile telecommunica-
tions. In A-Core, network capabilities can be added and updated on the fly and further programmed into 
missions for enabling and offering diverse services to customers. These missions are created and executed
by autonomous network agents according to the customer’s intent, which may be expressed in natural
language. The agents resolve intents from customers into workflows of network capabilities by leveraging
a large-scale network AI model and follow the workflows to execute the mission. As an open, agile system
architecture, A-Core holds promise for accelerating innovation and greatly reducing standard release
times. The advantages of A-Core are demonstrated through two use cases.

© 2025 THE AUTHORS. Published by Elsevier LTD on behalf of Chinese Academy of Engineering and 
Higher Education Press Limited Company. Thi s is an open access article under the CC BY-NC-ND license

(http://creativecommons.org/licenses/by-nc-nd/4.0/). 
1. Introductio n

Since their advent in the 1980s, mobile telecommunications
have evolved to the fifth generation (5G). Along the journey from 
the first generation (1G) to 5G, we have witnessed technology 
shifts from analog to digital transmission, from circuit-switching 
to packet-switching, and paradigm shifts from voice service to 
mobile broadband (MBB), machine-type communication (MTC), 
and ultra-reliable low-latency communication (URLLC). This evolu-
tion has brought about ever-increasing system capabilities, which
in turn have enabled various usage scenarios for mobile telecom-
munications, transforming a range of industries including enter-
tainment, manufacturing, healthcare, and transportation. Sixth
generation (6G) is the next step of this evolution and is anticipated
to arrive around 2030 with even further enriched capabilities and
features.
1.1. Integration of artificial intelligence and communication

Artificial intelligence (AI) has become an essential tool for solv-
ing challenging problems in business analytics and decision-
making. It is anticipated that AI applications will touch every pos-
sible sector of the economy and affect all aspects of society [1]. 5G 
introduced a network data analytics function (NWDAF) [2], which 
collects data from the core network and provides analytics, possi-
bly based on AI, to support network automation. Various typical AI 
mechanisms, such as federated learning, have been defined in 5G 
for multiple NWDAFs to train AI models. While this application
of AI in mobile telecommunications is still in its infancy, 6G will
showcase a significant leap toward native AI that is trained, infer-
enced, and managed in the 6G networks.

The International Telecommunication Union (ITU) has pub-
lished recommendations [3] for the framework and overall objec-
tives of ‘‘Future technology trends of terrestrial International 
Mobile Telecommunications systems towards 2030 and beyond” 
(IMT-2030, 6G), wherein ‘‘AI and communication” is identified as 
one of the new usage scenarios. This usage scenario will 
support distributed computing and AI applications—such as in 
automated driving, healthcare, computation offloading, and digital
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twins—with new key performance indicators (KPIs) on data rates, 
latency, and reliability. It will also require new applicable AI-
related capabilities to be included into 6G. These new capabilities 
may include, for instance, distributed data processing and dis-
tributed learning, computing, and model execution and inference,
which can be used to optimize and automate network manage-
ment and operation.

1.2. Demand for system agility and autonomy

As mobile telecommunications continue to evolve, a growing 
number of features have been added to the system through an 
increasingly complex system architecture via lengthy standardiza-
tion processes. For example, the 5G system architecture includes 
over 30 major core network functions (NFs), as a consequence of 
function disaggregation and migration toward cloud-native tech-
nologies, while the fourth generation (4G) has fewer than ten
major core network elements. The enrichment of features enables
operators to optimize the system and meet diverse service require-
ments. However, the associated complexity and overhead retard
the system deployment and increase the capital expenditure
(CAPEX) and operating expenditure (OPEX).

If 6G were to be designed in a similar manner, it is anticipated 
that even more complex system architecture will be introduced to
provide the new capabilities identified by the ITU [3]. In fact, 6G is 
expected to operate and evolve on its own with minimal human 
intervention. To this end, an agile, autonomous system architec-
ture is a must. The Next-Generation Mobile Networks (NGMN) Alli-
ance is working on defining an AI-driven high-level autonomous
system framework [4]. However, efforts toward system agility still 
appear to be lacking. With an agile system architecture, system 
capabilities or features can be added and updated dynamically,
with minimal standardization overhead. This will accelerate inno-
vation and greatly reduce the standard release time.

1.3. Our contribution

Since native AI capabilities and system agility and autonomy 
are desirable for 6G, as analyzed above, it is reasonable to design 
a system architecture to meet these goals by leveraging and 
accommodating AI technologies. In this paper, we propose the 
Agentic-AI Core (A-Core), an AI-empowered, mission-oriented core 
network architecture for 6G and beyond. In A-Core, a number of
network capabilities (NCs) are provided through a mission plane.
The mission plane includes NFs that implement the NCs. An NC
refers to a set of functionalities in support of certain applications,
such as an internal application relating to network control and
management, or an external application.

A-Core offers various services in the form of missions and meets 
diverse service requirements through mission execution. It dynam-
ically creates missions by orchestrating related NCs in the mission 
plane and executes the missions using respective mission net-
works, which include supporting NFs and necessary resources. A 
mission is created according to an intent that describes the goal 
of the mission (including service requirements). The intent is 
received from a customer and is resolved into a workflow that
describes a networking procedure of involved NCs for achieving
the goal. When the mission is executed, the NCs are holistically
provisioned to the customer with respect to the workflow. The cus-
tomer may be an operator and may use the mission to manage and
operate the system. Or, the customer may be a third party and may
use the mission to provide application services to its own clients.

In the mission plane, NCs and the associated NFs can be added 
and upgraded on the fly. Once an NC is added or updated, the
change is immediately accommodated in subsequent mission
creation and execution, in order to enable and offer up-to-date
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services to customers. Mission creation and execution are per-
formed by autonomous network agents without human interven-
tion. These network agents have different types of expertise and 
may leverage a large-scale network AI model, generative pre-
trained transformer for network traffic (NetGPT), to make decisions 
in their subject domains. They form multi-agent systems and work 
in collaboration via an agent-based interface. NetGPT can be based 
on a large foundation model (LFM) and supports processing infor-
mation expressed in natural language, such as analyzing intent and
resolving intent into workflow. Thanks to its openness, agility, and
autonomy, A-Core evolves continuously on its own, with signifi-
cantly reduced network-management (NM) complexity and stan-
dardization overhead. Two use cases are provided to demonstrate
these advantages.

The remainder of this paper is organized as follows: In Section 2, 
we review prior research related to agentic AI and its applications.
In Section 3, we provide important definitions and terminologies.
In Section 4, we present the proposed A-Core architecture, and 
its advantages are demonstrated through two use cases in Sec-
tion 5. Finally, we discussed the open issues of A-Core research
in Section 6, and conclude the paper in Section 7. 
2. Related works

In this section, we first review emerging studies and applica-
tions related to LFMs and LFM-based AI agents. Next, we summa-
rize cutting-edge research progress on leveraging LFM and AI
agents to revolutionize 6G standards and network management.

2.1. Large foundation models

The LFM concept represents a category of large-scale (e.g., mil-
lions of trainable parameters), pre-trained AI models focused on 
understanding the semantic information of inferencing inputs
and accordingly generating related inferencing results [5]. For 
example, large language models (LLMs) such as the generative
pre-trained transformer (GPT) series [6] are a type of LFM that 
can understand and generate text in natural language. Existing 
LFMs may further possess multi-modalities beyond text genera-
tion, such as the processing of images [7], speech, and video 
streams [8]. The transformer architecture is the foundation for 
most LFMs, allowing them to capture long-range dependencies in
both inputted and generated data [9]. However, training a 
transformer-based LFM from scratch has proven to be extremely 
costly in terms of computational resources and electrical power
[6]. Therefore, most state-of-the-art LFM research focuses on adap-
tions of LFM, such as exploring methods to guide or adapt a pre-
trained LFM to generate accurate and comprehensive contents
for a specific task. Typical LFM adaption methods include the
following:
• Prompt engineering. Prompt engineering refers to crafting or 
rephrasing the inferencing input contents (i.e., prompts) to 
the LFM in order to influence the LFM to generate the desired
outputs. Typical prompt engineering techniques include prompt
templates [10], one/few-shot learning [10], and chain-of-
thought (CoT) [11]. 

• Fine-tuning. Fine-tuning is a type of transfer learning tech-
nique that adjusts pre-trained weights and bias in an LFM based 
on domain-/task-specific fine-tuning data (usually in small 
quantities). A fine-tuned LFM can generate the desired contents 
specialized in the domain/task without losing its pre-trained 
general knowledge. Facil itated by the low-rank adaptation
(LoRA) technique [12], the computational and power resource 
requirements to fine-tune an LFM can be affordable, even for 
personal computer users.
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• Retrieve-augment-generation (RAG). Unlike fine-tuning 
external knowledge into an LFM, the RAG method concatenates 
the searched external knowledge in the prompts for LFM infer-
encing, which does not modify any pre-trained weights/bias in
the LFM. A typical RAG method is the three-phases approach
[13]: ① In the retrieve phase, the RAG system searches a vector 
dataset in which formatted knowledge samples (e.g., context 
chunks) are pre-stored and finds the knowledge sample(s) 
semantically related to the user query; ② in the argument 
phase, the RAG system augments the retrieved knowledge sam-
ples and the user query to form a prompt to the LFM; and ③ in
the generate phase, the LFM generates contents according to the
inputted prompt.

2.2. AI agent

An (LFM-based) AI agent can be regarded as a powerful entity 
that can automatically interact with its surrounding environment. 
The core of an AI agent is an LFM embedded in or connected to it. A
typical AI agent includes the following essential capabilities:
• Planning. The planning capability allows the AI agent to decou-
ple a complex task or user intent into sub-tasks that can be indi-
vidually solved by the agent, such as via CoT or tree-of-thoughts
methods [14]. The planning capability of the AI agent relies on 
the LFM’s semantic understanding and reasoning capabilities.

• Memory. The memory stores ① knowledge/data pre-installed 
in the agent, ② knowledge/data obtained from previously 
solved tasks, and ③ information perceived from the environ-
ment. Knowledge and information stored in the memory can
be retrieved by the agent to facilitate planning and action-
taking (e.g., through an RAG method).

• Tool-using. Tools refer to various external modules/entities 
that can provide useful information to the AI agent for resolving 
tasks. For examples, a search engine like Google can be a tool for
an agent to retrieve necessary knowledge/data from the Inter-
net, and a sandbox/digital twin can be a tool for the agent to
test/verify generated actions/contents.

• Action. Actions refer to the outcomes/behaviors generated by 
the agent to interact with the environment. Detailed actions 
to be executed by the agent are determined by the planning
capability. Environmental feedbacks to a specific action can be
sensed/perceived by the agent to facilitate future planning
and action-taking.
In many cases, it is beneficial to deploy multiple AI agents in an 

environment. These simultaneously operating AI agents form a
multi-AI-agent system (MAAS) that can achieve more complex
tasks.

To complete a complex task, different agents in an MAAS can 
perform distinct roles, according to each agent’s unique capabili-
ties. To assign a role, a predefined agent profile that describes 
the characteristics, capabilities, behaviors, and constraints of the
role should be ‘‘installed” (e.g., fine-tuned in the LFM and stored
as a prompt template) in the agent [15]. In addition, an effective 
inter-agent communication approach is necessary to coordinate 
works and prevent mutual interference. Unlike a conventional dis-
tributed system, in which specific formats or protocols are required 
for inter-agent communications, in an MAAS, the contents passed
between AI agents can be in any form (e.g., texts in natural lan-
guage and code segments), as long as the semantic information is
mutually understandable by the AI agents.

2.3. LFMs and AI agents for future networks

As the pioneer domain integrates with LFM and AI agent tech-
niques, the research area of next-gener ation networks (i.e., 6G)
has seen many advancements in the integration of AI with 6G
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communication networks [3,16–19]. Among them, using LFM/ 
agent techniques to enhance or revolutionize existing telecommu-
nication networks is an emerging research area in both academia 
and industry. LFM and AI agent techniques can bring a new level
of sophistication to telecommunication-network tasks due to their
multi-modality and adaptability. Benchmark works about LFMs
and AI agents for telecommunication networks are summarized
in Table 1 [20–30], including the differences in innovation between 
A-Core and other works. In general, the existing works mainly
focus on two topics:

2.3.1. Establishing telecommunica tion-domain LFMs
These works leverage sophisticated LFM adaption methods, 

such as fine-tuning and RAG, to adapt general LFMs into domain 
LFMs specialized in telecommunication knowledge. Existing stan-
dard documents (e.g., 3rd Generation Partnership Project (3GPP) 
technical specifications) are usually selected as the data sources. 
The main capabilities of these adapted domain LFMs are providing
comprehensive and accurate answers to telecommunication-
network-specific questions, which are different from A-Core’s
ability to generate network procedures and/or manage network
operations to support services requested by customers.

2.3.2. Transforming network management/orchestration
Leveraging LFMs’/agents’ semantic-based reasoning and plan-

ning capabilities, the works listed in Table 1 [20–30] involve 
LFMs/agents in the NM/orchestration workflow to increase flexibil-
ity and reduce the complexities of predefined protocols. A detailed
comparison between each of these works and A-Core is provided in
Table 1 [20–30]. 
3. Definitions and terminologies

In this paper, a service refers to a network service offered by the 
core network of next-generation mobile telecommunications, in 
the form of a mission, to support external applications or internal
applications. While the nature of an external application is not lim-
ited, an internal application is one that relates to network manage-
ment and control.

3.1. Mission 

A mission provides a way to achieve a designated goal, referred 
to as the mission goal, which includes ① providing connectivity 
and/or ② providing certain data processing. It should be noted that 
data storage is considered a type of data processing here. When the 
mission goal includes providing data processing, the mission goal 
is associated with specific computational problem(s), and the pro-
vided data processing refers to solving the specific computational
problem(s). In this case, the mission includes one or multiple com-
puting blocks (CBs) and a workflow (i.e., networking procedure)
among the CBs for solving the specific computational problem(s).
The workflow is referred to as the mission workflow.

A CB in the mission is associated with a purpose, referred to as 
the block purpose, which corresponds to a computational step 
toward the mission goal. The CB is supported by an NC in the form 
of a task or another mission. In other words, the block purpose of
the CB can be realized by the NC or by the other mission. Accord-
ingly, the CB is referred to as a task CB or a sub-mission CB.

Fig. 1 illustrates amissionworkflow for amission involving three 
CBs—CB1, CB2, and CB3—with the goal of supporting an AI applica-
tion. The respective block purposes of the three CBs are data acqui-
sition,model training, andmodel inferencing. CB1maybe supported 
by the sensing capability of the core network, while CB2 and CB3 
may be supported by the AI capabilities of the core network.

move_t0005
move_f0005
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Table 1 
Summary of the use of LFMs/agents in telecommunications networks.

Existing 
work 

Usage Summary Featured techniques 

Establishing 
telecommunication-
domain LFMs

[20] Outlines a dual-stage RAG architecture tailored to telecommunication, offering 
improvements in retrieving and processing 3rd Generation Partnership Project (3GPP)
standards documents

RAG and prompt engineering

[21] Proposes a pipeline for adapting general-purpose LLMs into telecommunication-
specific models; introduces benchmarks to evaluate LLMs in telecommunication tasks

Continual pretraining, instruction 
tuning, alignment tuning, and RAG

[22] Proposes a fine-tuned RAG approach with long-context support to manage the 
complexities of 3GPP standards; performs better than GPT-4 by using a smaller LFM
with RAG

RAG and LoRA fine-tuning

Fine-tuning and in-context
learning

[23] Proposes a suite of specialized LLMs (Tele-LLMs) to handle telecommunication-specific
terminology and technical tasks

Fine-tuning and prompt
engineering

[24] Explores the applications of an LLM to understand 3GPP documents; introduces a 
telecommunication-optimized model, TeleRoBERTa, that performs well on question-
answering tasks

Transforming network 
management and
orchestration

[25] Highlights the role of RAG in improving telecommunication services such as customer 
support, network management, and field technician assistance; presents the open-
radio access network (O-RAN) chatbot, which uses a RAG-based system for handling 
telecommunication-specific data
Difference from A-Core: The proposed O-RAN chatbot focuses on answering O-RAN-
related questions; there is no design or solution for levering an RAG-based agent in
order to conduct core network programming/management

RAG and fine-tuning

LoRA fine-tuning and prompt
engineering

[26] Proposes an LLM-based architecture for optimizing personalized generative services in 
telecommunication, which uses LLMs at the network’s edge and in the cloud to 
distribute tasks effectively, minimizing latency and improving resource management 
Difference from A-Core: This work studies the feasibility of leveraging an LLM to
resolve user intent and predict data traffic. There is no architecture or system-level
design for new core network functionalities empowered by AI agents and an LLM

[27] Proposes an LLM-centric intent life-cycle management system that leverages natural 
language to define, decompose, and enforce high-level operational goals within 
network systems 
Difference from A-Core: It focuses on details of the RAG-based intent decomposition 
and translation system, while providing no solutions for how to implement the
proposed system in the future core network or how the core network architecture
design should be improved to include the proposed solution

Prompt engineering and 
fine-tuning

Proposes the ChatNet, an in-network AI agent based on a domain-specific LLM, which 
can use external network tools to solve tasks such as network planning, configuration, 
and diagnostics 
Difference from A-Core: The focus is on details of the ChatNet workflow for task
solving. There are no discussions about its impacts on a 6G core network or how the
core network architecture design should be improved to implement the proposed
solution

[28] Prompt engineering, 
fine-tuning, RAG, and 
single AI agent

[29] Proposes an LFM-based semantic router that can process intent-based commands for 
network management tasks; the LFM-based semantic routing can improve the accuracy 
and efficiency of intent-based networking in 5G networks 
Difference from A-Core: Its focus is on the LFM-based solution to a specific semantic
routing problem. There is no architecture or system level design of new core network
functionalities to enable the proposed solution

Prompt engineering and 
fine-tuning

Describes how the European Telecommunications Standards Institute (ETSI)’s 
Experiential Networked Intelligence (ENI) Group utilizes LFM-based agents within 
cognitive networks for adaptive resource management and intent-based policies 
Difference from A-Core: It proposes an LFM-based ENI system, but provides no
solutions for how to implement the proposed system in a future core network or how
the core network architecture design should be improved to include the proposed
solution

[30] Prompt engineering and MAAS
The mission can be executed to fulfil the mission goal of sup-
porting an application. This can be an external application (e.g., 
autonomous driving, factory automation, and digital twinning) or
an internal application (e.g., session management, mobility man-
agement, and policy management).

3.2. Mission network

A mission network is a logical network that provides specific 
capabilities and characteristics in networking and data processing 
for a mission. A CB of a mission corresponds to a subnet, referred to 
as a CB subnet, of the mission network. In the following text, ‘‘mis-
sion” and ‘‘mission network” are used interchangeably for ease of
presentation, as are ‘‘CB” and ‘‘CB subnet.”

When a mission network is instantiated, an instance of the mis-
sion network is created. Thismission network instance is a deployed
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mission network. For each CB of the mission, the mission network 
instance includes an instance of the CB. If the CB is a task CB, the 
CB instance includes a set of NFs that are associated with the NC 
supporting the CB. The NFs provide data-processing functionalities 
for realizing the block purpose of the CB. If the CB is a sub-mission
CB, the CB instance is an instance of a mission supporting the CB.
For ease of presentation, ‘‘mission instance” and ‘‘mission network
instance” will be used interchangeably in the following text.

The mission is a logical concept, a mission must be instantiated/ 
implemented as an instance that can be executed to support an 
application. The application may be hosted in a data network 
(DN); in this case, the application provides an application service 
to its clients (e.g., user equipment (UE)) by making use of the mis-
sion execution. The application may be hosted in the mission; in 
this case, the network provides an application service to autho-
rized UEs in a native way via the mission execution.
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Fig. 1. A mission of three CBs with the goal of supporting an AI application.
Fig. 2 illustrates a mission, a mission instance, and a mission 
execution in support of an application. An authorized UE can par-
ticipate in the mission execution and access the application by 
using the mission instance. The UE connects to the mission 
instance via the radio access network (RAN), which is omitted in 
the figure. The DN is optional when the application is hosted in
the mission. When the application is hosted in the DN, the mission
instance may optionally provide connectivity between the UE and
the DN, as indicated by the dashed line between the UE and the DN.

4. The Agentic-AI Core

In this section, we present A-Core for next-generation mobile 
telecommuni cations, such as 6G and beyond. As illustrated in
Fig. 3, A-Core includes two planes: a control and management
Fig. 2. Illustration of a mission, mission
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plane (CMP) and a mission plane. Each of the two planes includes 
a number of logical entities. Here, we describe functionalities of
these entities.

A-Core allows NCs to be added and updated dynamically in the 
mission plane and supports the dynamic programming of the NCs 
into missions in order to enable and offer new services to cus-
tomers. We will elaborate on how the CMP entities interwork to
support the creation and instantiation of a mission, as well as to
execute and participate in a mission.

4.1. System a rchitecture

The CMP includes entities that are responsible for managing 
missions, mission instances, and mission execution. The 
CMP entities are connected and communicate through an
instance, and mission execution.

move_f0010
move_f0015
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Fig. 3. A-Core system architecture. MPA: mission-planning agent; MIA: mission-instantiation agent; AF: application function; MEA: mission-execution a gent; CMA:
connection-management agent; CBA: computing-block agent; CMP: control and management plane; RMA: resource-management agent.
agent-based interface, as indicated by the thick line in Fig. 3. The 
interface provides mechanisms such as application programming 
interface (API) calls and message queues to support synchronous 
and asynchronous communications. An application function (AF) 
can interact with the CMP to provide intent or to request the 
instantiation or execution of a mission, as described later in this
section. The functionality and purpose of the AF are not limited.
For example, an NF, a server in the DN, or even the UE can act as
the AF.

The mission plane includes the RAN and the mission instances. 
The latter are composed of NFs selected from the NF pool; these 
NFs use resources allocated from the resource pool to perform data 
processing and communication to support the mission execution. 
The UE can interact with the CMP and can also connect to the mis-
sion plane to participate in mission executions and access applica-
tions. As described before, the applications may be hosted in a DN
or in a mission.

4.1.1. Public memory
The public memory maintains user subscription data, policy 

data, network data regarding (e.g., statistical network conditions
and NC availability and performance), mission templates, and mis-
sion instance profiles.

A mission is described using a mission template, which specifies 
the mission goal and the mission workflow for achieving the mis-
sion goal. Mission templates stored in the public memory are
related to ongoing missions, historical missions that may be
reused, and preconfigured sample missions.

A mission instance is described using a mission instance pro-
file, which identifies the respective mission template and com-
posite CB instances. The mission instance profile identifies the
latter by specifying the profiles of the CB instances. Mission
instance profiles stored in the public memory correspond to
ongoing missions.

The public memory also maintains CB instance profiles. For a CB 
instance corresponding to a sub-mission CB, the CB instance profile 
refers to a mission instance profile. For a CB instance correspond-
ing to a task CB, the CB instance profile specifies the supporting
NC, composite NFs, and respective configurations (e.g., configura-
tions of the data-processing logic of the NFs).
109
4.1.2. Toolbox 
The toolbox maintains the profiles of the available NFs and NCs. 

These profiles can be dynamically added, updated, and removed so
as to support an agile system architecture.

An NF profile describes, for example, an NF’s name, functional-
ities, interfaces (e.g., in terms of service APIs), the NCs imple-
mented by the NF, and so forth. An NC profile describes an NC’s 
name, purpose, the NFs implementing the NC, pre-conditions, 
post-con ditions, and so forth. In an NC profile, the pre-conditions
identify system state(s) that must be achieved before the NC can
be executed. The post-conditions identify system state(s) that
can be achieved after the NC is executed.

4.1.3. NF pool
The NF pool includes the NFs whose profiles are maintained by 

the toolbox. These NFs implement a variety of NCs, as described in
their profiles. In Fig. 3, NFs implementing the same NC (e.g., one or 
multiple functionalities of the NC) are circled by dashed lines. It is
possible for an NF to implement more than one NC.

4.1.4. Resource pool
The resource pool includes physical resources such as comput-

ing and communication resources. These diverse resources are 
jointly managed by the resource-management agent (RMA) and
are used by NFs to support mission execution, including related
data processing and communication.

4.1.5. NetGPT 
The NetGPT is a large-scale network AI model that has network-

ing knowledge and provides generative AI functionalities to facili-
tate network agents in making autonomous decisions. The NetGPT
can be based on an LFM (e.g., Mistral series [31], LLaMA series [32], 
and Pangu [33]) and be a fine-tuned version of the LFM.

The NetGPT parses received information (e.g., intent and block 
purpose) and generates reasonings or suggestions that are pro-
vided to the network agents. For instance, given an intent or block 
purpose, the NetGPT may provide reasonings for intent resolution 
or CB instantiation. The NetGPT may provide these reasonings with 
respect to other information, such as information maintained in
the public memory and toolbox.
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4.1.6. Sandbox 
The sandbox provides a virtual environment for evaluating the 

performance of a mission instance—that is, whether and how well 
the mission can meet the mission goals when executed. The sand-
box also has the capability to verify whether the mission workflow 
generated by the mission-planning agent (MPA) and/or the NCs
added/updated by the NC providers are valid or not. Existing veri-
fication tools for the semantic or contextual level, such as the
social, legal, ethical, empathetic, and cultural (SLEEC) rule [34], 
can be pre-installed in the sandbox to perform this verification. 
The goal of verifying the generated mission workflows and
added/updated NCs is to remove potential redundancy and con-
flicts in them. More specifically,
• A valid mission workflow should not contain any redundant or 
conflicting NCs. In a mission workflow, a redundant NC can be 
an NC whose post-conditions have all be met or achieved (in 
terms of semantics or context) by other NC(s) that should be 
executed before it in the mission workflow, while a conflicting
NC can be an NC whose pre-condition(s) are mutually exclusive
(in terms of semantics or context) with any post-condition(s) of
other NC(s) that should be executed before it in the mission
workflow.

• In the toolbox, a valid NC should not be redundant—that is, 
should not have the same pre-conditions and post-conditions 
as any existing NCs. Moreover, any NC in the toolbox should
not be self-conflicting—that is, should not have any two mutu-
ally exclusive pre-conditions or post-conditions (in terms of
semantics or context).

4.1.7. Network agents
There are six network agents: an MPA, a mission-instantiation 

agent (MIA), a mission-execution agent (MEA), a connection-
management agent (CMA), a computing-block agent (CBA), and 
an RMA. The network agents have different types of expertise
and, possibly by leveraging the NetGPT, make autonomous deci-
sions in their subject domains. As described above, each of these
network agents is a logical entity and may have multiple instances.

4.1.7.1. Mission-planning agent. The MPA receives an intent from
the AF and resolves the intent to create a mission. The intent can 
be expressed in natural language. The MPA may use the NetGPT 
to perform the intent resolution. During the intent resolution, a
mission goal is identified for the mission, and a mission workflow
is determined for achieving the mission goal. The mission work-
flow is determined based on the available missions and NCs.

4.1.7.2. Mission-instantiation agent. The MIA is responsible for
instantiating a mission after the mission is created; in other words, 
it instantiates all the CBs in the mission workflow. When instanti-
ating a CB, the MIA identifies an existing CB instance profile or gen-
erates a new CB instance profile for the CB according to the block
purpose of the CB. The block purpose can be expressed in natural
language, and the MIA may use the NetGPT to analyze the block
purpose and perform the CB instantiation.

4.1.7.3. Mission-execution agent. The MEA executes a mission over
an instance of the mission, in support of an application. During 
the mission execution, the MEA coordinates (e.g., starts, pauses, 
resumes, and stops) the executions of the composite CBs of the 
mission via the CMA, according to the mission workflow, the status
of CB execution, and other factors such as the network conditions
and performance feedback. The MEA may consult the NetGPT
and determine how to coordinate the CB executions.

When the UE wants to access an application supported by the 
mission execution, the UE as a mission participant sends a request
to the MEA. Accordingly, the MEA identifies CB(s) at which the UE
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can participate in the mission execution and notifies the respective 
CBA(s) about the arrival of the UE. The CBA(s) will manage the UE’s
participation in the execution of the CB(s) during the mission
execution.

4.1.7.4. Connection-management agent. When a mission is executed
over a mission instance to support an application, the CB instances 
in themission instance communicate with each other, withmission 
participants, and/or with a DN that hosts the application, through
mission execution paths, as indicated by the curved lines in Fig. 2. 
The CMAmanages (e.g., selects and reselects) themission execution 
paths to optimize communication efficiency with respect to a num-
ber of factors, such as mobility and loading. The CMA may consult
the NetGPT to make path-management decisions.

A mission participant accesses the application by participating 
in the mission execution at one or multiple CBs. For each of these 
CBs, the CMA connects the mission participant to a CBA that man-
ages the CB execution so the CBA can manage how the mission par-
ticipant participates in the CB execution.

4.1.7.5. Computing-block agent. During a mission execution, the
CBA manages the execution of a CB of the mission. If the CB is a 
sub-mission CB, the CBA refers to an instance of the MEA that man-
ages the execution of the respective mission. According to the trig-
ger received from the MEA, the CBA starts, pauses, resumes, or
stops the CB execution.

The CBA selects and configures the serving NFs in the CB 
instance to execute the CB and to optimize the performanc e of
the CB execution. For instance, the data management and AI per-
formance management illustrated in Fig. 1 are performed by 
respective CBAs. The CBA may consult the NetGPT to make the 
selection and configuration decisions. The CBA monitors and noti-
fies the MEA about the status of the CB execution.

Upon a mission participant’s arrival, as notified by the MEA, the 
CBA determines and enforces how the mission participant should 
participate in the CB execution. For example, the CBA notifies the 
mission participant to join in or to refrain from the CB execution
and correspondingly configures the related serving NFs to accept
or reject data from the mission participant.

4.1.7.6. Resource-management agent. The RMA manages the
resources in the resource pool jointly for a mission instance to sup-
port the mission execution and optimize the execution perfor-
mance. For instance, it allocates compute resources to an NF and 
networking resources (e.g., bandwidth and queue) along a commu-
nication path. It may perform resource management according to a
request from the CMA and the MEA during mission instantiation
and mission execution, as described in Sections 4.2 and 4.3.1, 
respectively. The CMA can consult with the NetGPT to make
resource-management decisions.

4.2. Mission-planning phase

Mission creation and mission instantiation take place in the 
mission-planning phase in a sequential manner. A mission can be 
instantiated after being created. Interactions among CM entities
in the mission planning phase are illustrated in Fig. 4 and elabo-
rated below. The mission creation and instantiation are collabora-
tively managed by the MPA, MIA, CMA, and RMA, as described 
below. These network agents form a hierarchical multi-agent sys-
tem for mission-execution management, where the MPA is at the
top of the hierarchy.

4.2.1. Mission c reation
The AF can request to create a mission for an application by 

sending an intent to the MPA. If the AF request is authorized, the
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Fig. 4. An illustration of interactions among CM entities in A-Core.
MPA can use the NetGPT to resolve the intent and create the mis-
sion accordingly. During the intent resolution, the mission goal is 
identified; if the mission goal is valid, a mission workflow is gener-
ated to achieve the mission goal. The mission workflow specifies a 
networking procedure of CB(s), each corresponding to an NC or
another mission, generated based on the available missions and
NCs. Templates of the available missions are maintained in the
public memory, while profiles of the available NCs are in the
toolbox.

The mission workflow may indicate interdependency among 
the CBs, which limits the ordering or sequence of the executions 
of the CBs. A CB that is dependent on (or following) another CB 
should be executed after the other CB has been executed. CB inter-
dependency is directional and transitive. In a case in which a CB1 is
dependent on a CB2, the converse is not necessarily true unless
clarified otherwise. A CB1 is considered dependent on a CB3 if it
depends on (or follows) a CB2 that is dependent on the CB3. The
mission workflow does not have circular CB interdependency.

The MPA validates the mission workflow first by validating each 
of the CB(s) using the MIA. When validating a CB, the MPA provides 
the block purpose of the CB to an MIA. The MIA uses the NetGPT to 
analyze the block purpose and attempts to determine a CB instance 
profile for the CB accordingly. The CB is valid if a CB instance profile
can be determined, and invalid otherwise. The mission workflow is
valid if and only if all the CB(s) are valid. The MPA may validate the
CBs using the same MIA instance or different MIA instances.

The MPA may need to repeat the above steps—that is, workflow 
generation and validation—multiple times, in order to obtain a 
valid mission workflow. Afterward, the MPA generates a mission 
template for the mission, which describes the mission goal and 
the mission workflow. The MPA stores the mission template in
the public memory. The mission is then considered to be created.
The NE can later request the MPA to delete the mission at any time,
which will cause the mission template to be removed from the
public memory.

4.2.2. Mission instantiat ion
A mission is executed to support an application over an instance 

of the mission, which includes the necessary NFs and associated
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resources for the mission execution. The MPA uses the MIA to cre-
ate the mission instance (i.e., instantiate the mission) based on the 
mission template. The mission instance may be created upon an 
internal trigger of the MPA or according to an authorized request,
such as from the MEA or the AF. The MPA then generates a mission
instance profile for the mission instance and stores the mission
instance profile in the public memory.

When instantiating the mission, for each CB in the mission 
workflow, the MPA interacts with an instance of the MIA, such as 
an instance associated with the NC corresponding to the CB, to 
instantiate the CB. The MPA provides the block purpose of the CB
to the MIA, and the MIA uses the NetGPT to analyze the block pur-
pose and resolve the block purpose into a CB instance profile.

The CB instance profile describes the block purpose of the CB 
and specifies the composite NFs of the CB instance. The NFs are 
selected by the MIA from the NF pool, according to their profiles 
maintained in the toolbox. For each selected NF, the MIA uses 
the RMA to allocate or reserve resources from the resource pool 
to support the mission execution. The CB instance profile can be
an existing one identified from the public memory or a newly gen-
erated one. In the former case, the CB instance profile refers to a
mission instance profile when the CB is a sub-mission CB. In the
latter case, the MIA stores the CB instance profile in the public
memory.

Before finalizing the mission instance and storing the mission 
instance profile, the MPA may use the sandbox to evaluate whether 
it can deliver a satisfactory end-to-end performance, for example, 
as required in the mission goal. If performance improvement is 
needed, the MPA will provide performance feedback to the MIA,
and the MIA will accordingly optimize individual CB instances
(e.g., by reselecting the serving NFs, changing the NF configuration,
and/or adjusting the resource allocation or reservation).

4.3. Mission-operation phase

The mission-operation phase includes intertwined mission exe-
cution and mission participation, where the latter commences dur-
ing the former, and the former can be triggered by the latter. 
Interactions among CM entities in the mission operation phase
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are illustrated in Fig. 4 and elaborated below. The mission execu-
tion is collaboratively managed by the MEA, the CMA, the CBA, 
and the RMA, as described below. These network agents form a
hierarchical multi-agent system for the mission-execution man-
agement, where the MEA is at the top of the hierarchy.

4.3.1. Mission execution
After an instance of a mission is created, the mission can be exe-

cuted over the mission instance to support an application. The mis-
sion instance profile is maintained in the public memory. During 
the course of mission execution, the individual CBs of the mission 
are executed using resources (e.g., NFs) in the respective CB
instances. As a CB is being executed, the corresponding CB instance
receives, processes, and transmits data related to the application.
The data may be received from or transmitted to another CB
instance, a mission participant, or a DN that hosts the application.

There are two modes of mission execution: the data-driven 
mode and the control-driven mode. These two modes can be 
engaged in combination to execute a mission; for example, the 
data-driven mode may be used for one part of a mission and the 
control-driven mode for another part. In the data-driven mode, 
executions of the CBs are driven by data reception. For example, 
after an NF receives data from another NF during the execution 
of a CB, the NF processes the data and—according to the result of 
the data processing—starts the execution of another CB (e.g., by
transmitting the processed data or new data to an NF, a mission
participant, or the DN). To enable the data-driven mode, the MEA
provides the NFs in the mission instance with rules that describe
when and how to start the execution of a CB. The rules are derived
from the mission workflow. Unlike the control-driven mode elabo-
rated below, executions of the CBs do not require coordination by
the MEA.

In the control-driven mode, the MEA obtains the mission tem-
plate from the public memory or from the MPA and coordinates 
(e.g., starts, pauses, resumes, and stops) executions of the CBs with 
respect to the mission workflow, as described in the mission tem-
plate. If a CB is dependent on another CB in the mission workflow,
the MEA triggers the execution of the CB only after receiving infor-
mation about the execution completion of the other CB. On the
other hand, if there is no interdependency between the two CBs,
the MEA can trigger their execution at the same time.

For each CB of the mission, the MEA identifies a CBA—for exam-
ple, according to the respective CB instance profile identified in the 
mission instance profile—and coordinates the execution of the CB 
via the CBA. It should be noted that, if the CB is a sub-mission
CB, the CBA refers to an instance of the MEA that manages the exe-
cution of the respective mission.

The CBA obtains the CB instance profile from the public memory 
or from the MEA, selects NFs from the resources specified in the CB 
instance profile, and configures the selected NFs (referred to as 
‘‘serving NFs”) to execute the CB. The CBA may (re)select the serv-
ing NFs according to the arrival of mission participants, as notified 
by the MEA (described later in Section 4.3.2). When the CB is being 
executed, the serving NFs receive, process, and transmit data. Dur-
ing the course of the CB execution, the CBA monitors the perfor-
mance of the CB execution and may adjust the configuration of
the serving NFs (e.g., the parameters of data processing logic in
these NFs) or interact with the RMA to schedule resources for the
serving NFs in order to optimize the execution performance at
runtime.

The CBA notifies the MEA about the progress (e.g., completed or 
not) and status (e.g., performance) of the CB execution. According 
to these notifications, the MEA coordinates the execution of other 
CBs that have interdependency with the CB. According to real-time
feedback from the customer, the MEA may use the RMA to adjust
the overall resource allocation and scheduling across all the CBs
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of the mission, so as to optimize the end-to-end performance of
the mission execution.
4.3.2. Mission participation
As described above, a mission supports an application through a 

mission execution, and the mission is executed over a mission 
instance using associated NFs and resources. In order to access 
the application, the UE requests the MEA to establish a mission ses-
sion through the mission instance and uses the mission session to
participate in the mission execution. If the application is hosted in
a DN, the NE also indicates to the MEA that the mission session is
targeting the DN. If the mission execution has not yet started, the
MEA may start it upon the UE’s request.

When establishing the mission session, the MEA identifies the 
CBs of the mission at which the NE can participate in the mission 
execution and the respective CBAs that manage the CBs’ execution 
during the mission execution. The MEA can identify the CBs and 
the CBAs according to the mission template and the mission 
instance profile. The MEA notifies the CBAs about the arrival of 
the mission participant (i.e., the NE) and connects the NE to the 
CBAs so the CBAs can manage the NE’s participation in the CB exe-
cutions. The MEA further uses the CMA to (re)select the mission
execution paths so data related to the application can be trans-
ported among and processed by the CB instances, the NE, and the
target DN (if any). The MEA or CMA interacts with the RMA to allo-
cate necessary communication resources along the mission execu-
tion paths.
5. Advantages of A-Core with use cases

This section describes the advantages of A-Core through two 
use cases: ① an NM use case showing the autonomous program-
ming of NCs and mission workflows, and ② a vertical application
case showing the dynamic reuse/updating of NCs during mission
execution. The advantages of A-Core can be summarized as
follows:
• Autonomous programming of a network procedure to sup-
port any services. In an existing core network, any network 
workflows or procedures (e.g., protocol data unit (PDU) session 
establishment, modification, and release) executed by NFs must 
be manually predefined according to relevant standards (e.g., 
3GPP documents). However, in the A-Core network, the MPA 
can automatically program/generate undefined network proce-
dures—that is, new missions—according to customer intents. 
This autonomous network procedure programming capability
is enabled by the NetGPT’s ability to resolve customer intents
and the pre-stored NCs in the toolbox, which can be retrieved
by the MPA to compose any new missions. Details of how the
multiple agents in A-Core work together to resolve a customer’s
intent into a mission workflow are described in the use case in
Section 5.1. 

• Allowing third-party-provided NCs. In an existing core net-
work, any operations (e.g., the Nsmf_PDUSession_CreateSMCon 
text operation used in establishing a PDU session) should be 
standardized before they can be implemented. In contrast, in
the A-Core network, third-party-provided NCs can be dynami-
cally registered to A-Core and can be retrieved/reused by the
MPA to compose new missions. The use case in Section 5.1 pro-
vides details on how third-party NCs are registered to A-Core.

• Supporting the dynamic reuse of NCs. Any predefined network 
procedures or workflows in an existing core network must be 
executed under specific network conditions/configurations. To 
cover as many potential scenarios or cases as possible, various 
network procedures must be defined for different network con-
ditions/configurations, even if they serve the same purpose or
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provide the same service. However, in A-Core, the mission 
workflow for a service or purpose can be reused in any scenario 
with different network conditions/configurations. When exe-
cuting a mission, the CMP agents (e.g., the MEA or MPA) in A-
Core can dynamically add, update, or delete NCs in the mission
workflow to adapt to current network conditions/configura-
tions. Details of how NCs are dynamically updated as a mission
is executed are described in the use case in Section 5.2. 

5.1. Automated programming of NCs for network management

In existing telecommunication-network standards (e.g., 3GPP 
documents), massive complex network management procedures 
are defined. These procedures have no flexibility that can allow
them to be adapted to different user intents and network condi-
tions [16]. In contrast, A-Core can automatically program/fabricate 
registered NM NCs to form customized NM procedures (in the form 
of NM missions) according to the operator’s intent and current net-
work conditions, thereby resolving the issues of complexity and a
lack of flexibility. In this use case, we show how A-Core can auto-
matically generate and execute an NM mission to establish a con-
nection between an idle device and a DN. Fig. 5 shows the detailed 
workflow of this use case.
5.1.1. NC registration
As the precondition for A-Core-enabled automated network 

management, the necessary NM NCs must be registered in the 
toolbox for A-Core to retrieve and call. Each NM NC may contain 
a series of computing or signaling steps that correspond to a speci-
fic NM behavior or action. For example, a device-paging NC corre-
sponds to a paging procedure between an idle device and the RAN; 
a session-esta blishment NC corresponds to a procedure to create a
PDU session; and a radio-bearer (RB)-establishment NC corre-
sponds to a procedure to establish an RB for a paged device in
the RAN. The NM NC can be provided and registered by the opera-
tor or by external providers (e.g., a third-party AF) through the NC
registration procedure shown in Fig. 6. 
Fig. 5. A-Core-enabled automatic establishment of network conn
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Step 5. The added/updated NC(s) are verified:

Details of the NC registration procedure are explained as
follows:

Step 1. The NC provider (either the A-Core operator or a third-
party provider) sends a request to the NetGPT to register new NC(s)
or update existing NC(s).

Step 2. After receiving the NC registration/update request, the 
NetGPT notifies the controller of the toolbox to be ready to receive 
NC profiles from the NC provider. The interface/address informa-
tion of the NC provider may include the NC update notification. 
Upon receiving the NC update notification , the toolbox controller
may respond to the NetGPT with the required interface informa-
tion for it to receive the NC profiles and the format requirements
for an acceptable NC profile (e.g., the profile must be in JavaScript
object notation (JSON) format).

Step 3. According to the received interface and the NC profile 
format information, the NetGPT notifies the NC provider to trans-
mit the NC profiles to the toolbox through the required interface,
following the required format.

Step 4. The NC provider transmits the newly added/updated NC 
(s) to the toolbox according to the interface and format require-
ments received in step 3 in Section 5.1.1. 

• Step 5.1. After receiving all added/updated NC(s) from the 
NC provider, the toolbox controller sends profiles of these 
NC(s) to the sandbox to check for potential self-conflicts
and redundancy among them and all pre-stored NCs in the
toolbox.

• Step 5.2. The sandbox verifies the received NC(s) according 
to the pre-/post-conditions in their profiles. Since all pre-
stored NCs in the toolbox should have been verified by the
sandbox before being stored, the sandbox is assumed to
maintain the profiles of the pre-stored NCs in the toolbox.

• Step 5.3. The sandbox outputs the verificati on result to the
toolbox controller.

Step 6. If any redundancies/conflicts are found in the received 
verification result, the toolbox controller sends a request to the 
NC provider to modify the NC(s) . After modification (step 7 in
Section 5.1. 1), the NC provider can re-execute s tep 4 in
Section 5.1. 1 to send the modified NC profile(s) for verification.
ection between an idle device and a DN. CN: core network.

move_f0025
move_f0030


X. Li, W. Shi, H. Zhang et al. Engineering 56 (2026) 104–119

Fig. 6. The NC registration procedure.
Steps 4–7 in Section 5.1.1 may be repeated multiple times until all 
added/updated NC(s) pass the verification.

Step 7. In this step, the NC provider modifies the NC(s), as
described in step 6 in Section 5.1.1. 

Step 8. The toolbox stores the profile(s) of the newly added/up-
dated NC(s) that pass the verification.

Step 9. The toolbox notifies the NetGPT about the completion of 
the NC update after all newly added/updated NC(s) are stored.

Step 10. The NetGPT notifies the NC provider about the comple-
tion of the NC registration after receiving the NC update comple-
tion notification from the toolbox.

5.1.2. Intent resolution by the MPA
Once the customer (i.e., the operator or the third-party AF) has 

an intent or request for network management, it sends the intent 
to A-Core for resolution. Upon receiving a customer intent, multi-
ple agents in A-Core perform the following intent-resolution pro-
cedure to resolve it into a mission workflow. Fig. 7 shows a 
detailed intent-resoluti on procedure.

Step 1. The customer sends an intent-resolution request to the 
MPA. The request includes the intent described in natural lan-
guage, such as, ‘‘Establish a connection between an idle device
and a DN.”

Step 2. The intent is decoupled by MPA through the following
sub-procedure.

• Step 2.1. According to the predefined/maintained prompt 
templates, the MPA concatenates the customer intent with 
predefined prompt words/contexts to form intent-
decoupling prompts. In some cases, the MPA may select dif-
ferent prompt templates for different types of customers or
intents. The customer type information can be retrieved by
the MPA from the user profile stored in the public memory.

• Step 2.2. The MPA sends the generated intent-decoup ling
prompts to the NetGPT for processing.

• Step 2.3. The NetGPT retrieves the public memory for one or 
multiple mission templates of sample/historical missions
whose associated intents partially or fully match the cus-
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tomer’s intent. Therefore, the customer intent can be decou-
pled into one or multiple sub-intents (i.e., the intermediate 
steps/goals to be achieved/met before completely solving 
the problem indicated by the intent) with specific interde-
pendencies. Each sub-intent decoupled from the customer 
intent should correspond to one mission workflow of a mis-
sion pre-stored in the public memory. For example, the 
NetGPT may decouple the intent ‘‘Establish a connection 
between an idle device and a DN” into two sub-intents: ①
‘‘page an idle device to enroll it into the RAN,” which corre-
sponds to a mission workflow containing a device paging NC
and RB-establishment NC; and ② ‘‘establish a PDU session
between an enrolled device and a DN,” which corresponds
to a mission workflow containing a session-establishment
NC.

• Step 2.4. The NetGPT sends the intent-decoupling result to 
the MPA, where the intent-decoupling result includes all
sub-intents with their dependencies and their associated
mission template information.

• Step 2.5. (Optional) In some cases, the MPA may send the 
intent-decoupling result to the customer to confirm whether 
the identified sub-intents are acceptable. If the customer
accepts the sub-intents, the intent-decoupling procedure is
completed; if the customer has further requests, steps 2.1–
2.4 in Section 5.1.2 may be repeated to modify the intent-
decoupling result until the customer accepts it.

Step 3. The sub-intent resolution sub-procedure. Each sub-
intent decoupled in the previous step is further resolved by the 
MPA into a sub-mission workflow composed of one or multiple 
NCs with specific execution dependencies. It should be noted that, 
although the sub-intent is associated with a pre-stored mission
workflow composed of specific NC(s), the MPA still needs to go
through this sub-intent resolution procedure to retrieve detailed
NC(s) from the toolbox that are suitable for the current customer
and network conditions.

• Step 3.1. The MPA sends the sub-intent information to the 
NetGPT to request the retrieval of candidate NC(s).
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Fig. 7. Intent-resolution procedure.
• Step 3.2. The NetGPT retrieves both the toolbox, for NC(s) 
that are semantically similar/related to the sub-intent, and 
the public memory, for customer profile data, policy data,
network status data, and so forth. Then, the NetGPT jointly
analyzes the retrieved information to find candidate NC(s)
to compose the sub-mission workflow.

Consider the example described in step 2 in Section 5.1.2. For 
sub-intent 1, the MPA discovers that the target device is not 
in an idle state; therefore, sub-mission workflow 1 will only 
contain an RB-establishment NC, which is different from the 
pre-stored mission workflow. For sub-intent 2, the MPA discov-
ers that the target device has a registered ‘‘session level protec-
tion” service, which introduces a session-protection NC into
sub-mission workflow 2.
• Step 3.3. The NetGPT sends the selected candidate action(s)

to the MPA.
• Step 3.4. The MPA chains the candidate action(s) to form a 

sub-mission workflow for the sub-intent. The inter-
dependencies of the NC(s) in the sub-mission workflow are 
determined by their pre-condition and post-condition fea-
tures. In some cases, where the pre-condition and post-
condition of the two NCs are not well defined/aligned, the
MPA may send a dependency-resolution request to the
NetGPT to ask whether the two NCs can be chained or not.
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Step 4. The mission workflow is generated:

For example, if the pre-condition of the session-protection 
NC is ‘‘session_established,” while the post-condition of the 
session-establishment NC is ‘‘a session is available,” 
the MPA may need a resolution from the NetGPT such that
the pre-condition of the session-protection NC matches the
post-condition of the session-establishment NC, allowing
them to be chained in sub-mission workflow 2.

• Step 4.1. Given all the sub-mission workflow(s) generated in
step 3 in Section 5.1.2, the MPA chains/concatenates all sub-
mission workflows to form a complete mission workflow. 
The interdependencies of the sub-mission workflows are
determined by the interdependencies of their corresponding
sub-intents.

Considering the example described in the previous steps, the 
generated NM mission workflow includes the following NCs: 
an RB-establishment NC, a session-establishment NC, and a
session-protection NC. These three involved NCs will be exe-
cuted sequentially.
• Step 4.2. The MPA may run specific algorithms (e.g., the 

shortest path search) to remove the potential cyclic route 
(i.e., the post-condition of NC ‘‘A” is the pre-condition of 
NC ‘‘B,” which should be executed before NC ‘‘A” in the mis-
sion workflow) in the generated mission workflow.
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Step 5. The mission workflow is validated:
• Step 5.1. The MPA sends a mission workflow verification 

request to the sandbox to verify the generated mission work-
flow. In the request, the mission workflow can be described
as a set of NC(s) with their interdependencies.

• Step 5.2. The sandbox verifies the received mission workflow 
to check for potential redundant and/or conflicting NCs. If 
any redundant or conflicting NCs are found, the MPA may
re-execute steps 3 and 4 in Section 5.1.2 to retrieve alterna-
tive candidate NC(s).

• Step 5.3. The sandbox sends the mission workflow verifica-
tion result to the MPA.

Step 6. For a generated mission workflow that passes the veri-
fication, the MPA associates the mission goal (i.e., the customer 
intent) with the mission workflow to form a mission template cor-
responding to the generated mission workflow. After that, the MPA
sends the mission template to the public memory to store it for
future reuse.

Step 7. After sending the generated mission template for stor-
age, the MPA sends a notification to the customer regarding the
completion of the user intent resolution.

5.1.3. NM mission instantiation by the MIA
The MPA sends the generated NM mission template to the MIA 

to instantiate it—that is, to select and configure NF(s) for executing
each NC involved in the NM mission template.

5.1.4. NM mission execution control by the MEA
Upon receiving the NM mission instance determined in Sec-

tion 5.1.3, the MIA informs the MEA (via the CMA) to trigger and 
control the execution of the NM mission instance, which fulfills 
the intent of the operator/AF. After completing the NM mission 
execution, the MEA (as well as the MPA and MIA in some cases) 
stores the information on the NM mission in the historical mission
dataset in the public memory. The information to be saved in the
public memory includes the generated NM mission template, the
NM mission instance, and the NM mission execution performance
(e.g., execution time and resource consumption).

5.2. Reuse of intelligence for real-time map service

In the second use case, an autonomous driving service provider 
(ADSP) wants to offer a real-time map service (RMS) to its client 
autonomous vehicles (CAVs) in a city or on a highway segment. 
While driving, a CAV continually receives real-time map segments 
representing the current objectives (e.g., vehicles/pedestrians) near 
the CAV from the 6G system This RMS can provide holistic infor-
mation on the CAV’s surrounding environment, which cannot be 
sensed by the CAV itself due to blockages and/or a limited sensing
range. Each of the real-time map segments is generated by an AI
model through an inferencing process. The inferencing input
includes CAV sensing data uploaded by CAVs and (optional) net-
work sensing data such as vehicle and/or pedestrian appearance,
as sensed by integrated sensing and communication (ISAC) enti-
ties. Detailed A-Core workflows to enable this RMS are shown in
Fig. 8.

5.2.1. ADSP intent resolution
The ADSP sends an intent to A-Core to request RMS to its CAV 

clients. In the intent, the ADSP includes ① an untrained AI model 
to be trained and further to be inferenced to enable the RMS; 
② training and inferencing data requirements (e.g., the need for
ISAC sensing data if the inferencing performance is lower than a
given threshold); and ③ training and inferencing performance
requirements (e.g., minimal training accuracy and maximal infer-
encing latency). Upon receiving the intent, the MPA resolves it into
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an RMS mission template that contains the following NCs with
their interdependencies:
• A data-management (DAM) NC, which provides various net-
work data for other NCs to use; in this use case, the data pro-
vided by this NC include historical UE/vehicle sensed data
(stored in the network) and the historical network sensed data
for training the AI model to generate a real-time map.

• An AI-training NC, which conducts the AI model training 
according to input the training data and outputs a pre-trained
AI model; in this use case, the training data are provided by
the DAM NC.

• An AI-inferencing NC, which executes the inferencing of a pre-
trained AI model according to the input inference data and out-
puts the inferencing results; in this use case, the pre-trained AI
model is provided by the AI-training NC, while the inference
data is CAV sensing data from the clients of the ADSP.

5.2.2. RMS mission instantiation and execution
The MPA sends the generated RMS mission template to the MIA 

for instantiation. Unlike the NM mission instantiation, in this case, 
the NC(s) to be executed are configured to the selected CBA (via the 
CMA) rather than the NF. More specifically, the untrained AI pro-
vided by the ADSP in the intent is configured to the CBA of the
AI-training NC. After instantiation, the MIA informs the MEA that
the RMS mission instance is ready to be executed. During the
RMS mission execution, the following steps are carried out:
• The MEA first coordinates the CBA of the DAM NC and the CBA 
of the AI-training NC to train the ADSP-provided AI model.

• After training completion, the CBA of the AI-training NC trans-
mits the trained AI model to the CBA of the AI-inferencing NC.

• The CBA of the AI-inferencing NC deploys the trained model on 
specific NFs/resources, then notifies the MEA that the AI-
inferencing NC is ready for use.

• After receiving the notification from the CBA regarding the AI-
inferencing NC, the MEA informs the ADSP that the RMS is ready
for use.

• When using the real-time navigation-map service, interested 
CAVs subscribe or periodically request real-time map segments 
from the AI-inferencing NC (via the 6G system). Based on the 
collected real-time sensing data from interested CAVs, the
CBA of the AI-inferencing NC conducts model inferencing with
the managed resources to generate real-time map segments,
which it then continuously sends to interested CAVs with guar-
anteed latency.

5.2.3. Adding an NC to improve the mission-execution performance
During the RMS mission execution, the MEA continually moni-

tors the execution performance (e.g., by monitoring the execution 
status updates from the CBAs of the involved NCs). Once the AI-
inferencing performance is lower than a predefined threshold, the 
MEA sends a new NC request to the MPA to add an NC to provide
additional inferencing inputs. According to the request and the
ADSP’s intent, the MPA searches the toolbox and selects an ISAC
NC, which provides sensing data generated by ISAC entities, as the
additional NC. The MPA then re-executes the intent resolution
sub-procedure described in Section 5.2.1 to add the ISAC NC to the 
RMS mission template and further notifies the MIA to update the 
RMS mission instance by configuring a CBA of the ISAC NC and link-
ing it to the original RMS mission instance. After the RMS mission
instance update is completed, the MEA triggers the CBA of the ISAC
NC to provide network sensing data to the AI-inferencing NC,
thereby involving the ISAC NC in the RMS mission execution.

5.2.4. Updating an NC according to a network status change
When the computing or communication resources of the CB 

running an NC (e.g., the AI-inferencing NC) experience a temporary
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Fig. 8. An A-Core-enabled RMS for autonomous driving.
shortage as the RMS mission is being executed, the CBA of the AI-
inferencing NC informs the MEA about the resource degradation. 
The MEA then sends an NC replacement request to the MIA (via 
the CMA) to replace the corresponding CB configured with the 
NC. After receiving the request, the MIA re-selects another CB with
sufficient resources and then configures the CBA of the new CB for
instantiating the AI-inferencing NC. After completing the update of
the RMS mission instance, the MIA sends the information on the
new CBA of the AI-inferencing NC to the MEA for controlling the
mission execution.

6. Open issues in A-Core research

Since A-Core is enabled by emerging LFM and AI-agent tech-
niques, which have plenty of unexplored and unsolved issues, A-
Core research currently remains in an early stage. In particular,
the following open issues should be addressed to fully exploit A-
Core’s capabilities.

6.1. Cancellation of faults/errors caused by LFM hallucinations

As an essential infrastructure in any country or region, the core 
network always has strict constraints or even zero tolerance for 
operation faults and errors. However, as the foundation that 
enables A-Core’s capabilities, the LFM’s inferencing capability has 
an unpreventable hallucination effect that may bring unexpected
faults/errors to A-Core’s operation. For example, the NetGPT may
compose a mission workflow with NC(s) fabricated by the LFM’s
hallucination. Since those NC(s) are not registered in the Toolbox,
implementation errors will occur when the MIA instantiates them.
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The hallucination issue is still neither fully explored nor
resolved in current LFM research [35]. Nevertheless, there are still 
two promising approaches to reduce the fault/error probabilities in 
A-Core: ① forcing the AI agent to infer decisions step by step until 
it reaches a final result, instead of letting the AI agent infer the final
result immediately; and ② applying a verification mechanism in
intent-resolution and NC-registration procedures to validate the
outputs of the AI agents in A-Core.
6.2. A-Core agent data processing with strict latency constraints

Since each AI agent involved in A-Core is enabled by an LFM 
(either locally deployed or remote-accessed), the computation or 
data-processing latency of an agent can heavily depend on its 
LFM’s inferencing latency, which may vary significantly, given 
the different devices implementing the LFMs. For example, accord-
ing to our experiments, the average inf erencing time of a NetGPT
enabled by the Mistral-7B-v0.1 LFM [31] is less than 10 s on a 
RTX 4080 super graphics processing unit (GPU) but more than 
30 s on a RTX 3080 GPU. Moreover, to complete the same task, 
the most advanced LFM (e.g., D eepSeek R1 with 671 billion param-
eters [36]) may only require one round of inferencing, while a 
quantified LFM with smaller size (e.g., DeepSeek-R1-Di still-
Qwen-1.5B [36]) may need multiple rounds of inferencing and 
interactions with the customer, making the inferencing latency 
unpredictable. Therefore, due to the highly varied and 
unpredictable inferencing times of LFMs, it is difficult for A-Core 
to generate/adapt missions for services with strict delay require-
ments, such as URLLC, in its current stage.
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One feasible way to minimize the data-processing latency in A-
Core is to try to implement the most advanced LFMs on devices 
with sufficient computin g resources. Research trials on embedding
LFMs on personal or mobile devices can help resolve this issue by
releasing the computing resource requirements.
6.3. Quantitative benchmarks to evaluate A-Core’s performance

Most of the advantages of A-Core can be interpreted as realizing 
new features or new functionalities that are not supported in exist-
ing core networks, such as autonomous programming and the 
reuse of mission workflows, allowing third-party provided NCs. It 
could be difficult to compare the advantages of A-Core with those 
of existing core networks in a quantified way because ① the exist-
ing core network may have no data or performance metrics that
can be used as appropriate benchmarks to measure the additional
values brought by A-Core; and ② the performance of most of the
new functionalities provided by A-Core are impacted by the LFM’s
inferencing performance, which is highly dependent on how
advanced the LFM and the computing device implementing it are.

To address this issue, more research works with original bench-
marks are called for in the areas of both A-Core and LFM inferenc-
ing, which can encourage the future emergence of widely accepted
performance benchmarks for A-Core.
7. Conclusion s

In this paper, we proposed A-Core, a mission-oriented core net-
work architecture empowered by AI for next-generation mobile 
telecommunications such as 6G and beyond. A-Core allows NCs 
to be dynamically added and upgraded and orchestrates available 
NCs as needed to offer services to customers. A service can provide 
both connectivity and data processing and is offered in the form of
a mission. The mission (i.e., service) is created and executed by
multiple network agents autonomously, according to the cus-
tomer’s intent and with assistance from a large-scale network AI
model, NetGPT. During the mission execution, the NCs, together
with diverse network resources, are holistically provisioned to
ensure service-level performance.

A-Core enables an open, agile system that self-organizes and 
autonomously operates to offer the best extensible services. As fur-
ther demonstrated by two use cases, a system upgrade simply 
involves adding or upgrading individual NCs, while system opera-
tion procedures can be generated or updated as missions with little 
or no standardization overhead. While holding the promise of rev-
olutionizing mobile telecommunications, A-Core brings about
unique challenges. It is both crucial and challenging to ensure
interoperability among NCs without standardization. It is also a
challenge to enable the NetGPT to take into account new or
upgraded NCs on the fly, without retraining, when providing rea-
soning or suggestions to network agents. We leave these open
issues for future research.
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